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1
Introduction

The document at hand provides information about the developements of the "Method"-Stream of KI Delta
Learning, a research project funded by the German Federal Ministry for Economic A�airs and Climate Action.
It contains contributions of four TPs (�Teilprojekte� = Workpackages):

� TP2 Transfer Learning

� TP3 Didaktik

� TP4 Automotive-Tauglichkeit

� TP5 Evaluation

The chapters 1.1 to 1.3 of this document give a general introduction into the project and its deliverables.
They show how the 18 deliverables contribute to the project aim and how they complement to deliver the
project outcome. Chapter 2 -4 give the detailed content; the subchapters are designed according to the
project structure on the level of TPs and they present the following results:

Results TP2

� E3.2.2.1 � E3.2.2.5: First implementation of methods from E2.2.2.1d - E2.2.2.5

Results TP3

� E3.2.3.1: The concept of predicting and using unlabeled data is used to extend and improve neural
networks. Di�erent approaches are compared

� E3.2.3.2: The selected training organization concept has been optimized and di�erent approaches
have been compared

� E3.2.3.3a: Active transfer learning with starting point synthetic data and target real data using domain
adaptation.

� E3.2.3.3b: Active transfer learning through active exploration in dynamic environments.

� E3.2.3.4a: Di�erent strategies of knowledge transfer through teacher-student procedures are opti-
mized, analyzed, and evaluated
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� E3.2.3.4b: Method for modeling classical methods as a neural network is implemented and applied to
the problem of temporal fusion

� E3.2.3.4c: Methods for knowledge transfer in neural networks have been optimized, analyzed, and
evaluated

Results TP4

� E3.2.4.1a: Selected procedures for analyzing the robustness of AI models in open-world are optimized.

� E3.2.4.1b: Selected implementations to increase the robustness of AI models in Open World are
optimized.

� E3.2.4.2b: Selected KPIs for the deployment of AI algorithms on resource-constrained target hardware
platforms are de�ned are optimized

� E3.2.4.2c: Selected implementations of approaches for multicriteria optimization of AI algorithms for
the identi�ed target platforms also taking into account delta learning are optimized

Acknowledgement: The research leading to these results is funded by the German Federal Ministry for
Economic A�airs and Climate Action within the framework of the project �KI Delta Learning� (Förderkennze-
ichen 19A19013). The authors would like to thank the consortium for the successful cooperation.

1.1 Project Description

The goal of the KI Delta Learning project is the development of methods and tools for the the e�cient
extension and transformation of existing AI modules of autonomous vehicles to the challenges of new
domains or more complex scenarios. AI modules are the core of the cognitive intelligence of automated
vehicles and thus a key technology for ever higher levels of automation of assistance systems up fully to
autonomous driving. Therefore, AI modules are of central importance to the future value creation of the
German automotive industry. The market launch strategy of the German automotive industry for these
assistance systems is proceeding step by step toward ever higher levels of automation and larger areas of
application for automation. The focus of the project is the gradual expansion of the domains of application
of assistance systems and the associated AI modules, which will be developed in parallel in six directions
according to the most relevant use cases.
Thus, within the project, various deltas - the gaps between known domains of applications and new domain

areas - are considered including deltas due to improved sensor technology, due to di�erent tra�c areas such
as highways or construction sites, due to changes in country and corresponding tra�c rules and signage,
due to new forms of tra�c and road users such as e-scooters, due to changing environmental conditions
such as day, night, sun or rain, as well as deltas due to the advancement of neural network designs. A
stepwise, structured extension of AI modules towards the six mentioned deltas is called "Delta Learning".
This will not necessarily involve all six extensions simultaneously. Rather, the automation of assistance
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systems will gradually increase through e�cient Delta Learning. KI Delta Learning aims to incrementally
extend AI modules that have already been trained for limited areas and locations of use without completely
re-executing the otherwise usual training and optimization process at a very high cost. So far, no su�ciently
e�cient and stable methods and tools exist for such Delta Learning.

Hence, the focus of the project is on method development. In two orthogonally operating but interlocked
subprojects (TP2 and TP3), these methods are developed on the one hand starting from overcoming the
deltas under the focus of transfer learning and on the other hand from the didactic approach. Furthermore,
questions of the automotive suitability of the developed methods are investigated (TP4) as well as necessary
data generated, recorded and processed (TP1).

The fundamental extension of current generations of AI algorithms expected to be achieved within the
project enables a decisive leap towards the large-scale realization of autonomous vehicles. Thus, KI Delta
Learning represents an important innovation building block for the competitiveness of the German automotive
and supplier industry in an increasingly competitive economy.

1.2 General Deliverables Overview

The project will work on the set goals over a period of three years. It pursues the step-by-step improvement
of the models and methods to be developed in four successive project steps, the project increments (PI).
At the end of each project increment, which goes hand in hand with the de�ned project milestones, the
(interim) results achieved in the work packages are documented in the form of deliverables. A total of 18
deliverables were de�ned in the VHB, which serve to communicate the results both internally and externally
to the funding agency (BMWi, project sponsor). These 18 deliverables were distributed among the four
project increments and can be grouped into following topics.

Figure 1.1: Timeline of the Deliverables and grouping to Milestones

The third project increment started and ended with a delay of three months compared the the initial
planning as given in the VHB: The end of the third project incerment was shifted from month 27 (03/2022)
to month 30 (06/2022). The reason are still the e�ects of the CoVid-19 pandemic. The results of third
project increment are provided in the follwing deliverables, they represent Milestone 3:
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1. D11 Eine De�zitanalyse sowie ein Optimierungsplan für die ausgewählten Delta Learning-Methoden
mit vorhandenem Datensatz sind vorhanden

2. D12 Datensatz für die Realdaten aus PI3 mit de�nierten Annotierungen für unterschiedliche Domäne
ist vorhanden & für Partner zugreifbar

3. D13 Synthetische Daten zur Erweiterung des Datensatzes für weiterführende Untersuchungen (Corner
Cases, etc.) sind vorhanden

4. D14 Ein optimiertes Produktivsystem auf Basis eines kontinuierlichen Performance-Monitorings und
Auswertens der Benutzerakzeptanz ist vorhanden

1.3 Deliverable Context

Deliverable D11 "Eine De�zitanalyse sowie ein Optimierungsplan für die ausgewählten Delta Learning-
Methoden mit vorhandenem Datensatz sind vorhanden" is based on the content of D04 and D07. D11
reports the results of the evaluation of the KI Delta Learning methods: a de�cit analysis and an optimisation
plan for selected Delta Learning methods. Following the �rst implementations in PI2, the methods and their
performance are analysed, optimised and evaluated. These deeper investigations re�ne the results of PI2,
they will undergo more comprehensive explorations in PI4. The results of PI4 will be presented in the
subsequent Deliverable D15 with a validation of the Delta Learning methods.
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2
Results TP2

2.1 E3.2.2.1 Ausgewählte Methoden von E2.2.2.1 sind optimiert und

Alternativen wurden ausprobiert.

2.1.1 Federated Learning for object detection (BMW)

Abstract

We investigate the e�ectiveness of federated learning for large scale object detection tasks for automated
driving. In federated learning models are trained locally, with reoccurring global weight update merging and
redistribution to the local instances. When applicable, federated learning can be an alternative to other
methods investigated in the KI-Delta Learning project such as transfer learning and continual learning.

Introduction

In September 2020 Facebook threatened to potentially discontinue it's services in the EU. On the 6th of
April 2020 then US president Trump issued an executive order to ban the popular Chinese app Tiktok from
US app stores [BMW-E3.2.2.1-03]. Meanwhile, automated driving companies operating in China cannot
easily transfer vision data taken from public roads out of the country. All these events result from globally
tightening privacy and data protection rules.

On the �ip-side, modern computer vision algorithm perform better if trained on larger data sets, and with
over 300 million images there is still no end in sight [BMW-E3.2.2.1-28]. For automated driving safety - and
thus performance - is paramount and large, diverse datasets will be a must. The automated vehicle will not
just have to work in the Bay Area, but also in the largest car market in the world: China. Data acquisition
and labeling is expensive, so automated driving companies will want to use the wealth of data they have
acquired in their home location to provide the best system for foreign markets. This can be a problem as
the transfer of data might be prohibited or require strong and thus expensive security measures.

One solution to this challenge is the conventional transfer learning: Pretraining with data from one
country and subsequent �ne-tuning with data from the target country. While simple, this approach can lead
to catastrophic forgetting [BMW-E3.2.2.1-22]: During �ne-tuning, connections made on the �rst dataset
are lost. As certain scenarios might only be present in the the pretraining dataset, this can be a severe
risk in safety critical applications such as automated driving. This leads us to investigate another potential
solution: federated learning [BMW-E3.2.2.1-21]. Federated learning is a decentralized approach to train a
deep network model without the need to store all the training data in one location.
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Our study investigates federated learning for object detection in automated driving. We focus on the so
called cross-silo use case, where only relatively few (in our case two) clients are put in federation. Focusing
on the two clients case enables us to investigate the important use cases of extending operations to a foreign
market or collaborating with another company. Our main contribution is an in depth study of federated
learning using two large scale real world object detection datasets. To our knowledge, this is the �rst
time federated learning is being investigated for object detection on modern, large scale datasets. More
speci�cally, we studied the e�ects of tuning di�erent settings for cross-silo federated learning on model
performance. Additionally, we explored the feasibility of applying multitask federated learning datasets. The
results of our studies point to comparable results between federated learning and non federated learning
approaches.

Related Work

Data Privacy - Data transfer and ownership is getting more regulated throughout the globe. The EU for
example implemented the General Data Protection Regulation (GDPR) [BMW-E3.2.2.1-05], signi�cantly
strengthening their citizens right to data protection and privacy. The GDPR also addresses data transfer
to non EU countries. Until recently, transferring data to the USA was considered safe under the privacy
shield agreement. However, on 16 of July 2020 the European Court of Justice declared this agreement
invalid [BMW-E3.2.2.1-06]. This means companies which transfer data from the EU to the USA have to
implement additional safeguards. As another example, in China guidelines in place for data privacy are likely
soon translated into law. While China currently has no law on data privacy, it has an increasingly strict cyber
security law in place [BMW-E3.2.2.1-01]. This law was enacted to protect important data whose misuse
might be harmful to the country. Since 2019 it mandates strict rules and measures for cross-border data
transfers. In this contribution we investigate one potential future measure for machine learning: federated
learning.

Federated Learning - Introduced by [BMW-E3.2.2.1-21] in 2017 to address data privacy issue, federated
learning is a technique where a server coordinates the participation of decentralized clients in the training
of a machine learning model, without having access to the clients' data. In a single cycle, clients download
a copy of the model from the server and train on their local data. Once trained, the updated models are
uploaded back to the server to be merged before restarting the cycle. Unlike distributed training approaches
by [BMW-E3.2.2.1-12], federated learning assumes that the client's data is non-IID.

According to [BMW-E3.2.2.1-17], federated learning can either have a cross-device setup with edge devices
as clients or a crosssilo setup with data centers as clients. For example, crossdevice federated learning was
used by Google to train a keyboard text prediction model using smart phones [BMW-E3.2.2.1-09, BMW-
E3.2.2.1-04], while cross-silo federated learning is applied to enable cross hospital collaboration in the
medical domain [BMW-E3.2.2.1-26, BMW-E3.2.2.1-07]. Despite the di�erent use cases, the data in both
setups is always being kept privately on the clients and only the trained model is uploaded to the server. For
our work, we will be focusing on cross-silo federated learning as it can potentially be used to train models
using data from di�erent companies or di�erent countries without violating data privacy laws.

In the literature, there exist multiple works on di�erent aspects of federated learning. [BMW-E3.2.2.1-
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21] introduced the federated averaging algorithm to reduce the communication rounds between client and
server, while maintaining model accuracy. [BMW-E3.2.2.1-08] investigated the risk of adversarial attacks
on federated learning. [BMW-E3.2.2.1-10] used secure aggregation to prevent the server from knowing the
identity of the clients. [BMW-E3.2.2.1-27, BMW-E3.2.2.1-25] explored extensively the topic of multitask
federated learning. However, to our knowledge no work exits where federated multitask learning has been
evaluated for object detection. While these works and the works surveyed in [BMW-E3.2.2.1-17, BMW-
E3.2.2.1-18, BMW-E3.2.2.1-20] give us a better insight into privacy, security and algorithmic design of
federated learning, there is a lack of work focusing on model performance in federated learning for real world
computer vision applications. This work attempts to address this by carrying out in depth study on how to
improve the model performance in federated learning.

In the original work on federated learning [BMW-E3.2.2.1-21], the authors introduced the federated
averaging algorithm, FedAvg. Instead of uploading the local model after each training step, the algorithm
waits for the clients to train the local model over multiple training steps before uploading it. This reduces
the number of communication rounds between the clients and the server, resulting in faster convergence of
the master model. However, the authors only experimented using naive stochastic gradient descent (SGD)
to train the local models. Recent works [BMW-E3.2.2.1-16, BMW-E3.2.2.1-15] improved upon FedAvg
by incorporating server momentum to further speed up training and improve model performance. Here,
the momentum is calculated on the server side using the current and previous merged model. Inspired by
these works, we will look into the possibility of training clients' models with momentum to improve the
model performance. Work on federated learning on large scale vision problems is sparse. One of the few
works known to the authors is from Hsu et al. [BMW-E3.2.2.1-15] who investigate federated learning for
classi�cation with datasets with more than half a million samples and 5000 classes. For object detection, the
target use case of this study, federated learning has so far only been evaluated in rather small scale settings
[BMW-E3.2.2.1-19, BMW-E3.2.2.1-31]. In [BMW-E3.2.2.1-19], federated learning for object detection was
investigated on 26 street cameras. Their dataset contains about 1000 labeled images. [BMW-E3.2.2.1-31]
evaluates federated learning by splitting across the task domain of the Pascal VOC dataset (less than 16K
samples). In our work we investigate two current, practically relevant, large scale datasets with more than
75K image samples each.

Studying federated object detection

Two real world use cases guide this study. As companies cannot easily transfer data between the US, Europe
and China, we investigate federated learning in a few agent cross-silo manner. In our study, the number of
agents is US and European service. The second use case involves two companies deciding to work together
on similar tasks without exposing their intellectual property (IP). We explore whether federated learning
is suited for these use cases in real-world computer vision application. The study was motivated by the
following questions:

� How do federated learning parameters a�ect performance? We investigate initialization, momentum
and merge frequency.
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� Does federated learning train a better model compared to transfer learning? Can federated learning
compete with joint training, where all the data is used to train a single model?

� Is cross-company federated learning a promising future research direction?

We will �rst introduce the investigated task and experimental setup in Sec. 3.1. Then, we will describe
the datasets and how they are split for federated learning in Sec. 3.2. Finally, we will detail the investigated
experiments and results in Sec. 3.3.
3.1. Method and experimental settings

Given an image, the investigated task of object detection is to estimate axis aligned bounding boxes and
class labels for all objects of interest. Object detection is crucial in building intelligent systems such as
robots and autonomous vehicles, by allowing them to identify and localize objects within the scene.
To tackle the 2D object detection task, we use the wellknown object detection model, Faster R-CNN

(FRCNN) [BMW-E3.2.2.1-24]. FRCNN is a generic two-stage CNN-based object detector. In the �rst
stage, a region proposal network predicts multiple possible object candidates known as proposals. These
proposals are then re�ned by the prediction head in the second stage to output the bounding box and the
class of the object. In this work, we will be using the FRCNN with C4 prediction head model that was
implemented in Detectron2 [BMW-E3.2.2.1-29]. We built our federated learning setup within Detectron2
in order to guarantee that all of the experiments will be carried out using the same code base.
If not mentioned otherwise, all experiments were conducted using the same hyper-parameter settings.

The FRCNN uses a ResNet50 [BMW-E3.2.2.1-13] backbone and was initialized using a model pretrained
on COCO. During training, the initial learning rate and momentum were set to 0.002 and 0.9 respectively.
The complete con�guration �le can be found in the supplementary material.
The main metric of this study is the COCO implementation of mean average precision (mAP) [BMW-

E3.2.2.1-02]. It �rst calculates the average precision using the area under the precision recall curve with
101-points interpolated precision values. This is repeated for each class using 10 evenly spaced intersection
over union (IoU) values, before �nally averaging the average precisions to obtain mAP. The IoU values
represent the matching threshold used to determine if a predicted object matches with a ground truth.
We ran experiments for three durations. For determining parameters such as merge frequency or momen-

tum we trained models for 10 epochs. Ten epochs were selected as a compromise between short training
time and reasonable performance. To assess federated learning performance on a competitive basis, we
conducted experiment with 30 epochs of training. Selected settings were further trained for 100 epochs to
investigate the performance limit.
3.2. Datasets and Splits

BMW-E3.2.2.1-Figure-03: Overview and statistics on the investigated data splits for federated learning.
Images without any labels are discarded. BDD was split into Daytime (DT) + DawnDusk (DD) and
Nighttime (NT). NuImages was split across the country domain Boston and Singapore. The multitask split
is split across BDD and NuImages.
We chose two large scale public datasets for our evaluation: Berkeley Deep Drive (BDD) and NuImages,

which each feature over 75K images labeled with 2D bounding boxes. Below we brie�y introduce these
datasets and the splits we de�ned for federated learning evaluation.
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Figure 2.1: BMW-E3.2.2.1-Figure-02: Examples from BDD and NuImages based on attributes.

Figure 2.2: BMW-E3.2.2.1-Figure-03: Overview and statistics on the investigated data splits for federated
learning. Images without any labels are discarded. BDD was split into Daytime (DT) + DawnDusk (DD)
and Nighttime (NT). NuImages was split across the country domain Boston and Singapore. The multitask
split is split across BDD and NuImages.
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BDD - The BDD dataset [BMW-E3.2.2.1-30] is a large scale tra�c scene dataset collected from multiple
drives around four major cities in USA. It consists of 1280x720 px camera images, GPS locations, and IMU
readings from the vehicles. As the main focus of the dataset is multitask learning, the authors released
a variety of ground truth labels such as 2D bounding boxes for object detection, semantic segmentation
labels, and labels for multiobject tracking. Besides the ground truth labels, the data was also annotated with
attributes such as the time of day, the weather condition and the type of driving scene. For our work, we will
be focusing on the object detection task. Moreover, we chose the time of day attribute to split the dataset
into 2 subsets for the federated learning experiments. This is due to the large domain discrepancies reported
by [BMW-E3.2.2.1-30] when training and validating the dataset based on time of day. The statistics of the
subsets prepared is reported in [BMW-E3.2.2.1-Figure-03].

NuImages - The NuImages dataset 1 is a 2D object detection dataset created by the team behind the
NuScenes dataset [BMW-E3.2.2.1-11]. Both datasets target autonomous driving research and contain tra�c
scene data from Boston and Singapore. While NuScenes is a multimodal dataset that consists of camera, lidar
and radar data, NuImages focuses solely on camera data with 1600x900 px images. To ensure a high data
variety, the images in NuImages were mostly selected using active learning and were sampled from an even
larger set of drive recordings compared to NuScenes. Out of the 23 object categories provided in NuImages,
we used all 7 object categories where the ratio of per category labels to the overall labels is at least 1%. The
rest of the unused labels are merged into the 7 object categories based on their original category. For the
exact split procedure please refer to the supplementary material. For the federated learning experiments, we
split the dataset into 2 subsets based on the location the data was captured, either in Singapore or Boston.
The statistics of the location-based subsets is reported in [BMW-E3.2.2.1-Figure-03].

Multitask - For an additional federated learning experiment, we de�ned the above datasets as separate
splits for our multitask experiments. This is likely even more challenging, because the task de�nition changes
across datasets. For example, there is no movable object class in BDD. [BMW-E3.2.2.1-Figure-02] shows
examples from BDD and NuImages.

3.3. Experiments and Results

In this section we evaluate cross-silo federated learning (1) w.r.t. di�erent federated learning settings such
as merge frequency (2) against similar methods such as transfer learning and (3) with respect to di�erent use
cases, such as cross country or cross company. Tabular overviews with detailed results on all the experiments
can be found in the supplmentary material.

a. Merge Frequency

Merge frequency is a central parameter in federated learning. If the merge frequency is high, the commu-
nication overhead during federated learning increases, leading to longer overall training time. If the merge
frequency is low, the gradient updates from the clients might be too di�erent, causing the merged model
to su�er from accuracy loss. In this work, we investigated merging the model every 0.1, 1 and 10 epochs,
where an epoch is de�ned by having seen each image in the local set once. We conducted the experiments
with di�erent merging frequencies for a total of 10 epochs. This means that the 10 epoch merge frequency
experiment performs only one single merge at the end of the training.

For both BDD and NuImages, the mAP decreases when the merge frequency decreases. For NuImages,
the mAP decreased by 3.5 percentage points (pp) compared to the roughly 1 pp drop in mAP for BDD when
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Figure 2.3: BMW-E3.2.2.1-Figure-04: A summary of the evaluation results after 10 epochs. Including
momentum drastically improved results, regardless of its implementation. As expected, higher merge fre-
quency leads to better results. Initialization with MRCNN and FRCNN pretrained on COCO (MRCNN-C,
FRCNN-C) did not a�ect the performance compared to using FRCNN-C only. Performance however does
decrease when initialized with a combination of FRCNN-C and Resnet50 pretrained on Imagenet (RN50-I).
Joint trainings with RN50-I and FRCNN-C are included for comparison purposes.

the merging frequency increases from 0.1 to 10. When we look at the experiments with merging frequency
of 0.1 epoch, both BDD and NuImages su�ered a loss of roughly 0.7% change in mAP compared to joint
training. We �xed the merging frequency to 0.1 epochs for the rest of the federated learning experiments.
[BMW-E3.2.2.1-Figure-04] shows a summary of these results.
b. FedAvg with Client Momentum

We investigated enabling the clients to train local models using SGD with momentum. Since the momen-
tum statistics might not be valid after a merge, we explored using a stop-and-go approach to restart the
momentum statistics after each merge. We argue that the clients can easily reaccumulate the momentum
statistics during the local model training phase in FedAvg. To further evaluate the stop-and-go approach,
we compared it to a naive momentum averaging approach and the server momentum approach from [BMW-
E3.2.2.1-14]. The naive momentum averaging approach averages the clients' momentum statistics after
each merge and return them to the clients, while the server momentum approach calculates and applies the
momentum to the master model during merging.
On BDD, the use of momentum by the clients improved the mAP by roughly 3.3 pp. This mAP im-

provement is consistent with the one seen in the joint training experiments. The three di�erent approaches
to include momentum in federated learning are within a range of 0.2 pp. Due to seemingly rather small
di�erences, we proceed using the simple stop-and-go approach for the rest of the experiments. [BMW-
E3.2.2.1-Figure-04] shows a summary of these results.
c. Model Initialization in Federated Learning

In the original federated learning work [BMW-E3.2.2.1-21], the authors argue that the clients should
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Figure 2.4: BMW-E3.2.2.1-Figure-01: Training for 100 epochs on the Berkeley Deep Drive led to federated
learning outperforming joint training.

always be initialized with the same model in order for the master model to converge to the best result.
However, the authors only conducted experiments on simple models that are randomly initialized. Here,
we want to investigate whether this condition is valid when a large model is being trained and is initialized
using pretrained models. To achieve this, we trained multiple FRCNN models using di�erent combination
of three di�erent pretrained models, (i) FRCNN pretrained on COCO, (ii) MRCNN pretrained on COCO,
and (iii) ResNet50 backbone pretrained on Imagenet.
For both BDD and NuImages, the FRCNN models trained with a combination of (i) and (ii) were almost

identical to the the ones trained with only (i). However, when the FRCNN model is trained using a combi-
nation of (i) and (iii) instead of just (i), the mAP decreased by 1.4 pp for BDD and 1.5 pp for NuImages.
This lower performance might be caused by the worse starting point using Imagenet pretrained model as
opposed to COCO pretrained model. For this reason we repeated the (i) and (iii) mix experiment with 100
epochs training time. By training for 100 epochs instead of 10, the performance increased from 25.76 to
28.11 mAP on BDD. [BMW-E3.2.2.1-Figure-04] shows a summary for the 10 epoch results respectively.
d. Federated Learning vs Transfer Learning vs Individual Learning

A common approach to train a model on di�erent datasets is by using transfer learning. It involves
retraining a trained model on a di�erent dataset in order to �netune the model to the task or statistics
of this new dataset. Similar to federated learning, it is assumed that all the di�erent datasets for transfer
learning cannot be combined or stored as a single large dataset. Because of this similarity, we carried out
experiments to investigate how these two learning methods compare with each other. Transfer learning is
easier to conduct, since it does not require the client and server setup of federated learning. Therefore
transfer learning would be the simpler - and thus preferable - solution if performance of transfer learning is
same or better.
The transfer learning experiments are repeated for two possible orders of pretraining and �netuning on

BDD and NuImages. For all of the orders, the performance during �netuning increased for the �netuning
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Figure 2.5: BMW-E3.2.2.1-Figure-05: Evaluation results after 30 epochs for BDD and NuImages. The black
bars represent the standard deviation obtained by repeating the experiments for 5 times. In the *Multitask
Federated Learning (FL) experiments, BDD and NuImages were used as the federated sets.

set and decreased for the pretraining set. However, the order determined whether the overall performance
is better after �netuning. Nevertheless, the mAP of models trained through transfer learning for both BDD
and NuImages are lower than the ones trained with federated learning, regardless of order. This trend stayed
the same even when training was done for 30 epochs. Additionally we investigated if learning just on one
subset alone is bene�cial for the performance on this subset. We observed higher mAP for federated learning
compared to learning and evaluating on only the individual sets.

e. Multitask Federated Learning

Due to intellectual property and legal reasons, companies are not incentivized to hand over and share
their data. We investigate if multitask federated learning can be a solution to get the best of both worlds
- utilize all the data without sharing the data itself or the exact task de�nition of the data. Note that this
is likely more challenging than the cross country use case, as the marginal probabilities p(y) of the labels y
can have disjoint support when y is split w.r.t the two companies/tasks.

To simulate a multitask use case, we de�ned BDD and NuImages as data coming from two di�erent
companies, each with their own label de�nitions respectively. Since the label de�nitions are di�erent, the
classi�cation layer of the clients' model changes, meaning that the full model cannot be merged by the server
anymore. A possible solution is to have a master model for each client's model and merge parts of the master
models that have the same structure. The merged and unmerged parts of the master models corresponds
to the shared feature extractor and the multiple predictor heads in multitask learning respectively, while the
multitask aspect is represented by the datasets with di�erent label de�nitions. An overview of multitask
federated learning is shown in [BMW-E3.2.2.1-Figure-06].

In this work, we investigated three strategies to address how the master models are merged in multitask
federated learning: (i) merge everything but the classi�cation layer, (ii) stop merging after the �rst stage
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Table 2.1: BMW-E3.2.2.1-Table-01: Object detection results for multimodel federated learning using BDD
and NuImages (NI) validation sets. Each experiments are trained using merging frequency of 0.1 epochs
with the clients training only on either BDD or NI. The stop-and-go approach to include momentum during
federated learning is used here. Merge Strategy: Describes the parts or layers that are merged in the master
models. E: Number of training epochs.

Figure 2.6: BMW-E3.2.2.1-Figure-06: Overview of (a) standard federated learning and (b) multitask feder-
ated learning. The master models are represented by a * symbol. In both setups, the clients do not share
their datasets. (a) : All the clients' models are merged to into a master model. (b) : Only a part of the
master models is merged and there is a master model for each client's model. The datasets for the clients
have di�erent class label de�nitions.
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Figure 2.7: BMW-E3.2.2.1-Figure-07: Comparison between multitask federated learning and separate joint
trainings for BDD and NuImages.

and (iii) merge only the backbone. Based on the experimental results (Tab. 1), we observe that both
(ii) and (iii) outperformed (i), while (iii) yielded slightly better results than (ii). Using (iii) resulted in an
increase of 0.14 pp over (ii) for NI but caused a 0.06 pp drop for BDD. Because of this, we chose to continue
experimenting using (iii) by increasing the training epochs to 30. This resulted in mAPs higher than training
jointly on the sets alone for both BDD (0.4 pp) and NI (1 pp), as can be seen in [BMW-E3.2.2.1-Figure-07].
See supplementary material for detailed results.
f. Competitive accuracy and limit performance

When conducting a study it is important to ensure the baseline performance is competitive. Poor baseline
performance might lead to results not generalizing for state of the art models. In this experiment we wanted
to make sure our training setup can match or surpass the mAP values of 28.3% reported in the BDD original
publication [BMW-E3.2.2.1-30]. At the time of writing no benchmark results were available for NuImages.
We increased the training time from 10 to 30 epochs to investigate whether longer training schedule results
in better models. The mAP of the federated learning experiment improved by 1.7 pp for BDD and 3 pp for
NuImages.
Similar improvements can be observed in the joint training experiments for both BDD and NuImages.

For BDD, both models trained with federated learning and joint training surpass the results reported in the
original BDD publication. For transfer learning longer training improved results as well, however the trend
of transfer learning performing worse than federated learning stayed the same.
To investigate limit performance we trained the joint and federated model for 100 epochs on BDD. In

this experiment, federated learning had higher mAP values (29.31%) than joint training (28.8%). Please
refer to [BMW-E3.2.2.1-Figure-01] for more information on this surprising result.
g. Stability

We trained selected models for �ve times to study performance stability using di�erent random seeds.
Speci�cally, we compared multitask federated learning to individual joint trainings for BDD and NuImages.
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The models were trained for 30 epochs each. [BMW-E3.2.2.1-Figure-05] summarizes the results from this
stability study. Federated learning increases standard deviation from 0.03 to 0.11 and from 0.02 to 0.42 for
BDD and NuImages respectively compared to joint training. When trained together in multitask federated
learning, the resulting models showed the highest standard deviation for both BDD (0.26) and NuImages
(0.69). Detailed results can be found in the supplementary material.

Discussion

We presented an in depth study of federated learning for large scale object detection in cross-silo settings. We
studied parameters of federated learning, compared federated learning to a transfer learning and investigated
multi-task federated learning for the use-case of cross-company collaboration. In the following we discuss
our approach and experimental results.

Federated data splits - We decided on BDD and NuImages as datasets, as both feature large scale
and diverse 2D object detection data. Three approaches to splitting the data for federated learning were
investigated: (i) BDD was split w.r.t. time of day (ii) NuImages was split w.r.t. location and (iii) choosing
the respective full sets to simulate a crosscompany split. We believe this order also represents the increasing
di�culty in carrying out federated learning. For (i), we hypothesize that the split will lead to signi�cant
di�erence in objects' appearance, and slightly alter the prior probability of objects (e.g. there are less people
on the road at night). For set (ii), we expect large changes both in appearance and prior probability of the
objects. For set (iii), the support of the prior probabilities among the objects are partly disjoint (e.g. there
is no movable object class in BDD). The hypothesized increased di�culty from splits (i) to (iii) did not
manifest in lower mean performance federated learning. However, during stability testing we found higher
variances for the arguably more di�cult settings. We conclude that future works in challenging federated
learning settings should always be accompanied by a statistical evaluation.

E�ect of merge frequency - The investigation on merge frequencies led to a few interesting side �ndings.
When momentum is not used, merging models once at the very end of the training only decreased perfor-
mance on BDD slightly. When trained on NuImages with momentum, the performance drop with decreasing
merge frequency was more pronounced. Interestingly, when training without momentum, federated learning
on NuImages slightly outperformed joint training. However, investigating statistical signi�cance of this e�ect
is up to future work.

Importance of momentum for federated learning - Including momentum drastically increased performance
of both federated and joint training. This holds true for all three investigated momentum approaches. We
conclude that momentum should be incorporated in large scale vision tasks and propose to use our stop-
and-go momentum. We recommend this due to the following reasons: (i) it is straightforward to implement
(ii) it should be safe to use because no cross set communication can interfere and (iii) for large datasets,
the momentum is quickly rebuilt. With a momentum of 0.9 after 50 steps the discarded momentum would
have been discounted by more than 99%, after 100 steps by more than 99.9%.

Model initialization in federated learning - We found that small changes in initialization did not destabilize
federated learning. Even the extreme case of one set being initialized with COCO- and the other set being
initialized with ImageNet pretrained model led to reasonable results compared to joint training with either
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COCO- or ImageNet pretrained model. This result was surprising to us as we expected the error to be
higher than joint training with Imagenet pretrained model and thus warrants further experimentation. We
speculate that the reason could be large areas in the loss surface having rather �at minima.

Comparison with transfer learning - Federated learning allows training of models without the need of
collecting training data in a single location. Such constraint can also be overcome trough transfer learning
by training a model sequentially on the distributed training data. However, in our experiments federated
learning achieves higher model performance compared to transfer learning, regardless of the training order for
transfer learning. Moreover, when the wrong order was used for transfer learning, the performance dropped
by about 1.5 pp for both BDD and NuImages. It suggests that transfer learning is prone to information
loss when �netuning on a new dataset, which do not occur in federated learning. All of this highlights the
bene�t of federated learning over transfer learning where no prior knowledge about the dataset is required
in order to train the best model.

Merging strategy in federated learning - Despite overall performance being lower than joint training, all
models trained through federated learning were able to converge and achieve similar performance compared
to joint training. We view this is as a very encouraging result considering that federated learning uses a naive
averaging algorithm for model merging, and do not have direct access to all of the training data. We believe
that the merging algorithm can be improved to increase the performance of federated learning. Potential
ways of improving it includes approaches such as reinforcement learning, dynamic local training iterations,
or adaptive model averaging. The to us most surprising result was federated learning outperforming a
joint setup for very long training times (see Sec. 3.3f. and Fig. 1). If this result is supported by future
experimentation it could mean that federated learning can act as a regularizer.

Study design and benchmark - The study design used in this work can serve as a starting point for future
benchmarking on cross-silo federated learning. It covers various aspects of the federated learning setup that
a�ect �nal trained model. Moreover, it includes other training strategies that one can use to compare the
overall performance of federated learning. Nevertheless, the study design could still be improved by adding
additional parameters such as varying the number of clients, the number of data splits, or the task itself. It
would be of interest whether or not the observations made in this work are valid for other computer vision
tasks such as semantic segmentation and depth estimation. Aside from federated learning, we think our
study protocol can further be used to investigate the e�ectiveness of approaches to mitigate catastrophic
forgetting (see [BMW-E3.2.2.1-23] for a review).

Conclusion

In this work, we carried out an in-depth study on federated learning using real-world large-scale computer
vision dataset for object detection. We shown through experiments that federated learning can be scaled up
to tackle the challenging object detection task without drastic loss in performance. This is an encouraging
result, as it opens up the potential of training complex machine learning models using a large pool of data
that is no longer restricted due to data privacy laws. Moreover, we demonstrated the feasibility of multitask
federated learning using similar large scale computer vision dataset. This could serve as a potential approach
for companies to share data and jointly train better machine learning models while maintaining the data and
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the model outputs private. If the results on federated learning from this work generalize to other computer
vision tasks such as semantic segmentation and depth estimation, it could ultimately change the way how
machine learning models are trained: separate, yet collaboratively.
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Introduction

The information perceived via visual observations of real-world phenomena is unstructured and complex.
Computer vision (CV) is the �eld of research that attempts to make use of that information. Recent
approaches of CV utilize deep learning (DL) methods as they perform quite well if training and testing
domains follow the same underlying data distribution. However, it has been shown that minor variations
in the images that occur when these methods are used in the real world can lead to unpredictable and
catastrophic errors. Transfer learning is the area of machine learning that tries to prevent these errors.
Especially, approaches that augment image data using auxiliary knowledge encoded in language embeddings
or knowledge graphs (KGs) have achieved promising results in recent years. This survey focuses on visual
transfer learning approaches using KGs, as we believe that KGs are well suited to store and represent any
kind of auxiliary knowledge. KGs can represent auxiliary knowledge either in an underlying graph-structured
schema or in a vector-based knowledge graph embedding. Intending to enable the reader to solve visual
transfer learning problems with the help of speci�c KG-DL con�gurations we start with a description of
relevant modeling structures of a KG of various expressions, such as directed labeled graphs, hypergraphs,
and hyper-relational graphs. We explain the notion of feature extractor, while speci�cally referring to visual
and semantic features. We provide a broad overview of knowledge graph embedding methods and describe
several joint training objectives suitable to combine them with high dimensional visual embeddings. The
main section introduces four di�erent categories on how a KG can be combined with a DL pipeline: 1)
Knowledge Graph as a Reviewer; 2) Knowledge Graph as a Trainee; 3) Knowledge Graph as a Trainer; and
4) Knowledge Graph as a Peer. To help researchers �nd meaningful evaluation benchmarks, we provide an
overview of generic KGs and a set of image processing datasets and benchmarks that include various types
of auxiliary knowledge. Last, we summarize related surveys and give an outlook about challenges and open
issues for future research.
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Background

Knowledge is the awareness, understanding, or information for a phenomenon or a subject that has been
obtained by observations or study1. It can be either implicit or explicit and stored and represented in di�erent
ways. Explicit knowledge is the type of knowledge that can be easily interpreted, organized, managed, and
transmitted to others. Implicit knowledge is the form of knowledge that is gathered through observations and
activities of everyday life. Using various modeling techniques, complex explicit knowledge can be formally
represented in KGs.

On the other hand, a common method for gathering implicit knowledge is to use feature extraction
methods, that learn latent knowledge representations, e.g. visual or semantic embeddings, from observations
[Bosch-KE-1]. There exist many ways for expressing, representing, and storing knowledge. In this survey,
we focus on KGs, a structured representation of facts, consisting of entities, relationships, and semantic
descriptions.

A comprehensive de�nition is given by the authors of [Bosch-KE-2] where a KG is de�ned as a graph of

data with the objective of accumulating and conveying real-world knowledge, where entities are represented

by nodes and relationships between entities are represented by edges. Knowledge can be expressed in a
factual triple in the form of (head, relation, tail). In its most basic form, we see a KG as a set of triples
G = H,R, T , where H is a set of entities, T ⊆ E × L, is a set of entities and literal values and R, set of
relationships which connects H and R.

A graph model is a model which structures the data, including its schema and/or instances in form of
graphs, and the data manipulation is realized by graph-based operations and adequate integrity constraints
[Bosch-KE-3]. Each graph model has its formal de�nition based on the mathematical foundation, which
can vary according to di�erent characteristics, for instance, directed vs undirected, labeled vs unlabeled, etc.
The most basic model is composed of labeled nodes and edges, easy to comprehend but inappropriate to
encapsulate multidimensional information.

Other graph models allow for the representation of information utilizing complex relationships in the form
of hypernodes or hyperedges.

In the following, we discuss three common graph models that are used in practice to represent data graphs.

Knowledge Graph Models: A directed labeled graph is comprised of a set of nodes and a set of edges
connecting those nodes, labeled based on a speci�c vocabulary [Bosch-KE-3]. The direction of the edge of
two paired nodes is important, which clearly distinguishes between the start node and the end node. This
intuitively enables the organization of information via the utilization of binary relationships.

Hypergraphs extend the de�nition of binary edges by allowing the modeling of multiple and complex
relationships [Bosch-KE-3]. On the other hand, hypernodes modularize the notion of node, by allowing
nesting graphs inside nodes.

In addition, the notion of a hyperedge enables the de�nition of n-ary relations between di�erent concepts.

A hyper-relational graph is also a labeled directed multigraph where each node and edge might have
several associated key-value pairs [Bosch-KE-4]. Internally, nodes and edges are annotated according to a

1https://dictionary.cambridge.org/dictionary/english/knowledge
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Figure 2.8: Bosch-KE-Table-1: Various Graph Models. Three common graph models used as underly-
ing structure for knowledge representation in Knowledge Graphs: 1) Directed Labeled Graphs; 2) Hyper-
relational Graphs; and 3) Hypergraphs.

chosen vocabulary and have unique identi�ers, making them a �exible and powerful form of modeling for
graph analysis with weighted edges.

Feature Extractor A feature extractor is a transformation function from higher dimensional into lower
dimensional vector space, including a vast variety of dimensionality reduction methods [Bosch-KE-5, Bosch-
KE-6]. Since it has been shown that most downstream tasks can be solved better on a reduced dimensionality,
feature extractors are also a fundamental building block of modern systems working on visual and semantic
data. However, more and more conventional feature extraction methods have been replaced with DNNs.

A DNN is an arti�cial neural network (NN) with multiple layers between the input and output layers,
having the ability to automatically extract lower dimensional features from the input data [Bosch-KE-7,
Bosch-KE-8].

There are di�erent architectures of DNNs, but they always consist of the same components: neurons,
synapses, weights, biases, and functions [Bosch-KE-1]. The most common architectures that build a DNN
are multilayer perceptrons (MLP), convolutional neural networks (CNN), recurrent neural networks (RNN),
and transformer models. Each architecture has its advantages and is therefore preferred for a particular type
of input data and particular task [Bosch-KE-1]. Whereas, DNNs are usually trained end-to-end resulting
in a task-dependent embedding space h⃗, more recently, attempts have been made to independently pre-
train the feature extractor that it can be applied to several visual transfer learning and downstream tasks
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Figure 2.9: Bosch-KE-Figure-1: Feature extractors transform input data into embedding space: a) a visual
feature extractor transforms visual input data, i.e. images, into visual embedding space; and b) a semantic
feature extractor transforms semantic input data, e.g. text or graphs, into semantic embedding space.

[Bosch-KE-9].

Visual Transfer Learning using Knowledge Graphs

Visual transfer learning using knowledge graphs has proven to be particularly advantageous compared to
approaches without auxiliary knowledge [Bosch-KE-10,Bosch-KE-11]. Since auxiliary knowledge mitigates
the sole dependence on data distribution, it leads to models that are better generalized and thus more
robust and applicable to new domains [Bosch-KE-12]. Having various kinds of auxiliary knowledge, a KG
can serve as a universal knowledge representation. KGs encode the classes either hierarchically, organized in
superclasses, or �at, using relationships to other objects or other classes. We present three distinct modeling
structures with di�erent levels of expressiveness and we introduce introduces relevant embedding methods.
All approaches that use a KG in combination with a DNN use the KG to implement some prior assumptions in
the data-driven DL pipeline. A prior assumption induced by the KG is the de�nition of relationships between
objects/classes so that objects/classes can borrow statistical strength from other related objects/classes in
the graph. These priors give the CV process a structure that allows making better predictions even when
visual data is sparse or erroneous. However, there are several ways the auxiliary knowledge of a KG can be
induced into a DNN.
Referring RQ1, this section provides a categorization of visual transfer learning approaches that combine

KGs with the DL pipeline. We categorize the �eld of visual transfer learning using knowledge graphs into:
1) Knowledge Graph as a Reviewer - where the KG is used for post-validation of a visual model;
2) Knowledge Graph as a Trainee, where a semantic-visual embedding hs,v is learned using a visual
embedding hv as objective;
3)Knowledge Graph as a Trainer, a visual-semantic embedding hv,s is learned using a semantic embedding
hs as objective; and
4) Knowledge Graph as a Peer, where a hybrid-embedding hh is learned using a combination of semantic
embedding hs and a visual embedding hv as objective.
Since KGE-Methods have only recently entered the �eld of visual transfer learning, we also list related

25



2 Results TP2

methods forming hs based on other types of auxiliary knowledge in categories 2), 3), and 4).
Other types of auxiliary knowledge are language descriptions or class attributes, so that their semantic
features extractor fs(·) di�ers in the type of input, but not in its architecture.

Regarding RQ2, we describe the categories and their approaches in detail and discuss their �eld of
application and their properties. A summary of all approaches and their respective transfer learning task is
provided.

Discussion and Conclusion

Visual transfer learning using di�erent types of auxiliary knowledge has gained increasing attention in re-
search. Since initiatives for building and maintaining generic knowledge graphs host a large research commu-
nity, we believe that exploiting them with DL will improve various applications, especially in visual transfer
learning. The insights gained in this survey can be useful to conceive solutions for addressing the identi�ed
challenges and open issues. The survey investigates various forms of how KGs as a uni�ed representation of
auxiliary knowledge can be used based on a deep analysis of existing approaches. Di�erent graph models,
corresponding embedding methods, and suitable training objectives to operate on high-dimensional spaces
are described in detail. The major contributions of the survey are formulated in four research questions
presented in Section MISSING LINK The answers to these questions are given as follows:

� RQ1 - How can a knowledge graph be combined with a deep learning pipeline?
Approaches of the �eld of visual transfer learning using KG can be separated into four distinct categories
based on how the KG is combined with the DL pipeline:
1) Knowledge Graph as a Reviewer, where the KG is used for post-validation of a visual model;
2) Knowledge Graph as a Trainee, where a semantic-visual embedding hs,v is learned using a visual
embedding hv as objective;
3) Knowledge Graph as a Trainer, a visual-semantic embedding hv,s is learned using a semantic
embedding hs as objective; and
4) Knowledge Graph as a Peer, where a hybrid-embedding hh is learned using a combination of
semantic embedding hs and a visual embedding hv as objective.

� RQ2 - What are the properties of the respective combinations.
It can be seen that every category has its applications in distinct tasks.
1) Knowledge Graph as a Reviewer - approaches leverage auxiliary knowledge by using it as an inde-
pendent post-validation.
The KG or hs enables reasoning over the output or intermediate feature layers of the DNN.
However, the modalities are either learned independently or in sequential order, so that semantic and
visual embedding space are not directly in�uenced by each other.
2) Knowledge Graph as a Trainee - approaches leverage auxiliary knowledge by providing a structure
for a KGE-Method, e.g. GNN, that is learned using hv as objective.
Approaches are used mainly in the zero-shot learning scenario to extend the learned model to classes
that are not present in the training data, using the inductive property of GNNs combined with the
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Figure 2.10: Bosch-KE-Figure-2: Transfer learning using knowledge graphs according to the role of the
knowledge graph are split in four categories: 1) Knowledge Graph as a Reviewer; 2) Knowledge Graph as a
Trainee; 3) Knowledge Graph as a Trainer; and 4) Knowledge Graph as a Peer.
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ability of DNNs to extract relevant features of images.
3) Knowledge Graph as a Trainer - approaches leverage auxiliary knowledge by in�uencing DNNs in
learning speci�c visual features.
The DNN can learn an image data distribution independent embedding provided by hs instead of just
using the data distribution.
Thus, we see the advantage of these approaches speci�cally in the domain generalization scenario.
4) Knowledge Graph as a Peer - approaches leverage auxiliary knowledge by in�uencing semantic and
visual embedding equally.
Although it is not clear which modality dominates the other and therefore the learned embedding, ap-
proaches have yielded quite promising results for zero-shot learning and domain generalization tasks.

Future work is directed on conducting extensive experiments using KGs for visual transfer learning tasks
while measuring various metrics, such as precision, recall, and accuracy. Furthermore, it will be relevant to
investigate the impact of knowledge structures represented via the three common graph models, the impact
of di�erent KGE-Methods, and the impact of the four categories a KG can be combined with the DL pipeline
on the metrics as above. We hope that this survey will help the reader to combine the technology of KGs
and DL to develop models that can bene�t from the appropriate combination of visual information with
underlying semantic information.
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2.1.3 Entwicklung von Trainingsverfahren zur Minderung des katastrophalen

Vergessens in Modellen zur direkten Fahrzeugsteuerung (FZI)

Introduction

Fully learned approaches to autonomous driving often assume an existing comprehensive dataset on which
a driving agent can be trained. Such a dataset usually contains sequences of observations that consist of
sensor data and driving signals. It is assumed that the dataset contains all situations and occurrences that
are necessary to learn to drive. However, in practice data may only become available much later in the
development progress. A simple way to integrate this new data would be to merge it with the existing
training data and retrain every component of the agent. Unfortunately, this is not only time-consuming but
may also not always be possible because of data protection.
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Continual learning promises to be one way to tackle this problem. Instead of retraining, only the new
data is used to further train the components of interest. If done naively it is known that catastrophic
forgetting can happen, i.e. neural networks will unlearn previously learned behavior. Several techniques have
been developed in recent years to mitigate catastrophic forgetting: memory-based, regularization-based,
and structure-based approaches. We explore the e�ect of regularization-based methods on model-based
reinforcement learning [FZI19] algorithms for autonomous driving. Regularization-based approaches are
interesting as often no changes in the agent architecture are needed, only the agent' s training process has
to be modi�ed.

In our study we analyze an existing regularization-based continual learning technique in combination
with a reinforcement learning agent. The reinforcement learning agent is constructed such that it can
later be used for experiments in the autonomous driving context, but can similary used on the synthetic
standard benchmarks in reinforcement learning. Since reinforcement learning experiments are very time- and
compute-consuming we can do our exploratoy work faster. Our initial results show that a naive application
of a regularization approach is not working and we hypothesize that this is a result of the large di�erence
between the actions needed to solve the tasks in our benchmarks.

Related Work

Work on continual learning can generally be grouped into three areas that try to mitigate catastrophic
forgetting di�erently.

Structure-based approaches expand the model architecture to integrate new knowledge by dynamically
allocating new resources. Mainly for the reason that structure-based approaches [FZI-11, FZI-2, FZI-14]
need increasingly more memory when continually trained, we �nd them unsuitable for a system that is aimed
to run for long durations with limiting hardware constraints.

In contrast, replay-based approaches try to avoid catastrophic forgetting by repeatedly training on previ-
ously seen data [FZI-8, FZI-10, FZI-1, FZI-2]. The main idea is to either only save a subset of the training
samples of each task into a replay bu�er or to train a generative model that can restore past data for training.
Contrary to standard training, only a small, �xed-size set of past experiences or a �xed size generate model
are kept.

Finally, regularization-based approaches are what we investigate in this AP. [FZI-5, FZI-6, FZI-9, FZI-15]
impose constraints on the update of the neural network weights to slow down the learning on certain weights
based on how important they are to previously seen tasks. Other methods [FZI-7, FZI-13, FZI-10] rely on
knowledge distillation [FZI-3] where the distillation loss is added to the standard loss to ensure that the
information learned previously is not lost during the new step. Distillation can also be used to adapt the
model to a new task [FZI-4, FZI-12] by distilling the knowledge from an intermediate expert neural network
trained exclusively on a single task to the original model. In general, regularization-based approaches must
decide on a tradeo� between retaining old knowledge and the integration of new knowledge. While most
of the mentioned approaches are orthogonal to our baseline and thus, could be integrated, some require a
change in architecture. For example, VCL requires Bayesian neural networks, which use more parameters
and may in�uence training time and stability.
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Methods

We created a model-based reinforcement learning agent that is able to drive directly based on sensor
observations. An overview of the architecture can be found in �gure [fzi-�g-1] . The agent consists of
a learned environment model and a policy that is trained based on this model. The model consists of
an encoder CNN, a latent transition function, and multiple decoder heads. The CNN takes the sensor
observations as input and outputs a lower-dimensional encoding vector. This encoding together with the
last latent state is used by the latent transition function to infer the current latent state. The decoder heads
are used at train time to provide the learning signal, but can also be used at inference time to make the
agent interpretable. For example, when a semantic birds-eye-view is used as the target for a decoder head
it is possible to visualize which parts of the environment the agent is actually able to recognize. Unlike
our approach in PI1, we do not use observation reconstruction as the learning signal, but instead, we train
the model to predict targets that are commonly used in autonomous driving such as topology recognition
and object detection. Our main reason is that these targets are better aligned with the task of driving
autonomously, while pure observation reconstruction has shown to waste a lot of its predictive capacity to
reconstruct rather unimportant features of the input. For example, accurate reconstruction of static objects
in the scene or lighting overshadows the prediction of dynamic objects such as other tra�c actors.

The policy is then trained purely on the latent states generated by rolling out the model with actions
provided by the policy. Thus, the policy can be trained on-policy in latent imagination. At inference time
the model is then only used to infer a belief over the current latent state which is then used by the policy
to output the next action. This is done as suggested in [FZI-17, FZI-18].

To incorporate continual learning into the training process of our agent we propose to use regulariza-
tion techniques that slow down change of neural network parameters such that catastrophic forgetting is
prevented. We have identi�ed multiple ways we can integrate such regularization methods:

� Encoder only regularization: When sensor observation change such as data collected when driving in
daylight vs. at night it makes sense to only regularize the encoder, since the way the vehicle moves
stays the same. The transition dynamics stay constant and do not need to be regularized.

� Transition function only regularization: If more than one type of vehicle should be enabled to drive
autonomously, the vehicle dynamics of the agent may change. Subsequently, the transition function
of the model must be adapted to the new vehicle platform, while still making use of most of the
knowledge already accumulated by learning from data of previous vehicles.

� Model (Encoder + Transition function) regularization: This will mostly be necessary if we expect a
change in observation and transition dynamics, e.g. a change of vehicle and sensor platform.

� Policy regularization: Continual learning of the driving policy is necessary when the driving rules or
the vehicle dynamics change since these changes must be compensated for by the policy.
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Figure 2.11: [fzi-�g-1] Model-based RL-Agent architecture: There are two components that can be reg-
ularized by continual learning methods: the policy and/or the model. For optimal performance di�erent
regularization strengths must be evaluated.

Experiments (implementation details, experimental results)

For our synthetic benchmarks we used various environments of the DeepMind Control Suite [fzi-20]. We
started integrating Elastic Weight Consolidation (EWC) as regularization strategy. We applied it to the
model and the policy. Our experiments run di�erent environments in series and track the performance of
our agent every 100k steps on all environments, such that we can see how the performance of the agent
developes for past environments, when the agent has to learn a new task. After all N tasks are run, we
repeat the process to see whether the agent remembers a past seen task and retains its previous skill. We
use the "cartpole balance", "cheetah run", "cup catch", "reacher easy" and "walker stand" environments.
All environments are visually di�erent and also have di�erent dynamics and goals that need to be achieved.
Every 250k steps we switch the to next environment. From [fzi-�g-2] we can see that our agent with EWC is
still experiencing catastrophic forgetting. The plot shows the mean return that the agent is able to achieve
in an episode. The peaks show when the agent is running a task. Shortly after switching the environment,
the performance on the past environment drops drastically. Furthermore, no forward transfer can be seen.

For a more detailed look we focused on a two environment setting with an otherwise unchanged ex-
periment setup. We run the same experiment once with full regularization and once with only applying
the regularization to the model part of the agent. From [fzi-�g-3] and [fzi-�g-4] we can see that overall
this strategy seems to work a little better, but not by much. Additionally, the performance of the agents
deteriorates over time. Interestingly, we can see that the performance on both tasks is best at the start,
even for the second task for which learning is already regularized such that forgetting of the �rst task should
be minimized.
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Figure 2.12: [fzi-�g-2] Five environment continual learning setting with 250k steps per environment. Mean
episode return of the agent.

Figure 2.13: [fzi-�g-3] Two environment continual learning setting with 250k steps per environment. Mean
episode return of the agent. The Model and the policy are regularized.
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Figure 2.14: [fzi-�g-4] Two environment continual learning setting with 250k steps per environment. Mean
episode return of the agent. Only the Model is regularized.

Discussion & Conclusion

From our experiments we conclude that simply applying a regularization strategy to a complex agent, such
as a our model-based reinforcement learning agent, is not su�cient to �ght catastrophic forgetting. The
goal of di�erent tasks are not only di�erent, but do generally also counter each other. In contrast to
for example classi�cation, in reinforcement learning the "label" in form of the learned value can change
from task to task. An action that was found to be good in the �rst environment may be found to be
counterproductive in the second environment. This can lead to limited learning in the second environment,
since the regularization can be strong. When the �rst environment is encountered again, learning is limited
by regularization in respect to the second environment. Such problems will always show for the policy part
of our agent. The model should usually not be susceptible for this, since states will nearly always di�er
between environments. However, not applying any continual learning method to the policy can still result in
catastrophic forgetting. Next we will analyze whether learning a di�erent policy per environment is su�cient
to counter forgetting and then whether a policy can be relearned purely from a continually learning model,
without using additional environment steps.
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Figure 2.15: TUBS-E3.2.2.1-Figure-0: De�nitions of di�erent domain handling methods.
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2.1.4 Continual Unsupervised Domain Adaptation for Semantic Segmentation by

Online Frequency Domain Style Transfer (TUBS)

The content presented in this subchapter is originally published at https://ieeexplore.ieee.org/docu
ment/9564566, reproduction is permitted. The content is subject to IEEE copyright.

Paper Introduction

In this AP we investigated methods for a continual or continuous unsupervised domain adapation. The
distinction between continual and continuous has not been made for so long. The de�nitions of the tasks
can be found in TUBS-E3.2.2.1-Figure 0. The following results were published in a paper at ITSC 2021. The
term continual domain adaptation is used throughout. In fact, this method can also be used for continuous
UDA.
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Abstract

When deep neural networks are deployed in a highly automated vehicle for environment perception tasks in an
unseen (target) domain that di�ers from the training (source) domain, the mismatch will result in decreased
performance. Domain adaptation methods aim at overcoming this mismatch. Many recently investigated
methods for unsupervised domain adaptation train a model using labeled source data and unlabeled target
data at the same time. These methods assume that data from the target domain is available during the
source domain training, which is not always the case in real applications. In this paper we present a way to
perform an online style transfer for continual domain adaptation which improves performance on (multiple)
unseen target domains using a given perception model. The approach is based on an image style transfer
in the frequency domain and requires neither an adjustment of the given source-trained model parameters
to the target domain, nor does it require any considerable amount of memory for storing its frequency
domain representation of the source domain style, which is particularly important considering the hardware
limitations in an autonomous vehicle.

Introduction

Many environment perception tasks for highly automated driving employ deep neural networks which require
labeled datasets for training. The generation of these labeled datasets is both time-consuming and costly.
For example, pixel-wise labeling for semantic segmentation takes about 90 minutes for one image [1]. The
need for cheap labeled data for semantic segmentation has led to the creation of several synthetic datasets,
where these labels can be generated at almost no cost [2][3]and scenes can be generated that would be
too dangerous to create in real life, e.g., tra�c accidents. However, when models are trained on these
synthetic datasets (source domain DS ), the domain gap to real data (target domain DT ) typically leads
to decreased performance during inference. To overcome this domain gap without having to label target
domain data, methods for unsupervised domain adaptation (UDA) were proposed [4][5][6][7][8][9][10][11][12][13].
For most unsupervised adaptation methods, both (labeled) source and (unlabeled) target data must be
provided during training. This means that the target domain must be known in advance and data from
it must be available, which is not always guaranteed in real applications such as environment perception
in highly automated driving. Domain generalization methods aim at training a network to generalize well
towards unseen domains, but they must already be employed during source domain training and are therefore
not applicable to the here envisioned task of adapting an already trained model to a new domain (utilizing
only a low-memory source-domain representation). There already exist some works that propose methods for
a subsequent domain adaptation by replaying source domain feature maps [14], either by model adaptation
with weight constraints [15], or by adaptation of the batch norm statistics [16].

All these methods have in common that the network weights (or batch norm statistics) have to be adapted
to the changed domain. This adaptation process requires some learning epochs or at least the processing
of multiple minibatches. In contrast, our proposed method acts as a simple pre-processor prior to the
segmentation network. The adaptation using this method is immediately e�ective and does not introduce
additional algorithmic delay. Moreover, the network weights are not adjusted after the initial training on the
source domain, which prevents degradation of the network' s performance over time. The same method can
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Figure 2.16: TUBS-Figure 1: High-level overview of the proposed method. The online style transfer acts
as a pre-processor for target domain data DT to the segmentation network and requires only a representation
RS of the source domain with a very small memory footprint. The source domain DS network weights of
the segmentation network do not need to be adjusted during inference.

be used for multiple di�erent target domains, or a continuously changing target domain, accordingly, it can
be considered as a continuous UDA. Our proposed pre-processor uses an online style transfer that converts
images of any target domain to be more similar to those of the source domain.
Typically, methods for style transfer use style transfer networks [17] [18] [19] [20] [21] which must be trained
to transfer input images to another domain. These style transfer networks can also lead to unexpected
artifacts in the style-transferred target images and may alter the semantics in some cases, although some
recent improvements have also been made in this area aiming at preventing this [22]. Further disadvantages
of these methods are the memory footprint and computational complexity, since the style transfer network,
e.g., a generative adversarial network (GAN), has to be stored and inferred during adaptation.

Recently, there is an increasing number of methods that operate in the frequency domain, e.g., to detect and
defend against adversarial attacks [23] or to perform a style transfer [24]. The online style transfer approach
in this work was inspired by the Fourier domain adaptation (FDA) method by Yang et al. [24]. To the best
of our knowledge they were the �rst to employ a style transfer in the frequency domain. However, their
approach is only suitable for o�ine domain adaptation, since the segmentation network is trained on source
images that are transferred to look like target domain images. This means that data from both domains
need to be available during training. We will show in this work that by generating a codebook in the source
domain and adapting the mixing function and mask used for the style transfer it is possible to perform an
online style transfer that increases performance on multiple unseen target domains.
Our contribution with this work is threefold. First, we propose a method for online frequency domain style
transfer that does not require a style transfer network to be trained. Second, we analyze the impact of
the codebook size on the target domain performance and show that surprisingly small codebooks are best.
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Figure 2.17: TUBS-Figure 2: Proposed online style transfer for continual unsupervised domain adapta-
tion. Initially, the segmentation network is trained on images from source domain dataset DS = xDS . At
the same time, the amplitude DFT spectra of the source domain images are used to generate a codebook
RDS . During inference, a DFT-domain style transfer using this codebook is applied to the target domain
images xDT , which makes them look more similar to the images from the source domain. Details of the
mixing function are given in Fig.#TODO.

Third, we show that the method can be used on multiple unseen target domains and is independent of the
network architecture, which shows the strong potential of our method for environment perception in highly
automated vehicles.
The paper is structured as follows. In Section 2 we provide related work in the �eld of domain generalization,

(o�ine) UDA, as well as continual UDA. In Section 3 we introduce the employed methods and mathemat-

ical notations. Section 4 introduces employed datasets, network architectures, evaluation metrics and the

employed hyperparameters of our method. Finally, we will present experimental results in Section 5, before

providing conclusions in Section 6.

Related Work

In this section we discuss related methods for our continual unsupervised domain adaptation (UDA) for
environment perception. We start with methods for domain generalization, followed by methods for o�ine
UDA that require availability of both source and target domain data during training. Afterwards, we introduce
related methods for continual UDA.

Domain Generalization Domain generalization methods aim at training a network in a way that it
performs better in unseen domains, i.e., the network generalizes better [25] [26] [27]. For this, no data from
the target domain is used. However, domain generalization methods are already applied during training and
employ, e.g., multiple source datasets for training [28]. In contrast, our method allows a continual adaptation
to new domains for a given model without adapting the network parameters. Accordingly, our method is
even applicable to models that have been trained on a single source domain, but it requires a small extra
source domain representation.

O�ine Unsupervised Domain Adaptation Methods for o�ine UDA that require source and target
domain data simultaneously can typically be categorized into three di�erent approaches, with many modern
methods combining these approaches.
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Either a domain-adversarial training is employed, which forces the feature extractor to learn domain-invariant
features [8] [29] [30] [31] [32] [33] [34] [11] [12], or a self-training method is employed, where pseudo-labels are
generated for the target domain images [35] [29] [11] [36] [37] [34], or the source images are style-transferred
to the target domain [5][6] [7] [38] [39] [24], e.g., by using a generative adversarial network. In the following,
the related work that employs a style transfer will be discussed in more detail.
Style transfer methods aim at transferring the style of the source domain images to make them look more
like the anticipated target domain, but without changing their semantics [5] [6]. Ho�man et al. [5] employed
a cycle-consistent GAN for the image generation and Gong et al. [7] used intermediate domains of the style
transfer to achieve a more stable training.

A di�erent method proposed by Yang et al. [38] performs the translation from target to source domain with
an additional image reconstruction from the predicted labels in both domains. Kim et al. [39] investigated
the speci�c impact of the texture for style transfer and proposed a method that explicitly transfers the target
domain textures to the source domain.
Yang et al. [24] proposed a style transfer by implanting the low frequencies from the target domain amplitude
spectra in the source domain. We will build upon this approach, however, allowing it to be used for a given

model in an online fashion without adapting the network weights.

Continual Unsupervised Domain Adaptation Continual UDA methods are applied to a given model in
a new domain. However, the training data of the source domain can no longer be accessed for the adaptation
process. Continual UDA is similar to source-free UDA [16] [40] [41] [42], except that source-free UDA does do
not use any explicit representation of the source domain other than the trained network weights. Wulfmeier
et al. [14] were the �rst to introduce the idea of continual unsupervised adaptation for visual perception.
They
used a generative replay model, that was trained to generate source domain-like feature maps from random
noise vectors, to train a feature-level domain discriminator in the new domain. Schutera et al. [21]train a
style transfer network for night-to-day transfer and use this for domain adaptation. Yeh et al. [41] rely only
on the domain knowledge in the network parameters and use variational inference in the target domain. Li et
al. [40] propose a self-training method with pseudo-labels obtained by self-entropy descent and false negative
simulation. Li et al. [43] propose an online adaptation for visual odometry using statistics of features that are
stored during training. Other methods use generator networks to generate source domain-like samples for
the adaptation process [15] [42]. All of the above methods are either not applicable to semantic segmentation,
since they were designed for other tasks such as object detection [21] [41] [40]and object recognition [15] [42], or
they have a large memory footprint caused by the employed generator networks [14] [21]. The unsupervised
batch norm adaptation (UBNA) proposed by Klingner et al. [16] is e�ective for semantic segmentation
networks and does not require source domain representations. It adapts a given model by updating its batch
norm parameters. However, the adaptation is not e�ective instantaneously, since processing of multiple
minibatches is required and the network weights are adjusted in a separate adaptation phase before target
domain inference can take place. Although, as a consequence, UBNA cannot be considered to be a continual
domain adaptation method, still we report it as a reference approach, to �ll the gap of actually comparable
baselines.
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Online Frequency Domain Style Transfer

In this section, the notations and methods are introduced. An overview of our proposed method for continual
UDA for semantic segmentation is given in Fig. 2. First, training in the source domain (Fig. 2, left, blue)
and afterwards inference in the target domain including the online frequency domain style transfer (Fig. 2,
right, yellow) are explained.

Source-Domain Training: Segmentation, Codebook During training in the labeled source domain
DS not only a segmentation network is trained, but also a codebook RD

S is generated, which comprises
representations of the source domain in the frequency domain, as we will show now.
Semantic Segmentation: As input to the segmentation network we de�ne the image x ∈ GH×W×C ,
where G denotes the set of integer gray values, H and W the image height and width in pixels, and C=3

the number of color channels. The network transforms the images into outputs y = (yi,s) ∈ IH×W×S with
posterior probability (score) yi,s = P (s|i,x) for each class s ∈ S at pixel index i ∈ I = 1, 2, ...,H ·W
. Here, S = 1, 2, ..., S denotes the set of S classes and I = [0, 1] . The �nal segmentation map
m = argmaxs∈S y ∈ SH×W is obtained with argmax operating on each pixel i of the network out-
put y = (yi) individually. Superscripts on x,y and m denote the domain from which they stem, with DS
being the source domain and DT being the target domain.
Codebook Generation: During training in the source domain DS a codebook RD

S is generated.
First, the 2D discrete Fourier transform (2D DFT) Xc = (Xc,k,ℓ) ∈ CH×W for each color channel
c ∈ C = 1, 2, 3 of the input image is calculated separately as follows:

Xc,k,ℓ =
H−1∑
h=0

W−1∑
w=0

xc,h,w · e−j2π(
k
H
h+ ℓ

W
w), (2.1)

with k, ℓ denoting the indices along spectrum height and width, xc,h,w denoting the pixel values of color
channel c in the input image x with the indices h,w along image height and width, and C being the set of
complex numbers. The complex DFT spectrum of the entire input image is obtained by concatenating the
complex spectra for all color channels and is denoted as X = (Xc) = (Xc,k,ℓ) ∈ CH×W×C . For the online
frequency domain style transfer we only use the amplitude spectrum

|Xc,k,ℓ| =
√

Re2[Xc,k,ℓ] + Im2[Xc,k,ℓ], (2.2)

of the source domain image, with Re[ · ], Im[ · ] denoting the real and imaginary part of the complex
spectrum, respectively. During training, the amplitude spectrum for each source domain sample is computed
and then used to generate a codebook RDS = RDS

n with n ∈ N = 1, 2, ..., N denoting the index and N
denoting the number of codebook vectors and thereby the number of representations of the source domain
that are being stored. Each codebook vector is de�ned as Rn = (Rc,k,ℓ,n) ∈ (R+)H×W×C , with c, k, ℓ

being the indices along the channel, spectrum height, and spectrum width dimension, and R+ being the
set of all positive real-valued numbers.
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Figure 2.18: TUBS-Figure 3: Mixing function transforming |XD
T | into |XDT→S | , see Fig. 2. The codebook

is the only representation of the source domain that has to be stored.

This is the only information from the source domain that is necessary to perform the online style transfer.
The codebook is generated using the Linde-Buzo-Gray (LBG) algorithm [44] employing the same training
data as is used for semantic segmentation network training.

Target-Domain Inference: Style Transfer During inference, an online frequency domain style transfer
according to the yellow right part of Fig. TUBS-Figure 2 is applied to the input images from target domain
DT , acting as a pre-processor to the trained segmentation network. First, the 2D DFT is applied to the
input images delivering XD

T , while the phase spectrum ΦDT = (ΦDT
c,k,ℓ) = arg(XDT ) is kept unaltered, the

amplitude spectrum |XDT | is passed to the mixing function depicted in Fig. TUBS-Figure 3, which delivers
the style-transferred amplitude spectrum |XDT→S | . The absolute operator | · | is applied element-wise.
The processing steps of the mixing function are as follows.
Mixing Function:

At �rst, a quantization is performed identifying the best matching source domain representation RDS
n∗

from the codebook for the current target domain sample |XDT | . This is accomplished by selecting the
codebook entry that holds

n∗ = arg min
n∈N

∣∣∣∣RDS
n − |XDT |

∣∣∣∣2
2
. (2.3)

The selected codebook entry RDS
n∗ is then mixed with the target domain amplitude spectrum |XDT | using

the following masking technique:

|XDT→S | = (1−M) ◦ |XDT |+M ◦RDS
n∗ (1), (2.4)

with ◦ denoting element-wise multiplication, 1 being an all-ones tensor, and M denoting the employed
mask.
The binary mask is written in centralized form as M = (Mc,k′,ℓ′) ∈ IH×W×C with k′ = k − H

2 and ℓ′ =

ℓ− W
2 denoting the shifted indices. Following Yang et al. [24], the binary mask is de�ned as:

Mc,k′,ℓ′ =

1 −b ≤ k′ < b ∧ −b ≤ ℓ′ < b (2)

0 else,
(2.5)
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Figure 2.19: TUBS-Table 1: Datasets: The training sets and full sets are source domain datasets DS .
*Note that we use the 200 training images from the KITTI-2015 dataset as our validation set.

with B=2b << H,W and B×B being the size of the non-zero part of the mask. To apply the masks
to the amplitude spectra following (1), they must be shifted, since the spectra are in non-centralized form.
For this, the �rst and third quadrant and the second and fourth quadrant are swapped.
Finally, the style-transferred image xDT→S = (xDT→S

c,h,w ) is computed by the 2D IDFT (cf. Fig. TUBS-Figure
2, right side) using the unaltered phase spectrum ΦDT and the mixed amplitude spectrum |XDT→S | from
(2) as follows:

xDT→S
c,h,w =

1

HW

H−1∑
k=0

W−1∑
ℓ=0

XDT→S
c,k,ℓ · ej2π(

h
H
k+ w

W
ℓ), (2.6)

with the complex spectrum obtained by

XDT→S
c,k,ℓ = |XDT→S

c,k,ℓ | · e
jΦ

DT
c,k,ℓ . (2.7)

According to Fig. TUBS-Figure 2, this style-transferred image is then fed into the given semantic segmen-
tation network that has been trained on the source domain only, providing yDT→S .
The memory requirement of a codebook using the full amplitude spectrum is H ·W ·C ·N ·real-valued words
, for a typical input color image of size 1024Ö512 this results in approximately 1500 N kwords. When
storing only non-zero portion of size B×B = 2×2 , the codebook footprint results in only 12 N words.

Experimental Setup

In this section, we will �rst introduce the employed datasets, architectures, and metric used for evaluation.
Afterwards, the training and inference hyperparameters will be explained. All metrics, architectures, and
procedures are implemented using PyTorch [45].

Datasets The experiments are conducted on synthetic and real datasets for semantic segmentation to
identify, in which setup our method provides the highest performance gains. The employed datasets are
widely used for semantic segmentation in environment perception for autonomous driving. They are listed
in TUBS-Table 1, along with the number of images in the respective training set Dtrain , validation set Dval
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, and test set Dtest . The images and labels of all datasets are resized for the training.
GTA5: The GTA5 dataset [2] consists of 24,966 synthetic images with a resolution of 1914Ö1052. This
dataset is only used as a source domain DS . Typically, when training domain adaptation methods, the full
GTA5 dataset is used for training and no distinction is made between Dtrain , Dval , and Dtest , we call this
Dfull . When Dfull is used as the source domain, then we have Nmax = 24,966 = "all" .
Following Yang et al. [24], during training the images and labels are resized to a resolution of 1280Ö720
and then randomly cropped to a resolution of 1024Ö512
SYNTHIA: The SYNTHIA dataset [3]consists of 9,400 synthetic images with a resolution of 1280Ö760.
For this dataset only Dtrain is de�ned, which means that we use it only for training in the source domain DS
. When trained on SYNTHIA, we have Nmax = 9,400 = "all" . As with the GTA5 dataset, during training
the images and labels are randomly cropped to a resolution of 1024Ö512
Cityscapes: The Cityscapes dataset [1] consists of 5,000 images with a resolution of 2048Ö1024. When
Cityscapes is used as a source domain DS , we get Nmax = 2,975 = "all" . During training, adaptation,
and evaluation, the images are resized to 1024Ö512.
BD100k: The BDD100k dataset [46] consists of 10,000 images with a resolution of 1280Ö720. The training
set Dtrain consists of 7,000 images, that are only used for the domain adaptation with the unsupervised
batch norm adaptation (UBNA) reference method [16]. We use the 1,000 images from Dval for evaluation.
The 2,000 images from Dtest cannot be used, since neither labels nor an evaluation server are provided.
During adaptation and evaluation, the images are resized to 1024Ö512.
KITTI(-2015): The KITTI-2015 dataset [47] consists of 400 images with a resolution of 1242Ö375, although
the resolution is not the same for all images and sometimes di�ers by up to four pixels. That is why we
resized the images to 1024Ö512 during adaptation and evaluation. The 200 training images from the
KITTI-2015 dataset are used as Dval . The training set Dtrain consists of 29,000 unlabeled images from
the standard KITTI dataset [48] that are only used for the domain adaptation with the unsupervised batch
norm adaptation (UBNA) reference method [16].

Network Architectures and Evaluation Metric We employ two di�erent segmentation networks. First,
a DeepLabv2 [49] model with a ResNet101 [50] feature extractor, and second, an FCN-8s [51]model with
a VGG-16 [52] feature extractor. We evaluate our method using the mean intersection-over-union (mIoU)
metric with S=19 classes as speci�ed in the Cityscapes dataset [1]. For models that employ a ResNet101
feature extractor, such as the DeepLabv2 [49] model, and that have been trained on the SYNTHIA dataset
[3], we follow common practice [53] [54] [16] and evaluate on a subset containing only 13 classes.

Training and Inference Settings In the following, we will provide some training settings and hyperpa-
rameters used for the segmentation training in a labeled source domain. Afterwards, settings for inference
including the online style transfer are given.
Semantic Segmentation Training: The segmentation network takes the images xDS as input and gener-
ates the output scores yDS . We then compute the cross-entropy (CE) loss
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JCE =
∑
i∈I

∑
s∈S

yi,s · log(yi,s) , (2.8)

where yi,s denotes the one-hot encoded label for class s at pixel position i , which is derived from the i
-th entry in the label mask m = (mi) , with mi ∈ S .
For source domain training we mostly select the hyperparameters following Yang et al. [24].
The maximum number of iterations is set to τmax = 150, 000. For the GTA5 dataset we employ early
stopping after 100,000 iterations.
For DeepLabv2, the stochastic gradient descent (SGD) optimizer is used with momentum of β = 0.9 ,

while the learning rate follows a polynomial scheduling
η(τ) = η0(1 − τ

τmax
)0.9, with η0 being the initial learning rate that is set to η0 = 2.5 · 10−4 when trained

on GTA5, and to η0 = 1 · 10−4 when trained on SYNTHIA. We use a weight decay of 0.0005. For FNC-8s,
the Adam optimizer is employed with an initial learning rate η0 = 1 · 10−5 and a learning rate schedule
that decreases the learning rate by a factor 0.1 every 50,000 iterations. The momentum values for Adam
are β1 = 0.9 and β2 = 0.99 .
During training on the source domain we compute the 2D DFT on the source domain images, extract the
amplitude spectra and train a codebook RDS using the LBG algorithm [44].
Inference with Online Style Transfer: During inference, the images get resized to the size of the source
domain images for the low-frequency amplitude spectrum mixing. The output of the segmentation network
is resized to the original label size of the respective input sample.
Unsupervised BatchNorm Adaptation: We will compare our approach to the unsupervised batch norm
adaptation (UBNA) by Klingner et al. [16] as reference method. Since they use a di�erent network archi-
tecture in their paper than we do, we re-simulate their method using our models. The adaptation is done
as suggested in the paper in κ = 50 steps with a minibatch size of 6.

Experimental Results

In the following chapter we show the experimental results of our approach. We evaluate our method for the
perception task of semantic segmentation on multiple established benchmarks for UDA from synthetic-to-
real data (default) and real-to-real data. First, we will perform multiple experiments showing the in�uence
of the employed codebook size N and the in�uence of the mask size B×B used in the mixing function.
Afterwards, we will compare our method to non-continual UDA methods. Finally, we will show results
for real-to-real domain adaptation, again employing multiple target domain datasets, and synthetic-to-real
domain adaptation for di�erent network architectures.

In�uence of Codebook and Mask Size We investigate the e�ect of varying codebook sizes
N ∈ 1, 2, 4, 8, 16, 32, 64, 128, 256, 512, 1024, all on the performance in the target domain for di�erent mask
sizes B×B with B ∈ 2, 4, 10 , with B=10 being used for the smallest mask that was employed by Yang
et al. [24]. As can be seen in Figure TUBS-Figure 4, the performance of the style transfer depends on
the mask size. With smaller mask sizes we also reduce visual artifacts that are caused by the implantation
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Figure 2.20: TUBS-Figure 4: In�uence of the codebook size N on the mIoU [%] and the memory
footprint [kwords] of the codebook. Performance of DeepLabv2 on Cityscapes ( Dval

T=Cityscapes ) after
training on GTA5 ( Dfull

S=GTA5 ) or SYNTHIA ( Dtrain
S=SYNTHIA ).
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Figure 2.21: TUBS-Table 2: Performance (mIoU [%]) of o�ine reference methods, o�ine UDA reference
w/o source domain representations (UBNA [16]), no adaptation, and our proposed continual UDA by style
transfer. The adaptation is performed from GTA5

of source domain amplitudes. It can be seen that our method yields better performance than the baseline
without adaptation (dashed line) for all codebook sizes N , when using GTA5 ( Dfull

S=GTA5 ) as a source
domain (blue plots) with a maximum mIoU of 40.3 % for N =64 and B=2 . This equals a performance
gain over the baseline without adaptation (dashed blue line) of 8.6 % absolute. When trained on SYNTHIA
( Dtrain

S=SYNTHIA ) (green plots) already smaller masks with B ∈ 2, 4 yield better results than the baseline
(dashed green line) for all codebook sizes N , while B=10 already seems to be too large. The maximum
gain that we can achieve is 3.4 % absolute for N =1 and B=2 . For both datasets, it is interesting to
observe that the largest codebook size (i.e., storing all source domain DFT amplitude spectra as �codebook�,
dubbed �all�) does not yield the best results. Since with increasing codebook size the memory requirement
also increases, as can be seen in the upper plot in Figure TUBS-Figure 4, we suggest using a codebook size
of N = 64 , which gives the best results when trained on GTA5 and is close to optimal when trained on
SYNTHIA with 38.7 %. By only storing the non-zero components used by the smallest mask with B = 2 ,
the codebook requires only B2 ·C ·N = 22 · 3 · 64 = 768 words. With a word length of 32 bit this equals
3072 bytes.
In further experiments we will always use B = 2 and evaluate the two extrema ( N =1 and N = �all� ),
as well as the proposed N=64 .

Comparison to UDA Approaches The unique aspect of our method is that we do not perform o�ine
adaptation where both source and target domain data would be required. Nevertheless, in Table TUBS-Table
2 we also report on reference methods that perform o�ine adaptation by using (amongst other approaches)
a style transfer. As expected, the performance of a continual adaptation method is somewhat lower than
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Figure 2.22: TUBS-Table 3: Performance (mIoU [%]) of the DeepLabv2 model trained on Cityscapes (
Dtrain
S=Cityscapes ) in various target domains using various codebook sizes N and B=2 during inference.

BDD100k ( Dval
T=BDD100k ) and KITTI-2015 ( Dval

T=KITTI-2015 ) are used as target domains. Note also the
performance in the source domain ( Dval

S=Cityscapes ).

Figure 2.23: TUBS-Table 4: Performance (mIoU [%]) of DeepLabv2 and FCN-8s on Cityscapes (
Dval
T=Cityscapes ) after training on GTA5 ( Dfull

S=GTA5 ).

that of the o�ine approaches. Compared to the re-simulated UBNA reference method [16], which even
requires a separate target domain adaptation phase prior to inference (no continual method), our continual
approach achieves a 1.4 % absolute higher mIoU when the model was trained on SYNTHIA, and a 0.8 %
absolute higher mIoU when it was trained on GTA5.

Real-to-Real Domain Adaptation We also investigate our proposed method when domain adaptation
takes place in a real-to-real setting. The results are shown in Table TUBS-Table 3.
It can be seen that our preferred setting ( N =64;B=2 ) improves a bit on BDD100k (0.5 % absolute),
while on KITTI-2015 (very similar to the Cityscapes source domain) only the codebook size �all� shows small
improvements.
In this setting, the UBNA method performs better, but it must be adapted to each target domain before
inference, which is indicated by the arrows (� BDD100k and � KITTI). Since UBNA adjusts network
parameters, it is not unexpected that the performance on the source domain decreases from 62.1 % to 59.3
% or 57.6 %, respectively. When using our pre-processor, we do not see a performance drop on the source
domain for our preferred setting ( N=64;B=2 ).
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Di�erent Network Architectures Finally, we want to show that our proposed method works as a pre-
processor regardless of the network architecture. Two semantic segmentation networks that are widely
reported in the �eld of domain adaptation are evaluated in the (preferred) synthetic-to-real setting. It can
be seen in Table TUBS-Table 4 that a performance gain is achievable both for DeepLabv2 and FCN-8s. In
the latter case, the UBNA method does not help at all, since the standard FCN-8s does not use any batch
norm layers and therefore no UBNA adaptation can take place.

Conclusions

In this work we present a method to perform a continual unsupervised domain adaptation for semantic
segmentation which only utilizes a small footprint representation of the source domain. The method can
be used as a simple pre-processor to any existing segmentation network for environment perception, when
retraining in the source domain is not possible. The low memory footprint and computational complexity
allow an application under very constrained hardware settings, e.g., in a highly automated vehicle. We show
that the method works preferably well in a synthetic-to-real setting, independently of the used source domain
and the network architecture, and is free of any algorithmic delay.
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2.1.5 Continual Unsupervised Domain Adaptation for Semantic Segmentation using a

Class-Speci�c Transfer (Uni Stuttgart)

The content presented in this subchapter is originally published at https://ieeexplore.ieee.org/abst
ract/document/9892200, reproduction is permitted. The content is subject to IEEE copyright.

Introduction

Deep convolutional neural networks have signi�cantly contributed to the large success in semantic image
segmentation [Uni-Stuttgart-E3.2.2.1-01]-[Uni-Stuttgart-E3.2.2.1-03]. Since this task assigns a class to
each pixel in an image, it is well suited for complex applications like automated driving, which require a
detailed scene analysis. However, as even state-of-the-art segmentation architectures usually experience
a drastic performance drop when they are exposed to data originating from a di�erent distribution than
during training, perception in a constantly changing environment such as the real world is still a major
challenge. An example for a constant change is the illumination of a scene, but there can also be changes
in the current weather situation, where the surroundings can be completely covered in snow or fog within
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a few minutes. Although the performance degradation can be avoided by collecting and manually labeling
new data from the unseen domains, this involves a tremendous amount of data collection and labeling.
For example, in [Uni-Stuttgart-E3.2.2.1-04] it is reported that segmenting one single image took around 90
minutes on average. To circumvent manual labeling and still adapt the model to new domains, unsupervised
domain adaptation (UDA) can be used. UDA methods attempt to transfer knowledge from a labeled
source domain to an unlabeled target domain. This is achieved by mitigating the discrepancy between the
source and target distribution in the input space [Uni-Stuttgart-E3.2.2.1-05]-[Uni-Stuttgart-E3.2.2.1-08],
the feature space [Uni-Stuttgart-E3.2.2.1-09]-[Uni-Stuttgart-E3.2.2.1-12], the output space [Uni-Stuttgart-
E3.2.2.1-13]-[Uni-Stuttgart-E3.2.2.1-16], or even in several spaces in parallel. Nevertheless, the goal of
UDA is not su�cient because it neglects the performance on the source domain and focuses only on
the target results. Consequently, UDA is particularly useful for the well-studied synthetic-to-real scenario
[Uni-Stuttgart-E3.2.2.1-12], [Uni-Stuttgart-E3.2.2.1-13], [Uni-Stuttgart-E3.2.2.1-17], where the perception
system never encounters the synthetic domain again. In the context of automated driving, however, the
environment to which the model has just been adapted may return to a previously seen target domain or
the source domain. This would not be a problem if neural networks did not su�er from the phenomenon of
catastrophic forgetting (CF) [Uni-Stuttgart-E3.2.2.1-18]. CF occurs when a model is sequentially trained on
a series of domains and is characterized by a decrease in performance on the previous domains while being
trained on the current target domain. Although CF could be avoided by saving some target images in a
memory (rehearsal), the storage size can be limited during deployment in an automated vehicle. Therefore,
an adaptation method should not only be memory e�cient, but also prevent forgetting to increase the
adaptation e�ciency.

Having these requirements in mind, we consider the setting of continual UDA, i.e., we adapt a model
pre-trained in a labeled source domain to a sequence of unlabeled target domains while preventing forgetting.
Following [Uni-Stuttgart-E3.2.2.1-08], the sequence contains domains with varying illumination, seasonal,
and weather conditions similar to those that could be encountered in the real world. In contrast to [Uni-
Stuttgart-E3.2.2.1-08], we do not only consider a sequence with purely synthetic domains, but also introduce
a more sophisticated scenario consisting of only real-world domains. To adapt the model to the current target
domain while preventing it from forgetting its previously learned knowledge, we build our work upon the
Adapting to Changing Environments (ACE) framework [Uni-Stuttgart-E3.2.2.1-08]. A key component of
ACE is a light-weight style transfer (ST) network that uses adaptive instance normalization (AdaIN) [Uni-
Stuttgart-E3.2.2.1-19] to transfer labeled source images into the style of the current target domain. The
style transfer is achieved by �rst renormalizing a source feature map to have the same channel-wise mean
and standard deviation as a target feature map before it is subsequently decoded again [Uni-Stuttgart-
E3.2.2.1-19]. Now, by training with transferred source images, the approach reduces the distribution shift
between the source and target domain. However, methods that rely on light-weight style transfer have some
major drawbacks that limit their capability to outperform common augmentations, such as color jittering,
in a realistic evaluation setting. The most noticeable drawback of ACE, for example, arises directly from
its use of the AdaIN layer. Since the renormalization in the style transfer network is applied to the whole
feature map at once (global) rather than to areas of a speci�c class (class-speci�c), the newly created image
captures only the most dominant aspect of the target style, while missing the exact class-speci�c di�erences.
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Figure 2.24: Uni-Stuttgart-E3.2.2.1-Figure-1: From the left column to the right column: Content images,
style images, stylized images generated with the style transfer network from the ACE framework (AdaIN),
stylized images generated with our network.

This can also be seen in the third column of Fig. 1 that shows a few transferred source images. Clearly, ACE'
s AdaIN model does not take into account the individual class modes, since it colors the road bluish, for
example, or simply darkens the image. Furthermore, the style transfer network of ACE introduces artifacts,
which may again negatively in�uence the domain alignment. This becomes evident when looking at the
license plate of the black car in the �rst row of Fig. 1, which now shows distorted text.

Therefore, we now introduce CACE. CACE overcomes the aforementioned drawbacks by conditioning
the style transfer on each class. Further, we slightly modify the style transfer network by inserting a skip
connection into the network with a second class-conditional AdaIN layer working on high resolution feature
maps. This helps to overcome the artifacts and enables a more precise class-wise style transfer, especially
for small objects.

Related Work

Image-to-Image Translation Although generative adversarial networks (GANs) [Uni-Stuttgart-E3.2.2.1-
20] were originally introduced for synthesizing new images, they can also be used for image-to-image trans-
lation, where an image is altered only in its style while preserving the content. Typically, the style transfer
is accomplished by using a cycle-consistency loss [Uni-Stuttgart-E3.2.2.1-21], which encourages the net-
work to preserve the content during stylization. However, other approaches use either the shared latent
space assumption [Uni-Stuttgart-E3.2.2.1-22], [Uni-Stuttgart-E3.2.2.1-23] or rely on contrastive learning
[Uni-Stuttgart-E3.2.2.1-24].
Although the transferred images of GANs can look appealing, they require a signi�cant amount of computa-
tional power and cannot be easily extended to our continual, memory- and adaptation-e�cient setting. In
contrast, neural style transfer methods are well suited for our environment, as they are generally less compu-

54



2.1 E3.2.2.1 Ausgewählte Methoden von E2.2.2.1 sind optimiert und Alternativen wurden ausprobiert.

tationally intensive and easy to train. [Uni-Stuttgart-E3.2.2.1-25], [Uni-Stuttgart-E3.2.2.1-26], for example,
simply align the feature statistic of Gram matrices at di�erent network depths. [Uni-Stuttgart-E3.2.2.1-19],
[Uni-Stuttgart-E3.2.2.1-27] match the �rst and second order moments of content and a style feature maps.
Further, [Uni-Stuttgart-E3.2.2.1-27] and [Uni-Stuttgart-E3.2.2.1-28] interpret the neural style transfer as a
domain adaptation problem and minimizes the maximum mean discrepancy [Uni-Stuttgart-E3.2.2.1-29] and
the central moment discrepancy [Uni-Stuttgart-E3.2.2.1-30], respectively.

Unsupervised Domain Adaptation Adversarial Learning : If the appearance of two domains di�ers
mainly in texture and color and not in geometric structure, it is also possible to leverage image-to-image
translation for domain adaptation. Some approaches use a CycleGan-based architecture [Uni-Stuttgart-
E3.2.2.1-21] to transform source images to the target style [Uni-Stuttgart-E3.2.2.1-05], [Uni-Stuttgart-
E3.2.2.1-06]. Since the transformation is content-preserving, the source labels can be reused to adapt the
segmentation model with target-like images. To avoid the computationally demanding CycleGAN framework,
other approaches like [Uni-Stuttgart-E3.2.2.1-08] rely on adaptive instance normalization [Uni-Stuttgart-
E3.2.2.1-19] to transfer the source images.
Another line of work uses adversarial training to align feature distributions [Uni-Stuttgart-E3.2.2.1-05],

[Uni-Stuttgart-E3.2.2.1-09], [Uni-Stuttgart-E3.2.2.1-31], [Uni-Stuttgart-E3.2.2.1-32]. In this case, the dis-
criminator becomes a domain classi�er that predicts to which domain a feature belongs. [Uni-Stuttgart-
E3.2.2.1-13]�[Uni-Stuttgart-E3.2.2.1-15] extend this idea and perform distributional alignment in the output
space at the pixel and patch level, respectively. This adaptation strategy is also commonly used either as
a basic component or for warm-up [Uni-Stuttgart-E3.2.2.1-11], [Uni-Stuttgart-E3.2.2.1-33], [Uni-Stuttgart-
E3.2.2.1-34].
Self-Training : A very successful strategy, also found in several state-of-the-arts methods for UDA,

is self-training (ST) [Uni-Stuttgart-E3.2.2.1-07], [Uni-Stuttgart-E3.2.2.1-12], [Uni-Stuttgart-E3.2.2.1-17],
[Uni-Stuttgart-E3.2.2.1-33], [Uni-Stuttgart-E3.2.2.1-35]. It basically converts the target predictions into
pseudo-labels to minimize the cross-entropy. However, ST only works if high quality pseudo-labels (PL) can
be provided. One line of work attempts to improve their quality by using an ensemble of three models [Uni-
Stuttgart-E3.2.2.1-07], a memory-e�cient temporal ensemble [Uni-Stuttgart-E3.2.2.1-12], or an average of
di�erent outputs of the same network [Uni-Stuttgart-E3.2.2.1-34]. Nevertheless, most ST-based approaches
try to �lter out the noisy target predictions by using reliability measures. [Uni-Stuttgart-E3.2.2.1-33], [Uni-
Stuttgart-E3.2.2.1-35]�[Uni-Stuttgart-E3.2.2.1-38], for example, use the softmax output as con�dence mea-
sure, assuming that a higher prediction probability is coupled with higher accuracy. [Uni-Stuttgart-E3.2.2.1-
39] explicitly estimates the pixel-wise uncertainty of the predictions. [Uni-Stuttgart-E3.2.2.1-31] relies on
the con�dence of a segmentation model in combination with two discriminators. [Uni-Stuttgart-E3.2.2.1-
11] uses the distance in the feature space, which they found to be less biased towards the source domain
compared to the �nal segmentation head.

Continual Learning Continual learning addresses the problem of incrementally learning new concepts while
preventing catastrophic forgetting [Uni-Stuttgart-E3.2.2.1-18]. It has been intensively studied for the problem
of classi�cation, where the literature can be broadly divided into regularization-based [Uni-Stuttgart-E3.2.2.1-
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40]�[Uni-Stuttgart-E3.2.2.1-42], memory-based [Uni-Stuttgart-E3.2.2.1-43], [Uni-Stuttgart-E3.2.2.1-44],
and model-based [Uni-Stuttgart-E3.2.2.1-45], [Uni-Stuttgart-E3.2.2.1-46] approaches. However, for the
task of semantic image segmentation and the setting of incrementally learning a sequence of new envi-
ronments in an unsupervised manner, the literature is still very sparse. [Uni-Stuttgart-E3.2.2.1-47] uses a
double hinge adversarial loss in combination with a small target speci�c memory to further prevent CF.
[Uni-Stuttgart-E3.2.2.1-08] relies on light-weight style transfer to create target-like source images used for
the adaptation. In addition, the approach mitigates CF by �rst saving and then replaying previous target
styles during training.

Methods

De�nitions The goal of our approach is to incrementally learn a sequence of domains DtTt=0 , without
forgetting previously acquired knowledge. The sequence starts with the source domain D0 , whose N0 images
and segmentation maps X0 = x0

i ,y
0
i
N0

i=1 are available throughout the entire training. While the images have
dimension x0

i ∈ RH×W×3 , with H being the height and W being the width, the segmentation maps are
one-hot encoded and follow y0

i ∈ 0, 1H×W×C , where C is the number of classes. The target domains
D1,D2, . . . ,DT arrive sequentially and without any segmentation maps. Therefore, the dataset of target
domain Dt is given by Xt = xtj

Nt

j=1
, where Nt is again the total number of images. To simplify the notation,

we assume that all images of all domains have the same dimensions.

We divide the style transfer network into an encoder E and a decoder D. The output of the encoder is a
feature map E(xi) = zi ∈ RH′×W ′×K′

, which has K' channels, height H', and width W'. The decoder, on
the other hand, outputs stylized images x̂i ∈ RH×W×3 , that still have the same content as before. Finally,
the segmentation model S outputs softmax probability maps pi ∈ RH×W×C , which can be converted into
one-hot encoded pseudo-labels ŷi ∈ 0, 1H×W×C . The parameters of the encoder, the decoder, and the
segmentation model are denoted by θE , θD , and θS , respectively.

Semantic Segmentation Since we have access to the source segmentation maps y0
i , we can train the

segmentation network by computing a pixel-wise cross-entropy (CE) loss of the form

LCE(x
0
i ,y

0
i ) =

−1
HWC

H∑
h=1

W∑
w=1

C∑
c=1

y0
ihwclog(p

0
ihwc). (2.9)

Although this may lead to a well-performing segmentation model for source data, results typically deteriorate
when the model predicts images of an unknown domain. To adapt the segmentation network to a target
domain or to counteract forgetting, we transfer images of the source domain D0 into the style of target
domain Dt , without altering the content. To avoid any confusion, we use the notation x̂0→t

i to clearly
identify a transferred source image. Given these target-like source images, we can reuse y0

i and minimize
LCE(x̂

0→t
i ,y0

i ) .
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Style Transfer Similar to [Uni-Stuttgart-E3.2.2.1-08], we also build our work on adaptive instance nor-
malization [Uni-Stuttgart-E3.2.2.1-19], summarized below. To transfer an image into an arbitrary style,
[Uni-Stuttgart-E3.2.2.1-19] �rst encodes a content image and a style image by taking the respective outputs
of layer relu4 of an ImageNet pre-trained VGG19 [Uni-Stuttgart-E3.2.2.1-48] network. In our case, the
content images are from the source domain, while style is drawn from a target domain t. The extracted
feature maps z0i and ztj of the source and target images, respectively, are then passed to an AdaIN layer.
This layer renormalizes the source feature map to have the same mean and standard deviation as the target
feature map. Mathematically, this is equivalent to

ẑ0i = AdaIN(z0i , z
t
j) = σ(ztj)

z0i − µ(z0i )
σ(z0i )

+ µ(ztj), (2.10)

where µ(z) and σ(z) calculate the channel-wise mean and standard deviation. For the style transfer model
to work, the pre-trained encoder is frozen so that only the decoder remains trainable. The loss function
minimized by the weights of the decoder θD can be written as

LST = MSE(E(x̂0→t
i ), ẑ0i ) + λ

L∑
l=1

[
MSE

(
µ
(
El(x̂

0→t
i )

)
, µ
(
El(x

t
j)
))

+MSE
(
σ
(
El(x̂

0→t
i )

)
, σ
(
El(x

t
j)
))]

,

where MSE is the mean-squared-error, El represents the output of the l -th layer of the encoder, and λ is a
weighting term. Since [Uni-Stuttgart-E3.2.2.1-19] showed that the �rst two moments capture at least most
of the style, a well trained decoder will output an image that depicts the content of the source image, but
has the style of the respective target image.
Although this approach works well for adding a painterly style to an image [Uni-Stuttgart-E3.2.2.1-19], it

is not directly suitable for more complex transfers. This is because the AdaIN layer captures the global style
of an image. However, for applications like the perception in the real world, di�erent classes in an image
have to be treated di�erently. To overcome this issue, we now condition the computation of the mean and
standard deviation on each class c contained in a segmentation mask yi :

µc(zi,yi) =
1∑

h,w yihwc

∑
h,w

yihwczihw (2.11)

σc(zi,yi) =

√
1∑

h,w yihwc

∑
h,w

(
yihwczihw − µc(zi,yi)

)2
. (2.12)

Since we only have access to the segmentation masks of the source domain, we compute the moments
of domain Dt with pseudo-labels ŷti . Please note that we circumvent a possible mismatch in resolution
between the segmentation mask and the feature map by simply resizing the height and width of mask y0

i

or y0
i orŷ

t
j to the correct size.

Then, for each class c contained in the source segmentation mask y0
i , the class-conditional AdaIN layer
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Figure 2.25: Uni-Stuttgart-E3.2.2.1-Figure-2: Overview of our style transfer network. It uses two class-
conditional AdaIN layers that query the required target moments from a style memory.

renormalizes every region of z0i belonging to c by using class-speci�c moments. This results in

ẑ0i =
∑
c

y0
ic ⊙

(
σc(z

t
j , ŷ

t
j)
z0i − µc(z0i ,y0

i )

σc(z0i ,y
0
i )

+ µc(z
t
j , ŷ

t
j)

)
, (2.13)

with ⊙ being an element-wise multiplication. Since we use a class-conditional AdaIN layer, we slightly adapt
the training loss of the decoder to:

LST = MSE(E(x̂0→t
i ), ẑ0i ) +

λ

C

L∑
l=1

∑
c

[
MSE

(
µc
(
El(x̂

0→t
i ),y0

i

)
, µc

(
El(x

t
j), ŷ

t
j

))
+MSE

(
σc
(
El(x̂

0→t
i ),y0

i

)
, σc(El(x

t
j), ŷ

t
j)
)]
.

(2.14)

Clearly, there is the possibility that the source and the target images do not contain the exact same classes.
However, to compute the equations from before, one can also draw the required moments from di�erent
images, which we do during training. This also e�ectively enlarges the variety of styles.
Although a class-conditional AdaIN layer helps to capture the modes in a target image much better, the

generated outputs still su�er from the same artifacts as before. To reduce the artifacts, we further add a
skip connection between the encoder and decoder and equip it with another conditional AdaIN layer. Since
the feature map used for the skip connection still has the same resolution as the input image, the newly
inserted layer helps to transfer the style of small objects and between class boundaries more accurately. An
overview of our style transfer network is illustrated in Fig. 2.

Style Memory One problem that usually occurs when a model is trained sequentially is catastrophic
forgetting. This causes the performance of the model for domain Dt−1 to decrease again when it is trained
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on the next target domain Dt . A very e�ective technique to counteract forgetting is rehearsal [Uni-
Stuttgart-E3.2.2.1-43], [Uni-Stuttgart-E3.2.2.1-44]. Since we do not consider the supervised case, we follow
the approach of [Uni-Stuttgart-E3.2.2.1-08] and only save encountered styles, i.e., we save the class-wise
means and the standard deviations. Since the input images for urban scene segmentation are usually of
high resolution, this drastically reduces the required memory. Nevertheless, if the available memory is even
more limited, it is also possible to store only a certain percentage of moments. Alternatively, one can also
estimate a Gaussian distribution from the extracted moments of each class c of domain Dt . Subsequently,
the required moments can be sampled from the estimated distribution. Depending on the size of the dataset,
this may again heavily decrease the required storage size.

Experiments

Experimental Settings

Datasets and Metrics We evaluate our approach using two di�erent domain sequences that roughly
capture varying illuminations as well as adverse weather conditions. While the �rst sequence consists of 5
real-world domains, the second one contains 11 synthetic domains. The real-world sequence uses Cityscapes
(CS) [Uni-Stuttgart-E3.2.2.1-04] as labeled source domain. Cityscapes contains 2975 training and 500
validation images at a resolution of 1024 x 2048. The real-world target domains originate from the ACDC
[Uni-Stuttgart-E3.2.2.1-49] dataset and arrive in the following order: Fog, Night, Rain, and �nally Snow.
Every domain in the ACDC dataset consists of approximately 400 training and 100 validation images with a
resolution of 1080 x 1920. The synthetic sequence is derived from SYNTHIA-SEQ, a subset of the Synthia
dataset [Uni-Stuttgart-E3.2.2.1-50]. In this case, we choose the Old European Town subset that contains
11 domains with roughly 1000 images of resolution 760 x 1280 per domain. We split each domain equally
in one training set and one validation set, and use the domain Dawn as labeled source domain. The target
domains, on the other hand, can be seen in TABLE III, arriving in order from left to right. While we use
the same 19 classes as in [Uni-Stuttgart-E3.2.2.1-49] for the real-world sequence, we use 13 classes for the
synthetic one. As a performance metric, we use the mean intersection-over-union (mIoU), where we show
the results for each individual domain after completing the training on the last domain. In addition, we also
compute the mean of all domain-wise mIoUs (mean mIoU).

Network architecture We use the standard framework for UDA in semantic segmentation [Uni-Stuttgart-
E3.2.2.1-13], which deploys the DeepLab-V2 [Uni-Stuttgart-E3.2.2.1-1] framework with a ResNet-101 as the
feature extractor. The weights of the ResNet-101 are pre-trained on ImageNet and all batch normalization
layers are frozen during training. For the style transfer network, we follow [Uni-Stuttgart-E3.2.2.1-19] and
use a VGG19-based encoder-decoder architecture, where the encoder is initialized with weights pre-trained
on ImageNet as well. Note that the parameters of the encoder are frozen during the entire training.

Implementation Details The network is trained using SGD with momentum of 0.9, a constant learning
rate set to 0.00025 and weight decay of 0.0005. During training, we use random horizontal �ipping.
Furthermore, we rescale the shorter size of an image to size 640 for the real sequence, and size 760 for the
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synthetic one, before randomly cropping the image to size 512 x 1024. We train our model using batch size
2, where one sample is transferred into the style of the current target domain Dt while the other is randomly
chosen to be either from the original source domain D0 or transferred into a style of a previous target
domain D1, . . . ,Dt−1 . While we pre-train the segmentation model for 100k iterations on the real source
domain, it is only pre-trained for 50k iterations on the much simpler synthetic source domain. In both cases,
we continue training the segmentation network for 10k iterations every time a new target domain arrives.
The style transfer network is initially trained for 30k iterations using Adam optimizer with learning rate set
to 0.0001. The data during this period is sampled from D0 and D1 . Further, we �ne tune the style transfer
model for another 5k iterations every time the target domain changes. To prevent it from forgetting, half of
the batch uses moments from the current target domain t, while the other half randomly draws its moment
from the previous domains [1, . . . , t− 1] .

Baselines Since it is reported in [Uni-Stuttgart-E3.2.2.1-49] that for Cityscapes to ACDC, most of the
current adversarial learning or self-training based approaches proposed for unsupervised domain adaptation
could not improve upon the source only baseline, we do not consider such methods in our even more
challenging setting. However, [Uni-Stuttgart-E3.2.2.1-49] also found that Fourier domain adaptation (FDA)
[Uni-Stuttgart-E3.2.2.1-07] could e�ectively increase the segmentation results. Therefore, we use their light-
weight style transfer method as a baseline to evaluate our approach. Note that [Uni-Stuttgart-E3.2.2.1-
49] also evaluated BDL [Uni-Stuttgart-E3.2.2.1-06], which performed signi�cantly worse than FDA despite
using the CycleGAN framework for style transfer. We also reimplement the ACE framework with the minor
di�erence that the style transfer network is not jointly trained with the segmentation model to save some
memory. Further, we also compare to only using their memory e�cient implementation of the AdaIN model
in our framework. Finally, we carefully investigate the impact of color jittering.

Results and Discussion We start our investigations with the challenging real-world sequence. To illustrate
the e�ects of the augmentation color jittering, we use two di�erent settings, which di�er in whether or not
color jittering was used for pre-training the source model. The results without color jittering during pre-
training are depicted in Table 1. Clearly, all methods improve upon the source only baseline by at least 3% in
terms of mean mIoU. However, if the source model is further trained with color jittering for the same number
of update steps, the improvement decreases. When using the Fourier based style transfer, the results are
now even slightly worse. Our approach, on the other hand, does even improve upon color jittering, when we
sample the required moments from an estimated Gaussian distribution (Ours, d). When we use moments
extracted from target samples (Ours, s), the performance increases further by 1.5% in terms of mean mIoU,
with the highest increase observed for the Night domain. Since this domain contains yellowish as well as
whitish images due to varying street lighting, the estimate of a unimodal Gaussian distribution is too simple.
Since the previously mentioned table indicates that color jittering is already a good baseline, we now

examine the e�ects when the model is directly pre-trained with color jittering. The results for this scenario
are shown in Table 2. In this case, the source only baseline improves dramatically and is now comparable or
only slightly worse to the other non-class-speci�c transfer methods. In contrast, our approach even pro�ts
from the stronger baseline model, improving the results by about 1.6% points in terms of mean mIoU in both
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Figure 2.26: Uni-Stuttgart-E3.2.2.1-Table-1: mIoU after adapting the model to the last target domain. The
initial model was pre-trained on Cityscapes (CS) without color jittering.

Figure 2.27: Uni-Stuttgart-E3.2.2.1-Table-2: mIoU after adapting the model to the last target domain. The
initial model was pre-trained on Cityscapes (CS) with color jittering.
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Figure 2.28: Uni-Stuttgart-E3.2.2.1-Table-3: mIoU of the �nal model for each synthetic domain. Left: no
color jittering during the source pre-training. Right: using color jittering during pre-training.

Figure 2.29: Uni-Stuttgart-E3.2.2.1-Table-4: Results when class-wise target moments are extracted using
pseudo-labels (PL) and real target labels (RL) for: pre-training the model with and without color jittering
(CJ).

cases. This is due to the better approximation of the class-wise target moments, which are now computed
from more accurate pseudo-labels.

A much larger performance increase can be seen for the sequence consisting of synthetic domains only.
Following the same evaluation strategy as before, one can see in Table 3 that now all methods are clearly
superior to color jittering, even when it is directly used during pre-training. Nonetheless, our class-conditioned
style transfer again outperforms all other methods by a large margin. This applies not only when the moments
are drawn from samples (Ours, s), but also when we again estimate a Gaussian distribution (Ours, d) to
increase the memory e�ciency.

Ablation Studies Unless otherwise stated, we use the real-world sequence without color jittering (CJ)
during pre-training to carefully examine our approach. Since we use pseudo-labels (PL) to estimate the
corresponding class-wise target moments, we now study the e�ect, when one could use real target labels
(RL) to extract the moments. Again, we do the evaluation for a model that was pre-trained with and without
color jittering (CJ) on the source domain. As illustrated by Table 4, the results increase with the quality of
the target moments. However, it also shows that even using un�ltered pseudo-labels as an approximation
does not drastically degrade the results.

Next, we examine the impact of reducing the number of stored moments to save some memory. As Fig.
3 shows, the results do not deteriorate signi�cantly if we only save 25% of all target moments. If memory is
a real bottleneck and one can only store 10%, one may consider estimating a Gaussian distribution, which
yields comparable results here while being more memory e�cient.
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Figure 2.30: Uni-Stuttgart-E3.2.2.1-Figure-3: Performance compared to the percentage of saved moments.

To investigate whether catastrophic forgetting is a real problem, we conducted an experiment in which
we did not replay source images in the style of previously seen domain. In this case, the results decreased
by 2.2% in terms of mean mIoU. When we did not even use original source samples, but transferred both
images of our batch to the style of the current target domain, the mean mIoU decreased from 51.0% to
45.4%.

Conclusion

In this work, we propose a simple framework that uses light-weight style transfer to adapt a pre-trained
source model to a sequence of unlabeled target domains while preventing forgetting. Unlike previous work,
we condition the style transfer network, which is based on adaptive instance normalization, on each class.
Our approach outperforms comparable methods on a challenging real-world sequence as well as a synthetic
sequence.
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2.1.6 Robuste Repräsentationen für die sensomotorische Regelung: Kontinuierliches

Lernen von Regelungsmodellen (Uni Tübingen)

Introduction

How should we integrate representations from complementary sensors for autonomous driving? Geometry-
based fusion has shown promise for perception (e.g. object detection, motion forecasting). However, in
the context of end-to-end driving, we �nd that imitation learning based on existing sensor fusion methods
underperforms in complex driving scenarios with a high density of dynamic agents. Therefore, we propose
TransFuser, a mechanism to integrate image and LiDAR representations using self-attention. Our approach
uses transformer modules at multiple resolutions to fuse perspective view and bird' s eye view feature maps.
We experimentally validate its e�cacy on a challenging new benchmark with long routes and dense tra�c, as
well as the o�cial leaderboard of the CARLA urban driving simulator. At the time of submission, TransFuser
outperforms all prior work on the CARLA leaderboard in terms of driving score by a large margin. Compared
to geometry-based fusion, TransFuser reduces the average collisions per kilometer by 48%.

https://arxiv.org/abs/2205.15997

2.1.7 Continual Semantic Segmentation (ZF)

Continual Semantic Segmentation

Introduction

Automated driving requires high-performance machine learning models, which must be trained on very
large datasets. This is very resource- and time-intensive so each new training session can result in enormous
costs. Newly appearing objects or classes must be integrated into existing models, even if the new object
has only rarely been seen. This should be done as e�ciently as possible in a continual learning fashion so
that ideally only the new data and the already trained model should be used for an incremental update.

Continual Learning addresses the challenge to update a model continuously, i.e., there is no single training
phase but instead, a model is updated continually to solve an extended problem. Continual learning can be
used for several computer vision tasks like object classi�cation, detection, or semantic segmentation which
has applications in several domains ranging from autonomous driving to medical imaging.
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Incremental learning is a sub�eld of continual learning and refers to the learning of several tasks sequen-
tially, with access to only a part of the data at a particular time. In a general setting, it is assumed that data
from previous steps cannot be used later (e.g., for privacy reasons, storage limitations, or the like). A model
needs to remember the knowledge from the previous steps and learn from the current data concurrently.
Incremental learning easily discloses the challenges of catastrophic forgetting and remembering. These chal-
lenges refer to the fact that the incremental learning of tasks leads to the forgetting of the knowledge
from previous tasks and the hindrance of learning new tasks, respectively. Methods that target to mitigate
catastrophic forgetting can be grouped into several categories.

Replay-based methods perform rehearsal with a limited amount of training data from old tasks (this
commonly requires a memory bu�er). Other methods propose to perform data-focused or prior-focused
regularization. Distillation-based methods focus on constraining the model weights, or the gradients, to
the output probabilities as well as the intermediate features to preserve the knowledge of previous tasks.
Compared to catastrophic forgetting, there is comparatively little research on the issue of catastrophic
remembering.

Continual semantic segmentation investigates continual learning in the context of semantic segmentation.
Methods for continual semantic segmentation face some di�erent challenges compared to the common image
classi�cation task since semantic segmentation produces dense predictions (for every pixel). One such aspect
is the background, which refers to the pixels not belonging to any of the known classes. Class and domain
incremental learning focus on a speci�c sub-problem of incremental learning in which the incremental steps
extend either the set of known classes or the domain on which the model is trained. The latter covers a
wide range of potential domain increments, due to the many factors contributing to a speci�c domain.

There are two major settings considered for studying incremental learning in semantic segmentation: i)
disjoint, and ii) overlapped. The disjoint setting ensures that the images in every task are unique and
do not contain any future class pixels. This is not very practical as it yields a non-realistic setting. The
preferred and more natural setting is the overlapped one, where the training set for each task potentially
contains images that show future classes (Note: The areas of the unknown object instances are considered
as background until they become available in a future task).

MiB[56] and PLOP[57] are the two most recent approaches in Continual Semantic Segmentation. These
methods address the problem of (class) incremental learning in semantic segmentation. However, none
of them so far has been evaluated in terms of class incremental learning on autonomous driving datasets.
In this work, we evaluate them on di�erent autonomous driving datasets for di�erent continual learning
experimental scenarios.

The rest of the document is organized as follows. Some state-of-the-art related work for Continual Se-
mantic Segmentation learning is highlighted in the related work section. Then, selected autonomous driving
datasets are brie�y described, followed by our experimental setups for continual semantic segmentation
learning. Finally, the conclusion and discussion are presented.

Related Work:

Three of the most recent approaches in Continual Semantic Segmentation are MiB[56], PLOP[57], and
ILT[58]. We have selected MiB and PLOP for our continual learning experiments on autonomous driving.

MiB[56]: This method addresses the issue of background shift between di�erent tasks, along with catas-
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Figure 2.31: Table ZF-E3.2.2.1-01: Comparison of some properties of both Cityscapes and BDD100K
autonomous driving datasets.

trophic forgetting. Since only the pixels belonging to current classes are labeled, the pixels belonging to
previous and future classes are classi�ed as background. Accordingly, the de�nition of the background class
changes with every task. This method uses a novel distillation framework accounting for this background
distribution shift. The cross-entropy loss for learning new classes considers that the background class in the
ground truth can belong to either the semantic background class or a class seen in previous tasks. Similarly,
the distillation loss incorporates the fact that the background class predictions from the previous model
include both the semantic background class as well as new classes seen in the current task.

PLOP[57]: PLOP addresses the issue of catastrophic forgetting using a multi-scale pooling distillation
loss, which aims to preserve the long- and short-range spatial relationships between the features across all
tasks. This distillation method computes Local POD embeddings[59] at several layers for both the previous
and current model and aims to minimize the distance between the two sets of POD embeddings and thus
it preserves the spatial dependencies. It also employs an entropy-based pseudo-labeling of the background
class to account for the background distribution shift.

ILT[58]: This approach proposes to retain the knowledge about the previously learned classes by distilling
the knowledge using the previous model. In addition to knowledge distillation, it also trains the current
model to learn the new classes. The distillation loss is applied on the level of intermediate features as well
as the output layer. This method assumes that even if the images used in previous tasks are not replayed,
the ground truth labels for all the previously seen classes in the new images are available during the current
task, which is not a very realistic setup in incremental learning.

Autonomous Driving Datasets:

Two very popular public datasets for semantic segmentation are Cityscapes[60] and BDD100K[61]. They
share the same set of semantic labels, which makes all experiments directly comparable. What they di�er in
is the variation of scenes. Cityscapes provides samples of German cities during daytime only, while BDD100K
varies more in location, time of day, and weather conditions. Table ZF-E3.2.2.1-01 compares some properties
of both datasets.

The distributions of classes are also investigated in Figure ZF-E3.2.2.1-01 and Figure ZF-E3.2.2.1-02, due
to their importance in class incremental learning.

Experimental Setting:

In this work, we have selected MiB[56] and PLOP[57] methods for our Continual Semantic Segmentation
experiments.

Reference Experiments:
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Figure 2.32: Figure ZF-E3.2.2.1-01: Relative class occurrences in Cityscapes and BDD100K autonomous
driving datasets.
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Figure 2.33: Figure ZF-E3.2.2.1-02: Pixel-wise class distribution in Cityscapes and BDD100K autonomous
driving datasets.
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To give meaning to any results for an approach that tackles catastrophic forgetting and remembering,
two common experiments, �ne-tuning, and joint training, are required which de�ne a theoretical lower and
upper bound of what can be achieved in the continual setting.
Fine-Tuning: In naïve �ne-tuning (FT), each incremental training step is performed sequentially without

applying any countermeasure against the aforementioned issues. As such, it gives a lower bound, and often
results in complete forgetting of previously learned tasks.
Joint Training : The second experiment performs joint training of all tasks simultaneously, i.e., training is

not performed incrementally. Due to the simultaneous learning, the results do not su�er from catastrophic
forgetting or remembering.
Class-Incremental Settings:
In the literature, a common notation has been introduced to describe a speci�c setting in class-incremental

learning. This notation consists of two numbers c0 and cl. The �rst describes the number of initially learned
classes in the �rst task. The second value is the number of classes that are learned in each subsequent
incremental task. For example, the setting �10-2� means that initially 10 classes are learned, and then two
classes are added per increment until all classes have been learned. The total number of classes c together
with this notation allows to derive the total number of sequential tasks: nT = 1 + (c− c0)/cl.
Inspired by common settings in the literature (on di�erent datasets, which include 20 classes), we suggest

the following incremental settings, which result in di�erent total number of tasks for the 19 classes of the
datasets under consideration:
1. 18− 1nT = 2

2. 14− 5nT = 2

3. 14− 1nT = 6

4. 10− 1nT = 10

5. 7− 5− 7nT = 3

Speci�cally, the latter setting extends previous experiments by a considerably longer sequence of incre-
mental steps. Additionally, we conduct an experiment on multiple, larger increments of non-uniform size, as
suggested in[62]. This experiment is denoted as �7-5-7" and consists of nT = 3 tasks of 7, 5, and 7 classes
respectively.
It is important to note that experiments in previous work are usually based on a single, �xed ordering of

the classes. For both datasets, this ordering is [road, sidewalk, building, wall, fence, pole, tra�c light, tra�c
sign, vegetation, terrain, sky, person, rider, car, truck, bus, train, motorcycle, bicycle]. Our hypothesis is
that this is a very limiting factor in current evaluation schemes.
Results:

For each of the �ve previously described settings, we report the results for MiB[56] and PLOP[57] as
well as the two baselines on both datasets. The underlying segmentation network is DeepLabv3[63] with a
Resnet101[64] backbone. The considered metric is the mean Intersection-over-Union (mIoU).
The results show the mIoU for the classes of each task after a complete training (i.e. after learning all

classes). This illustrated speci�cally well the issue of catastrophic forgetting and the e�ect of the respective
mitigation approach.
Joint Models:
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Figure 2.34: Figure ZF-E3.2.2.1-03: Joint Model Performance for Cityscapes and BDD100K

The joint models are trained for 50 epochs on cityscapes and 30 epochs on BDD100K (Figure ZF-E3.2.2.1-
03).

Cityscapes Dataset:

On Cityscapes, the �rst task is trained for 50 epochs, and each subsequent increment is trained for
30 epochs. The number of iterations per epoch depends on the samples available for each task (Figure
ZF-E3.2.2.1-04 to Figure ZF-E3.2.2.1-08).

Cityscapes Dataset - Randomized Class Orderings:

To show and analyze the impact of the ordering of classes in the incremental tasks, we randomly select
10 distinct class orderings for each setting (Figure ZF-E3.2.2.1-09 to Figure ZF-E3.2.2.1-12).

BDD100K Dataset:

On BDD100K, the �rst task is trained for 30 epochs, and each subsequent increment is trained for 20
epochs. Again, the iterations in an epoch can vary between incremental tasks (Figure ZF-E3.2.2.1-13 to
Figure ZF-E3.2.2.1-17).

Discussion & Conclusion
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Figure 2.35: Figure ZF-E3.2.2.1-04: Exp-1 (18-1 nT=2) for Cityscapes

Figure 2.36: Figure ZF-E3.2.2.1-05: Exp-2 (14-5 nT=2) for Cityscapes

Figure 2.37: Figure ZF-E3.2.2.1-06: Exp-3 (14-1 nT=6) for Cityscapes

Figure 2.38: Figure ZF-E3.2.2.1-07: Exp-4 (10-1 nT=10) for Cityscapes
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Figure 2.39: Figure ZF-E3.2.2.1-08: Exp-5 (7-5-7 nT=3) for Cityscapes

Figure 2.40: Figure ZF-E3.2.2.1-09: Exp-1 (18-1 nT=2) for Cityscapes for randomized class ordering

Figure 2.41: Figure ZF-E3.2.2.1-10: Exp-2 (14-5 nT=2) for Cityscapes forrandomized class ordering

75



2 Results TP2

Figure 2.42: Figure ZF-E3.2.2.1-11: Exp-3 (14-1 nT=6) for Cityscapes for randomized class ordering

Figure 2.43: Figure ZF-E3.2.2.1-12: Exp-4 (10-1 nT=10) for Cityscapes for randomized class ordering

Figure 2.44: Figure ZF-E3.2.2.1-13: Exp-1 (18-1 nT=2) for BDD100K
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Figure 2.45: Figure ZF-E3.2.2.1-14: Exp-2 (14-5 nT=2) for BDD100K

Figure 2.46: Figure ZF-E3.2.2.1-15: Exp-3 (14-1 nT=6) for BDD100K

Figure 2.47: Figure ZF-E3.2.2.1-16: Exp-4 (10-1 nT=10) for BDD100K

Figure 2.48: Figure ZF-E3.2.2.1-17: Exp-5 (7-5-7 nT=3) for BDD100K
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The following points summarize our �ndings to give directions for future research: i) Due to the broader
variation in the scenes, BDD100K is in general the slightly more challenging data, and therefore the results
are slightly reduced throughout all experiments and tasks. ii) PLOP requires the initial set of classes c0 in
task T0 to be large to learn a su�ciently diverse initial representation, which can generalize to future tasks
(because the distillation loss enforces features to stay constant). iii) Results are sensitive to the speci�c
classes used in each increment (mostly because of class imbalance). The randomization of class orderings
can mitigate this e�ect and therefore provides a more general result. iv) On a broader set of experiments,
MiB seems to perform better than PLOP, contrary to what is indicated by the limited results presented in
the paper about PLOP. v) Neither the disjoint nor the overlapped setting cover a real incremental scenario.
Therefore, in the future, one could propose a new setting with disjoint sets of images in each task, but overlap
in the class occurrences. vi) Catastrophic forgetting (primarily of the initial task T0) is handled quite well
by the investigated approaches. However, catastrophic remembering seems to become the bigger issue now.
vii) For experimental settings with more than one increment, there are some incremental classes, which are
learned and not forgotten. Overall, these classes are (sky, person, car, and truck), but the phenomenon
varies across datasets and methods.

2.2 E3.2.2.2 Ausgewählte Methoden von E2.2.2.2 sind optimiert und

Alternativen wurden ausprobiert.

2.2.1 Simulation-to-Real Adaptation (HSRT)

The content presented in this subchapter is originally published at https://ieeexplore.ieee.org/docu
ment/10030089, reproduction is permitted. The content is subject to IEEE copyright.

Introduction

We work on a CycleGAN-based approach for cross-sensor and sim-to-real domain adaptation. Although our
focus is on domain adaptation for human pose estimation, we try to keep our method generally applicable.
In this reporting period, our approach has been optimized, evaluated and compared to a recent domain
adaptation method for keypoint detection �RegDA� [1].

Related Work

Previously, we used CycleGAN [2]as a baseline, however, Jiang et al. [1] presented a new unsupervised
domain adaptation approach for keypoint detection tasks, like human pose estimation, called RegDA at
the "Conference on Computer Vision and Pattern Recognition" (CVPR) 2021 and made their source code
publicly available as part of a transfer learning library [3].
An adversarial training procedure is used to optimize two opposite goals. First, a feature generator and a

feature regressor are trained on the source domain. After that, based on the output of the feature regressor,
which is assumed to be the ground truth, a ground false is generated and an adversarial feature regressor
f' is trained on the ground false, leading to an increased disparity on the target domain. Jiang et al. [1]
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Figure 2.49: Figure HSRT-E3.2.2.2-Fig-01: Adversarial training of RegDA [1]

observed that misdetected keypoints in an image are not uniformly distributed, but they are often detected
at positions of other keypoints, e.g., the left and right foot gets confused. Based on this observation, the
ground false is generated from the predicted positions of those keypoints that do not match the ground
truth (inverted ground truth). Finally, the feature generator is trained on the ground truth again, reducing
the disparity on the target domain. Figure HSRT-E3.2.2.2-Fig-01 illustrates that process.

Methods

We further optimized our CycleGAN-based domain adaptation approach by pre-generating the human pose
estimation speci�c auxiliary task. Additionally, we integrated the auxiliary task generator into the discrimi-
nators for the source and target domain and added a discriminator exclusively for the auxiliary task.

Experiments and Conclusion (implementation details, experimental results)

In order to compare our approach with RegDA, we integrated it into the transfer learning library [3] (our
integration is not yet publicly available). We follow RegDA's training procedure which assumes that an
epoch is not an iteration over the whole dataset but consists of 500 batches. A batch size of 32 is used for
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Table 2.3: Table HSRT-E3.2.2.2-Tab-01: PCKh accuracies without domain adaptation of the reference pose
estimation models trained on source domain.

training RegDA and a batch size of 8 is used for our AuxCycleGAN approach.

We consider three domain adaptation scenarios and report the performances without domain adaptation
of the reference models trained on the source domains in Table HSRT-E3.2.2.2-Tab-01.

The results obtained with domain adaptation are reported in Figures HSRT-E3.2.2.2-Fig-02 to HSRT-
E3.2.2.2-Fig-07.

When performing domain adaptation on our Reutlingen University dataset (see previous deliverables and
AP1.3 for details) from synthetic data with an actor wearing casual clothing to synthetic data with an actor
wearing a motion capture suit, our AuxCycleGAN approach is able to outperform RegDA and is close to
source domain performance, cf. Figures HSRT-E3.2.2.2-Fig-02 and HSRT-E3.2.2.2-Fig-03. We observed
that by switching from a linear decaying to a cyclical learning rate, oscillating between an upper and lower
bound, the domain adaptation performance as well as the training time can be improved as it can be seen in
Figure HSRT-E3.2.2.2-Fig-02 and HSRT-E3.2.2.2-Fig-03. While CycleGAN uses a linear decaying learning
rate, the ablation study of AuxCycleGAN without auxiliary task, which is basically CycleGAN with a cyclical
learning rate, shows better performance. AuxCycleGAN performs even better and supports our auxiliary
task-based approach.

Similar results are obtained in case of domain adaptation from synthetic data to real data both with an
actor wearing a motion capture suit as it is shown in Figures HSRT-E3.2.2.2-Fig-04 and HSRT-E3.2.2.2-
Fig-05.

Figures HSRT-E3.2.2.2-Fig-06 and HSRT-E3.2.2.2-Fig-07 show domain adaptation results from SUR-
REAL [4]to LSP [5]dataset. Our approach is behind RegDA in this scenario but still performs better than
CycleGAN. We do not retrain or modify the task model for human pose estimation, but we only perform
sensor adaptation into the domain known by the task model. Pose con�gurations of the target domain might
not be covered by the source domain poses and are therefore not learned by the task model. In contrast,
RegDA adapts the task model to the target domain. Further analysis is needed for this scenario.
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Figure 2.50: Figure HSRT-E3.2.2.2-Fig-02: PCKh@0.5 accuracy when performing domain adaptation on
Reutlingen University dataset from synthetic data casual clothing to synthetic data motion capture suit.
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Figure 2.51: Figure HSRT-E3.2.2.2-Fig-03: PCKh@0.1 accuracy when performing domain adaptation on
Reutlingen University dataset from synthetic data casual clothing to synthetic data motion capture suit.

Figure 2.52: Figure HSRT-E3.2.2.2-Fig-04: PCKh@0.5 accuracy when performing domain adaptation on
Reutlingen University dataset from synthetic data motion capture suit to real data motion capture suit.
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Figure 2.53: Figure HSRT-E3.2.2.2-Fig-05: PCKh@0.1 accuracy when performing domain adaptation on
Reutlingen University dataset from synthetic data motion capture suit to real data motion capture suit.

Figure 2.54: Figure HSRT-E3.2.2.2-Fig-06: PCKh@0.5 accuracy when performing domain adaptation from
SURREAL to LSP dataset.
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Figure 2.55: Figure HSRT-E3.2.2.2-Fig-07: PCKh@0.1 accuracy when performing domain adaptation from
SURREAL to LSP dataset.

2.2.2 Rare-Event-Simulation-based Failure Identi�cation (DLR)

Introduction

One problem with using neural network (the AI) is that they can always encounter situations or circumstances
that were not included in the training data set, such as for example certain weather or tra�c situations.
This can lead to performance issues due to the strong dependency of the AI on its training data set. One
way to deal with these performance issues would be to gather new data and re-train the model. However,
this is usually very time and cost intensive in the real world. Therefore, a promising alternative is to use
computer simulations to create a small synthetic dataset to �t the model to these critical circumstances.

Computer simulations have the advantage that they are much cheaper and faster to perform and they
present the possibility to directly generate the annotations for the data. For example, the open source
automotive simulator CARLA [DLR-AP2-2-01] can be used as a tool to perform the simulation.

However, in order to obtain new synthetic data to adapt the model, we must be able to systematically
identify these critical circumstances. For this, we are exploring a new scenario-based testing approach that
we call �Rare-Event-Simulation-based Failure Identi�cation� that incorporates simulation guiding algorithms
from the domain of Rare Event Simulation to steer the simulation towards misclassi�cations. These tech-
niques will allow us to systematically �nd samples in the target domain that are not correctly classi�ed by
the model. The samples found in this way can then be used to further train and enhance the model, so that
it will increase its performance in the new domain.
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Related Work

Rare Event Simulation is an umbrella term for simulation guiding techniques that aim to assess the probability
of speci�c rare critical events [DLR-AP2-2-02]. In the context of testing safety-critical systems, these rare
critical events could for example mean a hazardous event like a tra�c accident. As the system-under-test is
usually to large, w.r.t. its search domain, to test all possible input con�gurations of the system analytically,
one can resort to using Monte-Carlo-Simulation to get an estimator for the rare event probability. However,
when dealing with very rare events this can lead to a very high simulation e�ort. As shown by Morio et
al. [DLR-AP2-2-02] an event with a probability of 10-4 needs around 106 samples to be assessed with a
su�cient precision. Thus, guiding techniques are needed to reduce the overall simulation e�ort.

A survey of available Rare Event Simulation Techniques can be found in [DLR-AP2-2-02]. The presented
approaches include among others importance sampling and importance splitting. The main idea behind
importance sampling is to adjust the original probability distribution to create the targeted samples more
often. This can be done either by �nding a suitable proposal distribution or by adjusting the original proba-
bility distribution adaptively. One example algorithm that is based on the adaptive approach of importance
sampling is the �Threshold-Uncertainity-Tree-Search� (TUTS) algorithm [DLR-AP2-2-03].

For importance splitting the main idea is to split the rare event probability into a product of multiple
conditional probabilities which are more likely to be observed. On a technical level this is usually done by
splitting the original simulation trajectory into multiple branches that can be estimated in parallel. One well-
known example for this approach is the �Repetitive Simulation Trails After Reaching Thresholds� (RESTART)
algorithm [DLR-AP2-2-04].

Methods

We aim to identify circumstances, so-called critical scenarios, for which our AI performs badly concerning
the number of misclassi�cations. Each scenario is characterized by a speci�c set of simulation parameter
values for which upper and lower bounds are speci�ed. This spans a d -dimensional search domain, where
d is the number of parameters speci�ed in the scenario. Our goal is now to �nd a speci�c subset of this
search domain that leads to a high number of misclassi�cations of the neural network. Since we assume
that the model is well-trained and very robust towards normal situations, �nding such a subset can be a rare
occurrence when using probability-based sampling techniques like Monte-Carlo simulation. For that reason,
we use a closed loop that contains rare event simulation algorithms to guide our network over multiple
iterations into these critical scenarios. The overall structure of this concept is shown in the Figure below.

Experiments (implementation details, experimental results)

The parametrized scenario (see Fig. [DLR-AP2-2-Figure-01] on the left side) consists of a world description
and a scenario description. The world description contains the de�nition of the roads and their surroundings
while the scenario description consists of the di�erent actions that the tra�c participants will take. Further
the scenario is parametrized and an initial set of parameter values is available.

The scenario will be simulated by the tra�c simulator (CARLA) [DLR-AP2-2-01]. CARLA will create
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Figure 2.56: DLR-AP2-2-Figure-01: Rare-Event-Simulation-based Failure Identi�cation Setup

two types of output data. The �rst output is the result of a RGB camera sensor, that is mounted on our
ego-vehicle inside the simulation and records the scenario. The seconds output is an already annotated
(labeled) version of the data that was generated by the RGB camera. The CARLA-annotated data is used
as ground truth for comparisons with the annotations created by the AI.

In the next step, the raw data of the RGB camera sensor is given to the AI. A further component called
criticality monitor will then compare the AI output with the ground truth. Based on this comparison a
performance indicator called criticality is calculated that corresponds to the number of misclassi�cations.
For the calculation of the criticality well-known metrics like the Intersection-over-Union (IoU) are used, which
is de�ned as the area of overlap of all pixels of a speci�c class divided by the union of all pixels of that class.

In the last step of this loop, the criticality is given to the rare event simulation algorithms. Based on
the recorded criticality value, they will propose a new set of parameters that will be used in the next
simulation run. Their goal is to maximize the incoming criticality value to �nd the worst possible parameter
set for the current con�guration of the AI. For this task, we are currently using optimization algorithms
from the area of optimistic optimization [DLR-AP2-2-05][DLR-AP2-2-06][DLR-AP2-2-07] [DLR-AP2-2-08].
These algorithms continuously split the parameter space into several smaller subregions. For each of the
subregions an �optimistic� estimate of the highest possible criticality value is calculated. According to these
estimates, these algorithms will then choose to either explore more unknown regions of the parameter space
or to sample from the most promising subregions. After a subregion has been selected by the algorithm, a
new set of parameter values is sampled there that will be simulated in the next simulation run.

Overall, this approach creates a re�nement loop. With every iteration of this loop, the rare event simula-
tion algorithm gets more information about the behavior of the system and can choose the next simulation
run based on the criticality values seen so far. When the loop is executed often enough, this will guide the
simulation towards the scenarios where the AI performs the worst (concerning the number of misclassi�ca-
tions).
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Discussion & Conclusion

This approach is developed & implemented in AP 2.2. The evaluation of this approach will take place in AP
2.4 (see �Detection of critical weather situations using Rare Event Simulation�), where the approach is used
to �nd certain weather situations that lead to a high number of misclassi�cations. For more information
regarding the use-case and the use-case speci�c implementation, please take a look there.

At the current state an initial full version of the setup (seen in Fig. 01) has been implemented. The
remaining e�ort in this AP will be used to re�ne and improve the setup according to the results and
experiences from the evaluation in AP 2.4.
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2.2.3 VoxGRAF: Fast 3D-Aware Image Synthesis with Sparse Voxel Grids (Uni

Tübingen)

Introduction

State-of-the-art 3D-aware generative models rely on coordinate-based MLPs to parameterize 3D radiance
�elds. While demonstrating impressive results, querying an MLP for every sample along each ray leads to slow
rendering. Therefore, existing approaches often render low-resolution feature maps and process them with
an upsampling network to obtain the �nal image. Albeit e�cient, neural rendering often entangles viewpoint
and content such that changing the camera pose results in unwanted changes of geometry or appearance.
Motivated by recent results in voxel-based novel view synthesis, we investigate the utility of sparse voxel
grid representations for fast and 3D-consistent generative modeling in this paper. Our results demonstrate
that monolithic MLPs can indeed be replaced by 3D convolutions when combining sparse voxel grids with
progressive growing, free space pruning and appropriate regularization. To obtain a compact representation
of the scene and allow for scaling to higher voxel resolutions, our model disentangles the foreground object
(modeled in 3D) from the background (modeled in 2D). In contrast to existing approaches, our method
requires only a single forward pass to generate a full 3D scene. It hence allows for e�cient rendering from
arbitrary viewpoints while yielding 3D consistent results with high visual �delity.

Related Work

2D GANs. Rapid progress on Generative Adversarial Networks [TUE-AP2-2-Goodfellow2014NIPS] now
enables photorealistic synthesis up to megapixel resolution[TUE-AP2-2-Mescheder2018ICML,TUE-AP2-2-
Karras2018ICLR,TUE-AP2-2-Karras2019CVPR,TUE-AP2-2-Karras2020bCVPR,
TUE-AP2-2-Karras2021NEURIPS,TUE-AP2-2-Sauer2022ARXIV,TUE-AP2-2-Brock2019ICLR]. While the
disentangled style-space of StyleGANs [TUE-AP2-2-Karras2019CVPR,TUE-AP2-2-Karras2020bCVPR,TUE-
AP2-2-Karras2021NEURIPS] allows for control over the viewpoint of the generated images to some extent,
gaining precise 3D-consistent control is still non-trivial due to its lack of physical interpretation and operation
in 2D. In contrast, in this work we aim for explicit control over the camera pose by incorporating a 3D
representation into the generator.

3D-Aware GANs. The �rst 3D-aware GANs, i.e., GANs that incorporate a 3D representation
into the generator model, were voxel-based approaches. Dense grid-based approaches [TUE-AP2-2-
Zhu2018NIPSa,TUE-AP2-2-Henzler2019ICCV] are limited to a lower grid resolution due to their cu-
bic memory growth. Other works combine lower-resolution grids with neural rendering [TUE-AP2-2-
Liao2020CVPRa,TUE-AP2-2-Nguyen-Phuoc2019ICCVa] which scale to higher resolutions, but the gen-
erated images lack 3D consistency [TUE-AP-2-2-Schwarz2020NEURIPS]. Recently, GRAF [TUE-AP2-
2-Schwarz2020NEURIPS] and pi-GAN combine volume rendering and coordinate-based representations
[TUE-AP2-2-Mildenhall2020ECCV] allowing to scale 3D-aware GANs with physically inspired rendering to
high resolutions. However, dense ray marching remains computationally expensive and limits image �delity.
GIRAFFE [TUE-AP2-2-Niemeyer2020CVPR] therefore proposes a hybrid rendering approach. They render
a low-resolution feature map with ray marching and use a neural renderer to decode it into a high-resolution
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image. Due to e�ciency, this approach has been widely adopted in subsequent works [TUE-AP2-2-
Chan2021ARXIV,TUE-AP2-2-Gu2021ARXIV,TUE-AP2-2-Jo2021ARXIV,TUE-AP2-2-Xu2021ARXIV,TUE-
AP2-2-Zhou2021ARXIV,TUE-AP2-2-Zhang2021ARXIV,TUE-AP2-2-OrEl2021ARXIV]. While some ap-
proaches try to counteract introduced inconsistencies, e.g. via dual discrimination [TUE-AP2-2-Chan2021ARXIV]
or a reconstruction loss [TUE-AP2-2-Gu2021ARXIV], we instead propose a model that is 3D-consistent

by design and can generate the 3D object at high-resolution. As an alternative to hybrid rendering, GOF
[TUE-AP2-2-Xu2021NEURIPS], ShadeGAN [TUE-AP2-2-Pan2021NEURIPS] and GRAM [TUE-AP2-2-
DENG2021ARXIV] focus on reducing the number of query points for volume rendering. While aforemen-
tioned methods aim for reducing the number of sample points as querying a large MLP is computationally
expensive, we instead use a sparse voxel grid as 3D representation. This allows us to speed up rendering
without reducing the sample size as feature querying via trilinear interpolation is fast and can be e�ciently
implemented via custom CUDA kernels.

Sparse 3D Representations. As NeRF requires an optimization time in the order of multiple days per
scene, a series of follow-up works [TUE-AP2-2-Liu2020NEURIPS,TUE-AP2-2-Reiser2021ICCV,TUE-AP2-
2-Yu2021ICCV,TUE-AP2-2-Takikawa2021CVPR] propose techniques to speed up this process. The recent
works Plenoxels [TUE-AP2-2-Yu2021cARXIV] and DVGO [TUE-AP2-2-Sun2021ARXIV] demonstrate that
sparse voxel grid representations can achieve even faster convergence and higher rendering speed. In addition
to e�cient rendering, sparse voxel grids enable fast trilinear interpolation when queried beyond their grid
resolution. Building on this representation, our approach inherits these bene�ts. We remark that very
recently Instant-NGP [TUE-AP2-2-Mueller2022ARXIV] achieves even faster rendering by combining small
MLPs with a multi-resolution hash table. Exploring this representation might be an interesting avenue for
future extensions of our work. Note that all of these works focus on novel-view-synthesis for single scenes
and require multi-view image supervision. Instead, we propose a generative model that trains with raw image
collections and that can generate multiple novel instances at inference.

Concept

We introduce our sparse voxel-based scene representation which boosts rendering speed while retaining
3D-consistency by design. We refer to our model as VoxGRAF.

Our goal is to design a 3D-aware GAN based on a sparse scene representation that allows for e�cient
rendering. Figure [TUE-AP2-2-Figure-01] shows an overview over our approach. In contrast to recent
works [TUE-AP2-2-DENG2021ARXIV,TUE-AP2-2-Xu2021NEURIPS,TUE-AP2-2-Chan2021ARXIV], we do
not use a coordinate-based MLP to parameterize the radiance �eld. Instead, inspired by recent work on
novel view synthesis [TUE-AP2-2-Yu2021cARXIV,TUE-AP2-2-Sun2021ARXIV ], we generate values on a
sparse voxel grid using a 3D convolutional neural network. Therefore, our generator requires only a single
forward pass to generate a 3D scene. To disentangle 3D content from the background we combine a 3D
foreground generator Gfg

θf
with a 2D background generator Gbg

θb
. Gfg

θf
takes a camera matrix K , camera

pose ξ and a latent code z as input and predicts colors c and density values σ on a sparse voxel grid.
For unstructured images, camera matrix K and pose ξ can be determined e.g. with an o�-the-shelf
pose detector as done in [TUE-AP2-2-Chan2020ARXIV]. Volume rendering yields a foreground image and
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Figure 2.57: TUE-AP2-2-Figure-01: Overview.

an alpha mask. The background generator maps the latent code z to a background image which is then
combined with the foreground image using alpha composition. We train our model in an adversarial setting
using a 2D discriminator on the full image.

Discussion & Conclusion

In this work, we investigate sparse voxel grids as representation for 3D-aware image synthesis. We �nd that
the key to generating sparse voxel grids is to combine progressive growing, pruning, and regularization to
encourage a sharp surface that can be rendered e�ciently. Our approach outperforms all methods that
do not employ a neural renderer. Instead of discarding neural rendering entirely, we �nd it advantageous
to utilize a shallow CNN for re�nement. This CNN can model dataset bias but is signi�cantly weaker
than standard neural rendering approaches that upsample low resolution feature maps. Our approach can
reduce the gap to models that build heavily on neural rendering, yet a trade-o� between 3D-consistency and
image �delity remains. Whether a certain amount of neural rendering is inherently needed to reach best
performance is an important direction for future research. Lastly, the speed of our method depends on the
sparsity of the modeled scene. Therefore, rendering times will likely increase on more complex datasets than
those commonly used in literature.
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2.3 E3.2.2.3 Ausgewählte Methoden von E2.2.2.3 sind optimiert und

Alternativen wurden ausprobiert.

2.3.1 Simulation-to-Real and Cross-Sensor Adaptation (HS Reutlingen)

The content presented in this subchapter is originally published at https://ieeexplore.ieee.org/docu
ment/10030089, reproduction is permitted. The content is subject to IEEE copyright.

Introduction

We work on a CycleGAN-based approach for cross-sensor and sim-to-real domain adaptation. Although our
focus is on domain adaptation for human pose estimation, we try to keep our method generally applicable.
In this reporting period, our approach has been optimized, evaluated and compared to a recent domain
adaptation method for keypoint detection �RegDA� [1]
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.

Related Work

Previously, we used CycleGAN [2]
as a baseline, however, Jiang et al. [1] presented a new unsupervised domain adaptation approach for

keypoint detection tasks, like human pose estimation, called RegDA at the "Conference on Computer Vision
and Pattern Recognition" (CVPR) 2021 and made their source code publicly available as part of a transfer
learning library [3]

.

An adversarial training procedure is used to optimize two opposite goals. First, a feature generator and a
feature regressor are trained on the source domain. After that, based on the output of the feature regressor,
which is assumed to be the ground truth, a ground false is generated and an adversarial feature regressor
f' is trained on the ground false, leading to an increased disparity on the target domain. Jiang et al. [1]
observed that misdetected keypoints in an image are not uniformly distributed, but they are often detected
at positions of other keypoints, e.g., the left and right foot gets confused. Based on this observation, the
ground false is generated from the predicted positions of those keypoints that do not match the ground
truth (inverted ground truth). Finally, the feature generator is trained on the ground truth again, reducing
the disparity on the target domain. Figure HSRT-E3.2.2.3-Fig-01 illustrates that process.

Methods

We further optimized our CycleGAN-based domain adaptation approach by pre-generating the human pose
estimation speci�c auxiliary task. Additionally, we integrated the auxiliary task generator into the discrimi-
nators for the source and target domain and added a discriminator exclusively for the auxiliary task.

Experiments & Conclusion

In order to compare our approach with RegDA, we integrated it into the transfer learning library [3] (our
integration is not yet publicly available). We follow RegDA's training procedure which assumes that an
epoch is not an iteration over the whole dataset but consists of 500 batches. A batch size of 32 is used for
training RegDA and a batch size of 8 is used for our AuxCycleGAN approach.
We consider three domain adaptation scenarios and report the performances without domain adaptation

of the reference models trained on the source domains in Table HSRT-E3.2.2.3-Tab-01.
The results obtained with domain adaptation are reported in Figures HSRT-E3.2.2.3-Fig-02 to HSRT-

E3.2.2.3-Fig-07.
When performing domain adaptation on our Reutlingen University dataset (see previous deliverables and

AP1.3 for details) from synthetic data with an actor wearing casual clothing to synthetic data with an actor
wearing a motion capture suit, our AuxCycleGAN approach is able to outperform RegDA and is close to
source domain performance, cf. Figures HSRT-E3.2.2.3-Fig-02 and HSRT-E3.2.2.3-Fig-03. We observed
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Figure 2.58: Figure HSRT-E3.2.2.3-Fig-01: Adversarial training of RegDA [1]

Table 2.5: Table HSRT-E3.2.2.3-Tab-01: PCKh accuracies without domain adaptation of the reference pose
estimation models trained on source domain.
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Figure 2.59: Figure HSRT-E3.2.2.3-Fig-02: PCKh@0.5 accuracy when performing domain adaptation on
Reutlingen University dataset from synthetic data casual clothing to synthetic data motion capture suit.

that by switching from a linear decaying to a cyclical learning rate, oscillating between an upper and lower
bound, the domain adaptation performance as well as the training time can be improved as it can be seen in
Figure HSRT-E3.2.2.3-Fig-02 and HSRT-E3.2.2.3-Fig-03. While CycleGAN uses a linear decaying learning
rate, the ablation study of AuxCycleGAN without auxiliary task, which is basically CycleGAN with a cyclical
learning rate, shows better performance. AuxCycleGAN performs even better and supports our auxiliary
task-based approach.
Similar results are obtained in case of domain adaptation from synthetic data to real data both with an

actor wearing a motion capture suit as it is shown in Figures HSRT-E3.2.2.3-Fig-04 and HSRT-E3.2.2.3-
Fig-05.
Figures HSRT-E3.2.2.3-Fig-06 and HSRT-E3.2.2.3-Fig-07 show domain adaptation results from SUR-

REAL [4]
to LSP [5]dataset. Our approach is behind RegDA in this scenario but still performs better than CycleGAN.

We do not retrain or modify the task model for human pose estimation, but we only perform sensor adaptation
into the domain known by the task model. Pose con�gurations of the target domain might not be covered
by the source domain poses and are therefore not learned by the task model. In contrast, RegDA adapts
the task model to the target domain. Further analysis is needed for this scenario.

References
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Figure 2.60: Figure HSRT-E3.2.2.3-Fig-03: PCKh@0.1 accuracy when performing domain adaptation on
Reutlingen University dataset from synthetic data casual clothing to synthetic data motion capture suit.

Figure 2.61: Figure HSRT-E3.2.2.3-Fig-04: PCKh@0.5 accuracy when performing domain adaptation on
Reutlingen University dataset from synthetic data motion capture suit to real data motion capture suit.
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Figure 2.62: Figure HSRT-E3.2.2.3-Fig-05: PCKh@0.1 accuracy when performing domain adaptation on
Reutlingen University dataset from synthetic data motion capture suit to real data motion capture suit.

Figure 2.63: Figure HSRT-E3.2.2.3-Fig-06: PCKh@0.5 accuracy when performing domain adaptation from
SURREAL to LSP dataset.
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Figure 2.64: Figure HSRT-E3.2.2.3-Fig-07: PCKh@0.1 accuracy when performing domain adaptation from
SURREAL to LSP dataset.
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2.3.2 A generative model for Lidar Upsampling (Uni Stuttgart)

Introduction

Light detection and ranging (LiDAR) pointclouds are vital for 3D perception and geometrical understanding
of a surrounding environment for autonomous vehicles. Numerous tasks are dependent on 3D informa-
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tion from lidar, such as 3D object detection [Uni-Stuttgart-AP-2-3-1�5], 3D semantic segmentation [Uni-
Stuttgart-AP-2-3-6], localization [Uni-Stuttgart-AP-2-3-7], mapping [Uni-Stuttgart-AP-2-3-8], and path
planning [Uni-Stuttgart-AP-2-3-9]. Mounted on the vehicle, lidar rotates around a vertical axis and emits
pulses of infrared light waves to retrieve accurate 3D measurements. Although the horizontal resolution of
lidar is high, the vertical resolution is usually low and depends on the number of channels present in the
sensor (16, 32, 64, and 128 typically). Denser pointclouds in the vertical direction provide more cues about
the geometry of the environment, albeit the sensors come at a signi�cantly higher cost [Uni-Stuttgart-AP-
2-3-10]. Upsampling lidar in the vertical resolution can help alleviate this issue and optimize the trade-o�
between cost and performance.

To this end, we focus on lidar super-resolution as a generative task that can help improve downstream
perception tasks like 3D object detection, point segmentation, and/or domain adaptation [Uni-Stuttgart-
AP-2-3�11�13]. Recently, there has been a growing interest in developing generative models for lidar [Uni-
Stuttgart-AP-2-14] based on VAEs and GANs [Uni-Stuttgart-AP-2-3-15]. A similar line of work, namely
sequential lidar prediction [Uni-Stuttgart-AP-2-3�16�19], aims to improve the trajectory forecasting task by
generating future lidar pointclouds.

Although many pointcloud super-resolution algorithms have achieved remarkable performance, there are 3
main challenges that prevent us from assessing which methods work better for lidar in autonomous driving.
First, many pointcloud algorithms [Uni-Stuttgart-AP-2-3-20�23] were tested on datasets containing synthetic
objects with fewer points (~10k) than a typical lidar scan (~100k). Second, di�erent evaluation metrics
were used for various models. Third, the downsampling and upsampling schemes of these algorithms were
di�erent. For example, methods based on Pointnet operators [Uni-Stuttgart-AP-2-3-20�24] sample patches
from the pointclouds with farthest sampling, downsample each patch and train their corresponding networks
on upsampling the low-resolution patches. In contrast, [Uni-Stuttgart-AP-2-3�14] removes points from lidar
scan with a uniform probability distribution and the whole pointcloud is reconstructed directly with a VAE
[Uni-Stuttgart-AP-2-3-25]. A third scheme is presented in [Uni-Stuttgart-AP-2-3-10, Uni-Stuttgart-AP-2-
3-26], whereby lidar scans are downsampled in the vertical resolution by skipping every second beam and a
2D convolutional network attempts to upsample the pointcloud.

In this work, we present a uni�ed testbed for assessing the di�erent pointcloud upsampling algorithms. We
classify the methodologies into 2 groups: point-based and grid-based methods. The former use PointNet
operations directly on the pointcloud, while the latter project the pointcloud on image coordinates and
deploy 2D convolutional networks. Our empirical evaluations show that attempting to learn an upsampled
pointcloud in an end-to-end manner with deep learning while neglecting the scene geometry hinders the
performance. To circumvent these limitations, we propose the Geometric Lidar Pointcloud Upsampling
(GLPU) framework that attends to the scene 3D geometry to enhance the results. Namely, we consider
and improve 3 factors: the geometric representation of the pointcloud before the network, the receptive
�eld of the network's backbone and the loss function learned by the network. Comparative qualitative and
quantitative analyses are conducted to illustrate the performance of our model on KITTI [Uni-Stuttgart-AP-
2-3-27] dataset.
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Overview of upsampling algorithms

In this section, we �rst outline the employed training and evaluation pipelines, followed by an analysis of
the results. Formally, let P be the input pointcloud with N points, where P = (x, y, z)i : i = 1, ..,N
, and z is the vertical height. We can project P onto 2D image coordinates (u, v) resulting in a range
image representation, Q . We de�ne (H,W ) to be the height and width of Q , f = fup + fdown the
vertical �eld-of-view of the lidar sensor, r =

√
x2 + y2 + z2 the range of the point and d =

√
x2 + y2

the radial distance. The projection can be expressed as follows: u = 1
2 [1 − arctan(y, x)π−1]W, v =

[1−(arcsin(zr−1)+fup)f
−1]H. . The range image representation is suitable for the vertical downsampling

of the image since each row in Q represents a lidar beam. Moreover, it is an invertible transformation. A
range image Q is commonly represented in spherical coordinates (Qu,v = r) [4, 6, 10, 26, 28]; however, polar
(Qu,v = (d, z)) and cartesian (Qu,v = (x, y, z)) coordinates can also be used as in [Uni-Stuttgart-AP-2-3-14].

We train all models on a Ö4-upsampling factor in a self-supervised way: every 4th row in Q is sampled,
and the resulting low-resolution range image QLR is fed to each model. For point-based algorithms, QLR
is transformed back to a pointcloud PLR ; otherwise, it is directly used by grid-based methods. All models
are trained with their original hyperparameters using their o�cially published codes. We choose the Raw
KITTI dataset [Uni-Stuttgart-AP-2-3-27] as the benchmark. The lidar sensor in KITTI is the Velodyne
HDL64, which has a 64-lines resolution and around 1600 points approximately per line. However, processing
this resolution with point-based methods is computationally hefty. To ensure a fair comparison between all
algorithms, we limit the size of the pointcloud to 10k points (40 Ö 256) using the preprocessing of [14]. We
use the train/validation/test (40k/80/700) split used by [Uni-Stuttgart-AP-2-3-14, 29]. While grid-based
methods for lidar upsampling [Uni-Stuttgart-AP-2-3-10, 26] have used 2D-metrics like mean absolute error
(MAE) or root mean square error (RMSE) on the range image to evaluate the performance, point-based
methods have mainly used the earth-moving distance (EMD) and chamfer distance (CD) [30], because
they measure distance between subsets in R3. Moreover, it has been shown in [Uni-Stuttgart-AP-2-3-31]
that EMD strongly correlates with perceptual quality, all of which motivates the use of EMD and CD for
consistent model evaluation. We present the results in Tab. 1.

From Tab. 1, we can observe that point-based methods underperform on lidar upsampling, especially
when trained from scratch on lidar. All models, except PUNet, do not converge during training. For further
investigation, we evaluate point-based models pre-trained on the PUNet dataset [Uni-Stuttgart-AP-2-3-20].
Surprisingly, the pretrained PUGAN, 3PU and ARGCN perform better although no lidar scan was seen during
pretraining. By looking at the upsampled pointclouds in Fig. 2, we can see that, except for PUNet, no
point-based method was able to replicate the lidar scan pattern. The upsampled pointclouds exhibit higher
density around each line, but no new lines are added in between. We hypothesize that these networks are
not able to reproduce the scan pattern by architectural design, and hence do not converge during training.

In order to understand why PUNet is the only point-based method that could replicate the scan pattern,
we inspect and compare the architectures of point-based models. In general, each network can be modeled
as being composed of 3 parts: (i) a feature extraction backbone, (ii) a feature expansion module, and (iii)
pointset generation layer. Although these parts are di�erent across all models, it is the feature extractor of
PUNet that is distinct from other algorithms due to its hierarchical design. In PUNet, point features are
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Table 2.7: Uni-Stuttgart-AP-2-3-Table 1: Quantitative comparisons on Kitti Benchmark, Ö4 upsampling
rate.

computed at di�erent scales, followed by a multi-level feature aggregation
resulting in a wide receptive �eld that captures both local and global information in the pointcloud. Subse-
quent architectures like PUGAN, 3PU and ARGCN have small receptive �elds, an intentional design choice
that outperforms PU-Net on single object datasets which feature uniformally distributed pointclouds in the
3D space. However, lidar pointclouds are not uniform by design, and a local receptive �eld that does not
span across di�erent vertical lines will lead to the generation of points closer to the input points which does
not mimic a lidar scan pattern.

On the other hand, grid-based methods bene�t from the range image representation, which intriniscally
models the lidar scan pattern. Their good performance can be attributed to the fact that even small receptive
�elds span di�erent lidar beams vertically. In addition, they are more computationally e�cient making them
suitable for real-time constraints. However, they su�er from the smoothing e�ects from convolutional layers,
blurring edges and object boundaries. Moreover, the standard use of MAE and MSE losses in these methods
[Uni-Stuttgart-AP-2-3-10, 26] does not encourage the upsampling layer to produce
high-frequencies in the range image, potentially leading to the loss of �ne details in the scene that are relevant
to identify sparser classes (pedestrians and cyclists). These e�ects were mitigated to an extent either by
leveraging pretrained point segmentation networks in [Uni-Stuttgart-AP-2-3-26], or in [Uni-Stuttgart-AP-
2-3-10] by employing a Bayesian deep network to decrease over�tting. Arguably, it is desirable to develop
an upsampling algorithm that leverages geometry instead of semantics not to incur the costs of extra-
labels, while enabling faster inference (unlike bayesian inference in [Uni-Stuttgart-AP-2-3-10], which is more
computationally expensive).

Proposed Methodology

Motivated by the previous �ndings, we propose a model GLPU that addresses the previous limitations and
harvests the advantages of both point-based and grid-based methods through a careful consideration of the
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Figure 2.65: Uni-Stuttgart-AP-2-3--Fig. 1: Proposed Methodology. Left, the whole architecture and losses
are presented. Right, the generator and DRB are depicted.

3D scene geometry.

Range image representation with polar coordinates As previously noted, the choice of the pointcloud
representation is crucial for the upsampling performance. The range image representation is a better �t
for the task: �rst, 2D networks are not as computationally expensive as pointnet operations and second, it
allows conv layers with small receptive
�elds to interpolate between vertical lines. However, the latter comes with a disadvantage: the distribution of
distances exhibits a large variance in the vertical direction H of the range image (the issue was also mentioned
by [Uni-Stuttgart-AP-2-3-32]), impeding conv and upsampling layers from replicating these high-frequency
components in the range image. The problem is further complicated by the use of spherical coordinates,
whereby it's implicitly assumed that the elevation angle θ = arcsin( zr ) is constant between all vertical
lines. This assumption is not true and it introduces a quantization error when the inverse transformation
from Q to P is applied, namely z = rsin(θ) . We argue that it is more bene�cial for the network to
directly observe and learn the polar or cartesian coordinates, similar to the point-based operations, in order
to eliminate this quantization error from the upsampling error. We thus choose to represent the lidar scene
as range image with polar coordinates. This representation is used for the input and output of the network.

Dilated SR-ResNet The second most important factor we have observed is the receptive �eld, which
should capture local and global information in the pointcloud. The receptive �eld of the SRRes- Net in
[Uni-Stuttgart-AP-2-3-26] is large enough in H but not in W. On the other hand, the receptive �eld of the
UNet in [Uni-Stuttgart-AP-2-3-10] is large enough by virtue of the average pooling operations used but does
not o�er an advantage over SRResNet. Classes like pedestrians and cyclists which are very small compared
to the whole lidar scene, might disappear after the average pooling. It is thus desirable to have a large
receptive �eld without increasing the stride. Since naively increasing the kernel size will greatly increase the
number of parameters in the network, we build our SRResNet-based generator architecture using the dilated
residual blocks introduced in [Uni-Stuttgart-AP-2-3-4] as can be see in in Fig. 1. The dilated convolutions
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Figure 2.66: Uni-Stuttgart-AP-2-3-Fig 2-Qualitative Results. Upper Row. Generated lidar scans from
point and grid-based models. Lower Row. Comparison of the three best performing models. Generated
pointclouds are depicted in blue and the groundtruth is overlayed in red. Thus, more blue points denote a
higher upsampling quality and a ore accurate alignment with the groundtruth.

increase the size of the receptive �eld to detect objects of di�erent scales without signi�cantly increasing
the number of parameters. The parallel design of the block also allows to �exibly capture coarse and �ne
details.

High-frequency Losses To foster the generation of high-frequency components in the range image, we
train the network adversarially, inspired by the SRGAN [Uni-Stuttgart-AP-2-3-33] framework for images.
However, using the same discriminator architecture and GAN loss leads to unstable training. We remove
the last average pooling and conv layers, so the discriminator becomes a patch discriminator and replace the
l2 GAN loss by the one in [Uni-Stuttgart-AP-2-3-34] and a featurematching loss [Uni-Stuttgart-AP-2-3-35].
Empirically, we �nd that this GAN setup is more stable for lidar scans. In order to force the upsampling
layer (transposed conv layer) to produce more meaningful features, we penalize the deviation of the surface
normal of the generated pointcloud from that of the groundtruth. However, instead of calculating the normal
vector for every point in the range image, we use the virtual normal loss (VNL) proposed by [Uni-Stuttgart-
AP-2-3-36]. Speci�cally, k groups of 3 non-colinear points are sampled from the pointcloud and the normal
vector to the plane formed by triplet is computed. The �nal loss comprises both 3D losses (VNL) and 2D
losses (L1-loss with respect to the groundtruth range map and adversarial losses).

Results

We train on our model for 100 epochs, with a batchsize of 32 and ADAM optimizer with learning rate of
0.0001. We perform and ablation study and report the results in Tab. 2 and Fig. 2. We also add the
metrics MAE and RMSE to Tab. 2. MAE and RMSE are measured in meters, while CD is measured
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Figure 2.67: Uni-Stuttgart-AP-2-3-Table 2: Comparative and Ablation study on Kitti Benchmark, Ö4
upsampling rate. The last row represents the complete proposed framework.

in m2. Lower values indicate superior performance.

The results show that the proposed model outperforms the state-of-the-art models on the EMD, CD and
MAE metrics and is on par on the RMSE metrics. However, we �nd that MAE and RMSE are not su�cient
to judge the upsampling quality: the table shows that EMD and CD can di�er signi�cantly,
while MAE and RMSE exhibit little variations. This observation is analogous to the �ndings in [Uni-Stuttgart-
AP-2-3-33], where MAE and RMSE were found to be weakly correlated to RGB image quality. We also notice
that the UNet model [Uni-Stuttgart-AP-2-3-10] underperforms the basic SRResNet [Uni-Stuttgart-AP-2-3-
26] on the proposed benchmark, contrary to the �ndings in [Uni-Stuttgart-AP-2-3-10]. This di�erence can
be attributed to the fact that synthetic lidar obtained from the CARLA simulator [Uni-Stuttgart-AP-2-3-37]
was used for evaluation in [Uni-Stuttgart-AP-2-3-10], which is less noisier than real lidar data.

In Tab. 2, an ablation study on our model showcases the contribution of each design choice. Although,
the SRGAN itself does not improve the results signi�cantly, when combined with the VNL, a clear reduction
in EMD and CD can be seen. This shows that the proposed losses can guide the generator to produce a
more coherent scene by enforcing a high-order constraint on the underlying scene geometry. The use of polar
coordinates is shown to further improve the results, since it removes the vertical quantization error. On the
other hand, cartesian coordinates do not show an improvement arguably because regressing 3 channels is
a more challenging task for the network. Finally, we �nd that the DRBs further enhance the performance,
con�rming our claim that the receptive �eld is a crucial design parameter for the task.

Conclusion

In this work, a study of di�erent lidar upsampling algorithms was conducted. Our �ndings revealed that
point-based algorithms cannot reproduce the lidar scan pattern, unless they have a global receptive �eld.
However, we suggest that pointbased methods can be used to upsample foreground objects in
the lidar scene provided a more memory-friendly approach. We proposed a grid-based method that leverages:
geometric losses, polar coordinates for better pointclouds representation, and an architecture that enables
a �exible and extended receptive �eld. Strong performance was demonstrated on the proposed benchmark.
This work has shed some light on lidar pointcloud upsampling, which is a possible practical solution towards
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bridging the domain gap between di�erent sensors for point segmentation and 3D object detection. We
plan to extend the method on pointclouds with a non-uniform vertical downsampling and to evaluate the
generated pointclouds in a domain adaptation setting.
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2.3.3 TransFuser: Imitation with Transformer-Based Sensor Fusion for Autonomous

Driving (Uni Tübingen)

Introduction

How should we integrate representations from complementary sensors for autonomous driving? Geometry-
based fusion has shown promise for perception (e.g. object detection, motion forecasting). However, in
the context of end-to-end driving, we �nd that imitation learning based on existing sensor fusion methods
underperforms in complex driving scenarios with a high density of dynamic agents. Therefore, we propose
TransFuser, a mechanism to integrate image and LiDAR representations using self-attention. Our approach
uses transformer modules at multiple resolutions to fuse perspective view and bird's eye view feature maps.
We experimentally validate its e�cacy on a challenging new benchmark with long routes and dense tra�c, as
well as the o�cial leaderboard of the CARLA urban driving simulator. At the time of submission, TransFuser
outperforms all prior work on the CARLA leaderboard in terms of driving score by a large margin. Compared
to geometry-based fusion, TransFuser reduces the average collisions per kilometer by 48%.

Related Work

Attention has been explored in the context of driving for lane changing [TUE-AP-2-3-65], object detection
[TUE-AP-2-3-31], [TUE-AP-2-3-66]�[TUE-AP-2-3-68], motion forecasting [TUE-AP-2-3-31], [TUE-AP-2-
3-69]� [TUE-AP-2-3-77], driver attention prediction [TUE-AP-2-3-78], [TUE-AP-2-3-79] and recently also
for end-to-end driving [TUE-AP-2-3-39], [TUE-AP-2-3-41]. Chen et al. [TUE-AP-2-3-66] employ a recurrent
attention mechanism over a learned semantic map for predicting vehicle controls. Li et al. [TUE-AP-2-3-31]
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Figure 2.68: [TUE-AP-2-3-Figure01]

utilize attention to capture temporal and spatial dependencies between actors by incorporating a transformer
module into a recurrent neural network. SA-NMP [TUE-AP-2-3-75] learns an attention mask over features
extracted from a 2D CNN, operating on LiDAR BEV projections and HD maps, to focus on dynamic agents
for safe motion planning. Chen et al. [TUE-AP-2-3-65] utilize spatial and temporal attention in a hierarchical
deep reinforcement learning framework to focus on the surrounding vehicles for lane changing in the TORCS
simulator. PYVA [80] uses attention to perform image translation from the perspective view to the BEV.
This idea has also been adopted by several concurrent papers on BEV semantic segmentation from image
inputs [TUE-AP-2-3-81]�[TUE-AP-2-3-85]. NEAT [TUE-AP-2-3-39] uses intermediate attention maps to
iteratively compress high dimensional 2D image features into a compact BEV representation for driving.
Compared to NEAT, our attention mechanism is simpler since it does not require iterative re�nement of the
attention at test-time. Unlike NEAT, we also apply our attention mechanism at multiple feature resolutions,
enabling sensor fusion for both shallow and deep features in the network. Furthermore, none of the existing
attention-based driving approaches consider multiple sensor modalities. Our work uses the self-attention
mechanism of transformers for dense fusion of image and LiDAR features.

Concept

We consider RGB image and LiDAR BEV representations as inputs to our multi-modal fusion transformer
(TransFuser), see Figure [TUE-AP-2-3-Figure01], which uses several transformer modules for the fusion of
intermediate feature maps between both modalities. This fusion is applied at multiple resolutions through-
out the feature extractor, resulting in a 512-dimensional feature vector output from both the image and
LiDAR BEV stream, which are combined via element-wise summation. This 512-dimensional feature vector
constitutes a compact representation of the environment that encodes the global context of the 3D scene.
It is then processed with an MLP before passing it to an auto-regressive waypoint prediction network. We
use a single layer GRU followed by a linear layer that takes in the hidden state and predicts the di�erential
ego-vehicle waypoints, represented in the ego-vehicle's current coordinate frame.
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Discussion & Conclusion

In this work, we demonstrate that IL policies based on existing sensor fusion methods su�er from high
infraction rates in complex driving scenarios. To overcome this limitation, we present a novel multi-modal
fusion transformer (TransFuser) for integrating representations of di�erent modalities. TransFuser uses
attention to capture the global 3D scene context and focuses on dynamic agents and tra�c lights, resulting
in state-of-the-art performance on CARLA with a signi�cant reduction in infractions. Given that our method
is simple, �exible and generic, it would be interesting to explore it further with additional sensors, e.g. radar,
or apply it to other embodied AI tasks. We hope that the proposed benchmark with long routes and
dense tra�c will become a suitable option for the community to conduct ablation studies or obtain detailed
statistics that are not feasible via the CARLA leaderboard. Our study has several limitations. We have
provided a simple solution to the inertia problem (creeping), but this deserves more study. Due to the sensor
limits of the CARLA leaderboard, our sensor setup does not generate data from the rear of the vehicle, which
is relevant in lane change situations. We only investigate single time step input data in this work. Processing
temporal inputs is likely necessary to reduce vehicle collisions in intersections by enabling estimation of the
acceleration and velocity of other tra�c participants. We do not investigate the impact of latency on the
�nal driving performance, which has been shown to be important for real-world applications. This is because
the default con�guration of the CARLA simulator waits for the agent to �nish its computation before it
resumes simulation of the world. Finally, all our experiments are only conducted in simulation. Real-world
data is more diverse and can have more challenging noise. We make use of multiple high-quality labels that
the CARLA simulator provides, such as dense depth maps. Real-world datasets often do not provide labels
of such high quality and might not provide all the types of labels we have used in this work. Progress on
the CARLA leaderboard has been rapid, with the state-of-the-art scores increasing from the range of 20 to
60 in the short time period since the preliminary version of this work at CVPR 2021. As novel submissions
to the leaderboard move towards alternatives to end-to-end IL that involve complex multi-stage training or
RL-based objectives, we show that a simple IL training procedure with our proposed architecture is highly
competitive. Future works should consider our Latent Transfuser as a standard baseline for image-only IL.
Based on our analysis, we believe that overcoming the inertia problem in a principled manner and reducing
both training and evaluation variance will be key challenges for IL-based driving.
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2.4 E3.2.2.4/E3.2.2.5 Ausgewählte Methoden von E2.2.2.4/E2.2.2.5

sind optimiert und Alternativen wurden ausprobiert.

2.4.1 Introduction

Changes in the local domain (roads that vary greatly depending on the world region) as well as in the time
domain (season and longer periods of time as well as shorter periods of time as environmental conditions)
currently pose a great challenge for AI modules trained on other data. To serve these domains, large amounts
of annotated training data would have to be generated. Transfer Learning can cause a high invariance to
these changes even with few domain-speci�c training data. The work in AP2.4 and AP2.5 covers a wide
range of technologies around Transfer Learning and can be roughly clustered in the following categories:

� Knowledge Engineering: feature space alignment of knowledge graph embeddings and CNN embed-
dings

� LiDAR Perception: uncertainty modeling with hierarchical classi�cation; �eld-of-view (fov) batching
for fov-invariant LiDAR perception

� Incremental Learning: learning without forgetting through replay, regularization, etc.

� Rare-Event Simulation
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� Domain Generalization: domain-adversarial training, meta learning, counterfactual generative networks

� Domain Gap Evaluation Measures

The methods are only in part developed in AP2.4 and AP2.5, many of them are implemented in other
APs (e.g., 1.4, 2.1, 3.1) and applied here to the following Delta Use Cases:

� 1a - Location: EU ←→ North America (data sets: KIDL, A2D2, KITTI, Cittyscapes <>BDD)

� 1b - Location: EU ←→ Asia (data sets: A2D2, KITTI, Cittyscapes <>Apolloscape, D2-City)

� 1c - Location: road class: urban ←→ rural ←→ highway ←→ (o�-road) (data sets: KIDL, A2D2)

� 2a - Tra�c Situation: little tra�c ←→ dense tra�c (data sets: KIDL, CARLA)

� 2b - Tra�c Situation: Intersection ←→ Lane driving (data sets: KIDL, CARLA)

� 2c - Tra�c Situation: normal VRU behavior ←→ abnormal VRU behavior (data sets: KIDL, hu-
man3.6m, NPU)

� 2d - Tra�c Situation: "classical" objects ←→ novel objects (E-Scooters, Hoverboards) (data sets:
KIDL, HSRT MoCap Dataset (real and sim))

� 3a - Weather: Clear/Direct Sun ←→ Clear/Di�use ←→ Rain ←→ Snow ←→ Fog (data sets: KIDL,
CARLA)

� 3b - Daylight: Day ←→ Night (data sets: KIDL, BDD, CARLA)

This shows that AP2.4/2.5 have a strong dependency on the KI-DeltaLearning project data set, but also
make use of several publicly available data sets. The diversity between the work of the partners involved is
considerably high in terms of delta use cases (application domains like weather, location, ...), task use cases
(semantic segmentation, object detection, ...), methodological approaches (continuous training, knowledge
graph, ...) and sensors (Camera, LiDAR, ...), which makes comparability and joint evaluation challenging.
In the following subsections the di�erent methods and their applications are discussed.

2.4.2 Improving semantic segmentation under adverse weather conditions using

uncertainty estimation (MBC-LiDAR)

Introduction

LiDAR-based environment perception is especially challenging under adverse weather circumstances like
rain, snow or fog [MBC-LiDAR-E3.2.2.4-01]. Water drops or air particles disturb the laser measurement
by scattering the light and causing erroneous points measures in the point cloud. CNN-based perception
algorithms that are directly working on the sensor data consequently reach their limits when encountering
that kind of undesirable noise. Since autonomous vehicles have to deal with di�erent kinds of weather
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situations in the wild, there is a need to increase the performance in dealing with noisy sensor outputs and
e.g. still produce a reliable classi�cation in a semantic segmentation task.
The aim in this WP is to apply uncertainty estimation to allow a deep learning model to better estimate

its own con�dence for each classi�ed data point. The idea here is to cope with the domain shift which
is induced by the adverse weather and to overcome the noise in the measurements. For that, techniques
developed in WP4.1 will be applied to and tested on LiDAR point clouds under adverse weather conditions.

Related Work

[MBC-LiDAR-E3.2.2.4-02] describes an approach to deal with noisy LiDAR data due to adverse weather
conditions by de-noising the point cloud. The de-noised point cloud can then be used for conducting
di�erent perception tasks. Yet, this requires an intermediate step before processing the point cloud for
the perception and makes the predictions more error-prone than developing a robust model which alleviates
the weather-induced noise directly. Other approaches like [MBC-LiDAR-E3.2.2.4-01] rely on other sensor
modalities which are less prone to disturbances of the data due to adverse weather.
To the best of our knowledge, there is no work on dealing with weather-corrupted LiDAR point clouds

by modeling uncertainty estimation. The authors of [MBC-LiDAR-E3.2.2.4-04] investigated the behavior of
uncertainty estimation techniques under domain shifts (inducing typical types of noise in images, according
to [MBC-LiDAR-E3.2.2.4-05]. Nevertheless, LiDAR point clouds react di�erently to rain-induced noise than
camera images. Our aim is to 1. investigate the behavior of semantic segmentation and 2. utilize uncertainty
estimation to improve semantic segmentation under adverse weather conditions.
Unfortunately, there no weather-annotated LiDAR dataset is available to thoroughly analyze and eval-

uate semantic segmentation models under adverse weather conditions. Therefore, we augmented the Se-
manticKITTI dataset with rain-speci�c noise, according to the model published in [MBC-LiDAR-E3.2.2.4-06].
For the uncertainty estimation in deep learning models, two types of uncertainty have to be taken into

consideration. Due to the di�erent characteristics, they need distinct modeling techniques:

� Epistemic uncertainty (also called model uncertainty) re�ects what the model hasn't learned during
the training process [MBC-LiDAR-E3.2.2.4-07]

� Aleatoric (heteroscedastic) uncertainty (also called data-dependent uncertainty) re�ects a stochastic
randomness which is depending on the input data [MBC-LiDAR-E3.2.2.4-08]

Both capture the parts of predictive uncertainty from di�erent sources and complement each other.

Methods

The semantic segmentation is done in a 2D manner by projecting the point cloud onto an image plane [MBC-
LiDAR-E3.2.2.4-09]. Thus, state-of-the-art CNNs can be used for the pointwise multiclass classi�cation.
To capture the uncertainty in the semantic segmentation model, we use learned loss attenuation for the

aleatoric uncertainty [MBC-LiDAR-E3.2.2.4-08] and Monte Carlo Dropout for the epistemic uncertainty
[MBC-LiDAR-E3.2.2.4-07].
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We use the DeepLabV3+ [MBC-LiDAR-E3.2.2.4-10] architecture with a ResNet-50 backbone for the
semantic segmentation of LiDAR point clouds. It uses an encoder-decoder structure and spatial pyramid
pooling at di�erently sized �eld-of-views. To account for the uncertainty estimation, we adapted the model
as follows:

� introducing dropout after each convolutional layer in the decoder

� adding a second output layer to allow the model to predict mean and standard deviation of the logits
instead of single values

Experiments (implementation details, experimental results)

The experimental setup includes the original DeepLabV3+ and the adapted version. Both versions are
trained with:

1. no augmentation

2. rain augmentation without label information

3. rain augmentation with label information

Ideally, these models should be evaluated on real world LiDAR data under adverse weather conditions.
At the time when the experiments were conducted, no such big enough dataset was available yet. For that
reason, all models are evaluated on augmented validation data. Thus we simulate domain gaps of di�erent
sizes: the domain gap the model trained without augmentation has to overcome is more signi�cant than
the one between the two augmentation modes.
We will evaluate the mIoU for both model versions and the Area Under the Sparsi�cation Error Curve

(AUSE) [own publication under review, compare MBC-LiDAR-E3.2.2.4-11] for the models with uncertainty
estimation. The main question to answer is, how much of a performance improvement the uncertainty
estimation brings when being exposed to an domain shift and whether the augmentation without label
information already aids the semantic segmentation quality on rainy LiDAR data.

Results

Table 2.8: MB-LIDAR-E3.2.2.4-Table-01: mIoU values for di�erent models in training and validation phases.

uncertainty
estimation augmentation

mIoU
training

none 0.66

rain without label
information

0.66
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Table 2.8: MB-LIDAR-E3.2.2.4-Table-01: mIoU values for di�erent models in training and validation phases.

uncertainty
estimation augmentation

mIoU
training

rain with label
information

0.63

none 0.7

rain without label
information

0.7

rain with label
information

0.66

As can be seen in MB-LIDAR-E3.2.2.4-Table-01, the mean Intersection over Union (IoU) values of all
models range between 0.63 and 0.7 (remark: in the settings with rain augmentation with label information,
the augmented weather points are not masked in the calculation of the mean IoU, that means the model is
evaluated on an additional class). In both settings (with and without uncertainty estimation), the models
without any augmentation perform worse than those with augmentation. Surprisingly, the models with
uncertainty estimation (logit sampling) perform not as good as the ones without uncertainty estimation.
This might be due to the added dropout which acts as a regularizer and prevents over�tting.
In the following �gures, the color coding is as follows:

� magenta: without uncertainty estimation, no augmentation

� green: with uncertainty estimation, no augmentation

� blue: without uncertainty estimation, rain augmentation without label information

� orange: with uncertainty estimation, rain augmentation without label information

� light blue: without uncertainty estimation, raid augmentation with label information

� red: with uncertainty estimation, rain augmentation with label information

Evaluating the models on the augmented validation set shows a signi�cant performance drop in all models.
MB-LIDAR-E3.2.2.4-Figure-01 demonstrates the bene�t of uncertainty estimation in semantic segmentation
under adverse weather conditions (domain shift). It is striking, that the models with uncertainty estimation
(MCD and logit sampling) perform better (mean IoU ~0.25) than the ones without uncertainty estimation
(mean IoU ~0.15). Surprisingly, the augmentation mode does not seem to play a big role in the model
performance. Yet, it does play a role in the calibration of the model: the AUSE (_) of the model without
augmentation is 1.35, while the AUSE for the augmented models with and without label information is 1.46
and 1.07 respectively. Interestingly, the model trained without label information exhibits the best calibration,
indicating that the noise augmentation acts as a regularizer during training. This is a valuable insight for
creating robust enviroment perception models with uncertainty estimation.
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Figure 2.69: MB-LIDAR-E3.2.2.4-Figure-01: mean IoU values for testing on weather-augmented data. The
colors are as de�ned above.

Discussion & Conclusion

Generally, the experiments con�rmed the expectations that uncertainty estimation alleviates domain shifts
and the accompanying performance drop in semantic segmentation. For now, it was only possible to test the
models with di�erent augmentation modes on augmented validation data and no real data. This would be
one next step in researching the role of uncertainty estimation in domain shifts and its ability to overcome
problems caused by adverse weather.

Furthermore, it would be bene�cial to utilize the uncertainty estimation to detect weather noise point-wise.
In subsequent experiments, we will test various model architectures and uncertainty estimation methods to
their ability to predict weather points in an unsupervised manner.
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2.4.3 Detection of critical weather situations using Rare Event Simulation (DLR)

Introduction

One problem with the application of neural networks (the AI) is that they can always encounter situations
or circumstances that were not included in the training data set, such as for example certain weather or
tra�c situations. This can lead to performance issues due to the strong dependency of the output of the
AI on its training data set.

Thus, we need a systematically and e�cient way to generate new training data to close such gaps.
For this, we are developing a scenario-based approach in AP2.2 called �Rare-Event-Simulation-based Failure
Identi�cation� that uses simulation guiding techniques to automatically guide a computer simulation towards
samples in the target domain that are not correctly classi�ed. The main idea of this approach is to create
a closed loop, where a given scenario is repeatedly executed with di�erent sets of parameter values that
are based on the observations of the previous runs. For each run a criticality value, that is based on the
number of misclassi�cations, is reported and forwarded to the optimistic optimization algorithms. Based on
this criticality values, these will suggest a new set of parameter values for the next simulation run. With
each run of this loop, the algorithms will create a better guess for a critical parameter value set. For more
details, please refer to the corresponding AP 2.2 section.

In the context of AP 2.4, we will apply this approach for a semantic segmentation task on a weather
use-case. The goal is to detect critical weather parameters in our CARLA [DLR-E3.2.2.4-01] simulation
environment where the AI performs bad in terms of the number of misclassi�cations. These critical simulation
samples can then be integrated into the training data set to make the neural network more robust against
these critical weather situations.

Related Work

The approach is based on Rare Event Simulation. Usually Rare Event Simulation is used to assess the
probability of speci�c rare critical events. An overview of available techniques can be found in [DLR-
E3.2.2.4-02]. In the context of our work here, we are using optimization algorithms that aim to selectively
sample speci�c subregions of the search domain that are very promising to include such rare critical events.
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Figure 2.70: DLR-E3.2.2.4-Figure-01: Depiction of the same scene in CARLA for di�erent weather param-
eters

The algorithms used here are from the domain of optimistic optimization [DLR-E3.2.2.4-03][DLR-E3.2.2.4-
04][DLR-E3.2.2.4-05][DLR-E3.2.2.4-06]. For more Information on this topic, please refer to the AP2.2
chapter �Rare-Event-Simulation-based Failure Identi�cation�.

Methods & Experiments

In the following section, we provide a few insights in the current implementation. As the current setup is
currently in an early experimentation phase, things can still change during the remaining project duration.

For the simulation we use the open-source tra�c simulator CARLA [DLR-E3.2.2.4-01]. For the tra�c
scenario we use as world the pre-built towns that come with CARLA. The tra�c is generated by using
CARLA's tra�c manager to create random tra�c situations. The trajectories of all tra�c participants of
these tra�c situations are recorded.

A scenario then consists of the map, the tra�c participants, their recorded trajectories and a parameter
set. This scenario can then be replayed under di�erent weather situations where each weather situation
corresponds to a speci�c set of weather parameter values (like for example fog density, cloudiness or rain
intensity).

Each simulation run will create two outputs: The �rst output is the image data generated by an RGB-
camera mounted on the ego-vehicle. In addition, for each image generated, CARLA will provide as a second
output an already correctly labeled version of that image, which is used as ground truth.

As neural network for the semantic segmentation task we use the �DeepLabv3� system [DLR-E3.2.2.4-07]
trained on a custom data set based on images generated in CARLA. The network will create a semantic
segmentation of the input RGB-camera images which are compared to the ground truth images created by
CARLA. The comparison is done by the criticality monitor. In the current setup, the monitor uses the well-
known Intersection-over-Union IoU metric to create an estimate called Criticality for the overall performance
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of the network. One possible way to de�ne the criticality is the following formula

Criticality = 1−min
t

1

Nclasses

Nclasses∑
n=1

wclassIoUclass(t) (2.15)

where Nclasses is the number of classes available, w class is a class speci�c weighting factor, that can be
used to favor the di�erent object classes di�erently and t is the simulation time. This formula creates a
bounded criticality value between 0 and 1 for the simulation, where a value of 1 refers to a maximum critical
simulation in which no objects were correctly classi�ed in atleast one frame of the simulation. The criticality
value is then forwarded to the optimization algorithms as feedback for this particular simulation run.

Discussion & Conclusion

Until now, the main focus has been on implementing the overall concept that was developed in AP2.2. The
implementation of an initial setup has been �nished. Additionally, a CARLA-based dataset has been created
and used to train the AI.
The focus in the remaining project duration will be to perform experiments to re�ne the criticality function

used and to identify which optimistic optimization algorithm is best suited for the guiding task. After that,
we will benchmark how well the optimistic optimization algorithms perform on this use-case compared to
traditional random sampling.
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2.4.4 Improving robustness to common corruptions by combining frequency-biased

models (Uni Freiburg)

Introduction

Robustness to distribution shift is possibly the core challenge in deep learning. CNNs show strong perfor-
mance when training and test set samples are independent and identically distributed (i.i.d). This led to
strong claims of obtaining superhuman performance on the challenging ImageNet dataset. However, such
claims have somewhat diminished as the community, driven by practical applications, started testing on
out-of-distribution (OOD) test sets. Unlike human vision, CNNs are a�ected even by small perturbations
in the input. Simply adding random noise to the ImageNet test set is su�cient to almost triple the classi-
�cation error [Uni-Freiburg-E3.2.2.4-01]. Why does performance drop so severely under distribution shift?
One explanation is that models rely on spurious, unstable correlations present in the i.i.d training and test
dataset to obtain low training and test errors. When, due to distribution shift, these unstable correlations
are missing, performance drops severely.

Yin etal [Uni-Freiburg-E3.2.2.4-02] showed that models achieve reasonable performance on the i.i.d test
set of ImageNet even with strong low or high pass �ltering applied to the input images during training and
testing. This indicates the existence of many input-output correlations in low-frequency and high-frequency
domains. They also showed that the performance degradation on corrupted data varies across the frequency
spectrum. For instance, models trained on clean images are inherently biased to be more robust towards
low-frequency corruptions compared to high-frequency ones. It might seem that such biases can be easily
�xed with data augmentation. However, data augmentation comes with robustness trade-o�s, i.e., many
transformations improve performance on some types of corruptions but reduce performance on clean images.
In realistic scenarios, the dominant fraction of data is typically clean and not corrupted. Therefore, clean
performance must not be ignored.

To avoid such trade-o�s, we propose RoHL � Robust mixture of a HF (high-frequency) and a LF (low-
frequency) expert model. To build the HF expert model, we apply TV minimization on the activations of
the �rst convolutional layer, as well as generic augmentations that a�ect high-frequency components in the
image. The HF expert is robust to high-frequency corruptions whereas the LF expert, based on plain contrast
augmentation, is robust to low-frequency corruptions. We show that having such complementary models
improves performance both on corrupted and clean images. Also compared to a standard two-member
ensemble it adds robustness at no additional cost.

Paper link: https://ieeexplore.ieee.org/document/9863660 https://openaccess.thecvf.co

m/content/ICCV2021/papers/Saikia_Improving_Robustness_Against_Common_Corruptions_Wit

h_Frequency_Biased_Models_ICCV_2021_paper.pdf
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Figure 2.71: Uni-Freiburg-E3.2.2.4-Figure-01: RoHL :Robust mixture of High-frequency and Low-frequency
expert model

Related Work

Methods for improving robustness can be broadly grouped into two primary categories: a) using larger
models and datasets [Uni-Freiburg-E3.2.2.4-03, Uni-Freiburg-E3.2.2.4-04] b) using data augmentation [Uni-
Freiburg-E3.2.2.4-05]. Hendryks etal [Uni-Freibug-E3.2.2.4-03 ] showed that pre-training on large datasets
such as ImageNet-21k improves robustness. Xie etal [Uni-Freiburg-E3.2.2.4-06] trained large models on
ImageNet and YFCC100M in a semi-supervised manner to obtain improved i.i.d and OOD performance.
Taori etal [Uni-Freiburg-E3.2.2.4-07] claimed that larger datasets improve performance on OOD data, but
are far from closing the performance gap. An e�ective measure to improve OOD performance is data
augmentation. Ford etal [Uni-Freiburg-08] observed that augmentation techniques such as Gaussian or
adversarial noise bias the model to be robust against certain corruption types, while degrading on others.
Yin etal [Uni-Freiburg-E3.2.2.4-02] showed that these trade-o�s can be better understood by looking at the
Fourier statistics of the di�erent corruption types. Hendryks [Uni-Freibug-E3.2.2.4-03 ] showed that diverse
data augmentation can obtain strong results on the ImageNet-C benchmark.

Methods

Models trained with di�erent robustness biases are likely to make di�erent errors. We hypothesize that
combining models with orthogonal low and high-frequency biases should boost performance across the
frequency spectrum. We propose RoHL based on this hypothesis and show that it is complementary to
diverse data augmentation. To cover high-frequency corruptions, we use Gaussian noise and Gaussian
blur as generic transformations for data augmentation when training the high-frequency (HF) expert of the
ensemble. For added high-frequency robustness we further suggest a new regularization approach when
training this expert. We improve on the HF expert by introducing a new regularization operation on the
early feature maps of the network. In classical image processing, TV minimization has been widely used for
various signal restoration problems. TV minimization is particularly useful for removing oscillations in the
signal. Unlike conventional low-pass �ltering, TV minimization is a nonlinear operation and is formulated
as an optimization problem. We apply it to the feature maps of the �rst conv layer, which processes
the input image. As we have discussed, standard CNN models are biased towards using high-frequency
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information, such as textures. Such a biased model contains �lters that �re erratically whenever high-
frequency information is present in the input image, resulting in large, noisy activations. This causes
downstream layers � which rely on the �rst convolutional feature maps � to behave in unpredictable
ways. We hypothesize that removing spatial outliers (oscillations) in the �rst conv feature maps will yield
more stable representations and, thus, improves robustness to high-frequency corruptions (see Uni-Freiburg-
E3.2.2.4-Figure-02). Since high-frequency signals are picked up best by the �rst network layer, this is the
best placement of the regularize.
The second member of the ensemble is optimized for low-frequency (LF) corruptions. We do so by using

contrast change as a simple generic augmentation operation that has dominant low-frequency components.
Both experts are trained by additionally using diverse data augmentation (we test AugMix and DeepAug-

ment). The derived expert models for HF and LF robustness are combined and tested on object classi�cation
and detection. As shown in Uni-Freiburg-E3.2.2.4-Figure-01, We combine model predictions by simply av-
eraging predictions of the two-member models.

Experiments (implementation details, experimental results)

Figure 2.72: Uni-Freiburg-E3.2.2.4-Figure-02: E�ect of training with TV regularization.

a) and d) show a clean and noisy test image. We compare feature map visualizations of a standard and a
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Figure 2.73: Uni-Freiburg-E3.2.2.4-Fig-03: Results on ImageNet-100C. Performance of a model trained with
TV regularization

TV regularized model. b) and e) show the most active feature map generated after forwarding a clean and
noisy image, respectively. c) and f) show the same for a TV regularized model. Larger activation values
have a lighter shade, while smaller values are darker. We also show the average L2 distance between feature
maps from the clean and the noisy test images. For a more robust model, the activation statistics should
�uctuate less under the in�uence of noise. We observe that the TV regularized model learns to suppress
noise that was unseen during training. We see that f) is much smoother compared to e) and is closer to c).

Impact of TV regularization. We considered the following settings: a) standard baseline model trained
on natural images, b) trained with AugMix data augmentation (denoted as AM), c) trained with AugMix
data augmentation and TV regularization (denoted as AMTV). Uni-Freiburg-Figure-03 shows that the TV
regularized model consistently improves over the standard and the AugMix model on all corruptions that
a�ect high frequencies. On low-frequency corruptions (Eg: brightness, contrast, fog), TV regularization has
a negative e�ect. This shows that TV regularization induces a high-frequency robustness bias, which can
be exploited by the proposed high-frequency expert.

Results on ImageNet-C.We �rst trained a model with TV regularization and AugMix and DeepAugment
(AMDATV). The high-frequency expert model (denoted as AMDATV-ftGauss) was obtained by �netuning
the AMDATV model with Gaussian noise and blur augmentation. The low-frequency expert was obtained
by �netuning the publicly available AMDA model with contrast augmentation. We denote this model as
AMDA-ftCont. Uni-Freiburg-E3.2.2.4-Figure-04 compares our RoHL approach to the state of the art for
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Figure 2.74: Uni-Freiburg-E3.2.2.4-Figure-4: Performance trade-o� on ImageNet (clean vs corruption error)

a ResNet50 model. The standard baseline is a model trained on clean images with random cropping and
horizontal �ipping. Ensemble (AMDA, AMDA) is a two-member ensemble of the state-of-the-art AMDA
model trained with AugMix and DeepAugment. RoHL improves on both the clean and the corrupted error
over the previous state-of-the-art (AMDA) and also over its ensemble version.

Results on real corruptions. To evaluate on object detection, we used the models �netuned on BDD-
100k-cls as backbone in the FasterRCNN architecture. To combine predictions for the baseline ensemble
and RoHL, we averaged bounding box predictions and class probabilities (both at the RPN and Fast-RCNN
stages ). Uni-Freiburg-Table-01 shows that RoHL improves over the baselines also in the scope of object
detection.

We report AP scores on the �Clear� split of BDD100k and corrupted test sets in DAWN. Higher AP scores
are better. mAPc denotes the mean AP over corruption types.

Code

https://github.com/lmb-freiburg/rohl
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Table 2.9: Uni-Freiburg-E3.2.2.4-Table1: Object detection performance with di�erent ResNet50 backbones
used in FasterRCNN.

Discussion & Conclusion

We demonstrated that a mixture of two expert models � one specializing on corruptions in the high-frequency
spectrum of the image and one specializing on the low-frequency ones � consistently improves the trade-o�
between a low error on corrupted samples and a low error on regular clean samples. We also showed that
this approach adds to the bene�ts of a regular ensemble of the same size. Moreover, we introduced TV
minimization on the �rst feature map as a new regularization technique, which consistently improves on
high-frequency corruptions and is complementary to other measures in this realm. The principle is �exible
with regard to the used base model and dataset size. We showed that the gains transfer to real-world
corruptions and also apply to object detection.
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2.4.5 Continual Unsupervised Domain Adaptation for Semantic Segmentation using a

Class-Speci�c Transfer (Uni Stuttgart A)

The content presented in this subchapter is originally published at https://ieeexplore.ieee.org/abst
ract/document/9892200, reproduction is permitted. The content is subject to IEEE copyright.

Introduction

Deep convolutional neural networks have signi�cantly contributed to the large success in semantic image
segmentation [Uni-Stuttgart-E3.2.2.4-01]-[Uni-Stuttgart-E3.2.2.4-03]. Since this task assigns a class to
each pixel in an image, it is well suited for complex applications like automated driving, which require a
detailed scene analysis. However, as even state-of-the-art segmentation architectures usually experience
a drastic performance drop when they are exposed to data originating from a di�erent distribution than
during training, perception in a constantly changing environment such as the real world is still a major
challenge. An example for a constant change is the illumination of a scene, but there can also be changes
in the current weather situation, where the surroundings can be completely covered in snow or fog within
a few minutes. Although the performance degradation can be avoided by collecting and manually labeling
new data from the unseen domains, this involves a tremendous amount of data collection and labeling.
For example, in [Uni-Stuttgart-E3.2.2.4-04] it is reported that segmenting one single image took around 90
minutes on average. To circumvent manual labeling and still adapt the model to new domains, unsupervised
domain adaptation (UDA) can be used. UDA methods attempt to transfer knowledge from a labeled
source domain to an unlabeled target domain. This is achieved by mitigating the discrepancy between the
source and target distribution in the input space [Uni-Stuttgart-E3.2.2.4-05]-[Uni-Stuttgart-E3.2.2.4-08],
the feature space [Uni-Stuttgart-E3.2.2.4-09]-[Uni-Stuttgart-E3.2.2.4-12], the output space [Uni-Stuttgart-
E3.2.2.4-13]-[Uni-Stuttgart-E3.2.2.4-16], or even in several spaces in parallel. Nevertheless, the goal of
UDA is not su�cient because it neglects the performance on the source domain and focuses only on
the target results. Consequently, UDA is particularly useful for the well-studied synthetic-to-real scenario
[Uni-Stuttgart-E3.2.2.4-12], [Uni-Stuttgart-E3.2.2.4-13], [Uni-Stuttgart-E3.2.2.4-17], where the perception
system never encounters the synthetic domain again. In the context of automated driving, however, the
environment to which the model has just been adapted may return to a previously seen target domain or
the source domain. This would not be a problem if neural networks did not su�er from the phenomenon of
catastrophic forgetting (CF) [Uni-Stuttgart-E3.2.2.4-18]. CF occurs when a model is sequentially trained on
a series of domains and is characterized by a decrease in performance on the previous domains while being
trained on the current target domain. Although CF could be avoided by saving some target images in a
memory (rehearsal), the storage size can be limited during deployment in an automated vehicle. Therefore,

125

https://ieeexplore.ieee.org/abstract/document/9892200
https://ieeexplore.ieee.org/abstract/document/9892200


2 Results TP2

an adaptation method should not only be memory e�cient, but also prevent forgetting to increase the
adaptation e�ciency.

Having these requirements in mind, we consider the setting of continual UDA, i.e., we adapt a model
pre-trained in a labeled source domain to a sequence of unlabeled target domains while preventing forgetting.
Following [Uni-Stuttgart-E3.2.2.4-08], the sequence contains domains with varying illumination, seasonal,
and weather conditions similar to those that could be encountered in the real world. In contrast to [Uni-
Stuttgart-E3.2.2.4-08], we do not only consider a sequence with purely synthetic domains, but also introduce
a more sophisticated scenario consisting of only real-world domains. To adapt the model to the current target
domain while preventing it from forgetting its previously learned knowledge, we build our work upon the
Adapting to Changing Environments (ACE) framework [Uni-Stuttgart-E3.2.2.4-08]. A key component of
ACE is a light-weight style transfer (ST) network that uses adaptive instance normalization (AdaIN) [Uni-
Stuttgart-E3.2.2.4-19] to transfer labeled source images into the style of the current target domain. The
style transfer is achieved by �rst renormalizing a source feature map to have the same channel-wise mean
and standard deviation as a target feature map before it is subsequently decoded again [Uni-Stuttgart-
E3.2.2.4-19]. Now, by training with transferred source images, the approach reduces the distribution shift
between the source and target domain. However, methods that rely on light-weight style transfer have some
major drawbacks that limit their capability to outperform common augmentations, such as color jittering,
in a realistic evaluation setting. The most noticeable drawback of ACE, for example, arises directly from
its use of the AdaIN layer. Since the renormalization in the style transfer network is applied to the whole
feature map at once (global) rather than to areas of a speci�c class (class-speci�c), the newly created image
captures only the most dominant aspect of the target style, while missing the exact class-speci�c di�erences.
This can also be seen in the third column of Fig. 1 that shows a few transferred source images. Clearly, ACE'
s AdaIN model does not take into account the individual class modes, since it colors the road bluish, for
example, or simply darkens the image. Furthermore, the style transfer network of ACE introduces artifacts,
which may again negatively in�uence the domain alignment. This becomes evident when looking at the
license plate of the black car in the �rst row of Fig. 1, which now shows distorted text.

Therefore, we now introduce CACE. CACE overcomes the aforementioned drawbacks by conditioning
the style transfer on each class. Further, we slightly modify the style transfer network by inserting a skip
connection into the network with a second class-conditional AdaIN layer working on high resolution feature
maps. This helps to overcome the artifacts and enables a more precise class-wise style transfer, especially
for small objects.

Related Work

Image-to-Image Translation Although generative adversarial networks (GANs) [Uni-Stuttgart-E3.2.2.4-
20] were originally introduced for synthesizing new images, they can also be used for image-to-image trans-
lation, where an image is altered only in its style while preserving the content. Typically, the style transfer
is accomplished by using a cycle-consistency loss [Uni-Stuttgart-E3.2.2.4-21], which encourages the net-
work to preserve the content during stylization. However, other approaches use either the shared latent
space assumption [Uni-Stuttgart-E3.2.2.4-22], [Uni-Stuttgart-E3.2.2.4-23] or rely on contrastive learning
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Figure 2.75: Uni-Stuttgart-E3.2.2.4-Figure-1: From the left column to the right column: Content images,
style images, stylized images generated with the style transfer network from the ACE framework (AdaIN),
stylized images generated with our network.

[Uni-Stuttgart-E3.2.2.4-24].
Although the transferred images of GANs can look appealing, they require a signi�cant amount of computa-
tional power and cannot be easily extended to our continual, memory- and adaptation-e�cient setting. In
contrast, neural style transfer methods are well suited for our environment, as they are generally less compu-
tationally intensive and easy to train. [Uni-Stuttgart-E3.2.2.4-25], [Uni-Stuttgart-E3.2.2.4-26], for example,
simply align the feature statistic of Gram matrices at di�erent network depths. [Uni-Stuttgart-E3.2.2.4-19],
[Uni-Stuttgart-E3.2.2.4-27] match the �rst and second order moments of content and a style feature maps.
Further, [Uni-Stuttgart-E3.2.2.4-27] and [Uni-Stuttgart-E3.2.2.4-28] interpret the neural style transfer as a
domain adaptation problem and minimizes the maximum mean discrepancy [Uni-Stuttgart-E3.2.2.4-29] and
the central moment discrepancy [Uni-Stuttgart-E3.2.2.4-30], respectively.

Unsupervised Domain Adaptation Adversarial Learning : If the appearance of two domains di�ers
mainly in texture and color and not in geometric structure, it is also possible to leverage image-to-image
translation for domain adaptation. Some approaches use a CycleGan-based architecture [Uni-Stuttgart-
E3.2.2.4-21] to transform source images to the target style [Uni-Stuttgart-E3.2.2.4-05], [Uni-Stuttgart-
E3.2.2.4-06]. Since the transformation is content-preserving, the source labels can be reused to adapt the
segmentation model with target-like images. To avoid the computationally demanding CycleGAN framework,
other approaches like [Uni-Stuttgart-E3.2.2.4-08] rely on adaptive instance normalization [Uni-Stuttgart-
E3.2.2.4-19] to transfer the source images.
Another line of work uses adversarial training to align feature distributions [Uni-Stuttgart-E3.2.2.4-05],

[Uni-Stuttgart-E3.2.2.4-09], [Uni-Stuttgart-E3.2.2.4-31], [Uni-Stuttgart-E3.2.2.4-32]. In this case, the dis-
criminator becomes a domain classi�er that predicts to which domain a feature belongs. [Uni-Stuttgart-
E3.2.2.4-13]�[Uni-Stuttgart-E3.2.2.4-15] extend this idea and perform distributional alignment in the output
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space at the pixel and patch level, respectively. This adaptation strategy is also commonly used either as
a basic component or for warm-up [Uni-Stuttgart-E3.2.2.4-11], [Uni-Stuttgart-E3.2.2.4-33], [Uni-Stuttgart-
E3.2.2.4-34].

Self-Training : A very successful strategy, also found in several state-of-the-arts methods for UDA,
is self-training (ST) [Uni-Stuttgart-E3.2.2.4-07], [Uni-Stuttgart-E3.2.2.4-12], [Uni-Stuttgart-E3.2.2.4-17],
[Uni-Stuttgart-E3.2.2.4-33], [Uni-Stuttgart-E3.2.2.4-35]. It basically converts the target predictions into
pseudo-labels to minimize the cross-entropy. However, ST only works if high quality pseudo-labels (PL) can
be provided. One line of work attempts to improve their quality by using an ensemble of three models [Uni-
Stuttgart-E3.2.2.4-07], a memory-e�cient temporal ensemble [Uni-Stuttgart-E3.2.2.4-12], or an average of
di�erent outputs of the same network [Uni-Stuttgart-E3.2.2.4-34]. Nevertheless, most ST-based approaches
try to �lter out the noisy target predictions by using reliability measures. [Uni-Stuttgart-E3.2.2.4-33], [Uni-
Stuttgart-E3.2.2.4-35]�[Uni-Stuttgart-E3.2.2.4-38], for example, use the softmax output as con�dence mea-
sure, assuming that a higher prediction probability is coupled with higher accuracy. [Uni-Stuttgart-E3.2.2.4-
39] explicitly estimates the pixel-wise uncertainty of the predictions. [Uni-Stuttgart-E3.2.2.4-31] relies on
the con�dence of a segmentation model in combination with two discriminators. [Uni-Stuttgart-E3.2.2.4-
11] uses the distance in the feature space, which they found to be less biased towards the source domain
compared to the �nal segmentation head.

Continual Learning Continual learning addresses the problem of incrementally learning new concepts while
preventing catastrophic forgetting [Uni-Stuttgart-E3.2.2.4-18]. It has been intensively studied for the problem
of classi�cation, where the literature can be broadly divided into regularization-based [Uni-Stuttgart-E3.2.2.4-
40]�[Uni-Stuttgart-E3.2.2.4-42], memory-based [Uni-Stuttgart-E3.2.2.4-43], [Uni-Stuttgart-E3.2.2.4-44],
and model-based [Uni-Stuttgart-E3.2.2.4-45], [Uni-Stuttgart-E3.2.2.4-46] approaches. However, for the
task of semantic image segmentation and the setting of incrementally learning a sequence of new envi-
ronments in an unsupervised manner, the literature is still very sparse. [Uni-Stuttgart-E3.2.2.4-47] uses a
double hinge adversarial loss in combination with a small target speci�c memory to further prevent CF.
[Uni-Stuttgart-E3.2.2.4-08] relies on light-weight style transfer to create target-like source images used for
the adaptation. In addition, the approach mitigates CF by �rst saving and then replaying previous target
styles during training.

Methods

De�nitions The goal of our approach is to incrementally learn a sequence of domains DtTt=0 , without
forgetting previously acquired knowledge. The sequence starts with the source domain D0 , whose N0 images
and segmentation maps X0 = x0

i ,y
0
i
N0

i=1 are available throughout the entire training. While the images have
dimension x0

i ∈ RH×W×3 , with H being the height and W being the width, the segmentation maps are
one-hot encoded and follow y0

i ∈ 0, 1H×W×C , where C is the number of classes. The target domains
D1,D2, . . . ,DT arrive sequentially and without any segmentation maps. Therefore, the dataset of target
domain Dt is given by Xt = xtj

Nt

j=1
, where Nt is again the total number of images. To simplify the notation,

we assume that all images of all domains have the same dimensions.
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We divide the style transfer network into an encoder E and a decoder D. The output of the encoder is a
feature map E(xi) = zi ∈ RH′×W ′×K′

, which has K' channels, height H', and width W'. The decoder, on
the other hand, outputs stylized images x̂i ∈ RH×W×3 , that still have the same content as before. Finally,
the segmentation model S outputs softmax probability maps pi ∈ RH×W×C , which can be converted into
one-hot encoded pseudo-labels ŷi ∈ 0, 1H×W×C . The parameters of the encoder, the decoder, and the
segmentation model are denoted by θE , θD , and θS , respectively.

Semantic Segmentation Since we have access to the source segmentation maps y0
i , we can train the

segmentation network by computing a pixel-wise cross-entropy (CE) loss of the form

LCE(x
0
i ,y

0
i ) =

−1
HWC

H∑
h=1

W∑
w=1

C∑
c=1

y0
ihwclog(p

0
ihwc). (2.16)

Although this may lead to a well-performing segmentation model for source data, results typically deteriorate
when the model predicts images of an unknown domain. To adapt the segmentation network to a target
domain or to counteract forgetting, we transfer images of the source domain D0 into the style of target
domain Dt , without altering the content. To avoid any confusion, we use the notation x̂0→t

i to clearly
identify a transferred source image. Given these target-like source images, we can reuse y0

i and minimize
LCE(x̂

0→t
i ,y0

i ) .

Style Transfer Similar to [Uni-Stuttgart-E3.2.2.4-08], we also build our work on adaptive instance nor-
malization [Uni-Stuttgart-E3.2.2.4-19], summarized below. To transfer an image into an arbitrary style,
[Uni-Stuttgart-E3.2.2.4-19] �rst encodes a content image and a style image by taking the respective outputs
of layer relu4 of an ImageNet pre-trained VGG19 [Uni-Stuttgart-E3.2.2.4-48] network. In our case, the
content images are from the source domain, while style is drawn from a target domain t. The extracted
feature maps z0i and ztj of the source and target images, respectively, are then passed to an AdaIN layer.
This layer renormalizes the source feature map to have the same mean and standard deviation as the target
feature map. Mathematically, this is equivalent to

ẑ0i = AdaIN(z0i , z
t
j) = σ(ztj)

z0i − µ(z0i )
σ(z0i )

+ µ(ztj), (2.17)

where µ(z) and σ(z) calculate the channel-wise mean and standard deviation. For the style transfer model
to work, the pre-trained encoder is frozen so that only the decoder remains trainable. The loss function
minimized by the weights of the decoder θD can be written as

LST = MSE(E(x̂0→t
i ), ẑ0i ) + λ

L∑
l=1

[
MSE

(
µ
(
El(x̂

0→t
i )

)
, µ
(
El(x

t
j)
))

+MSE
(
σ
(
El(x̂

0→t
i )

)
, σ
(
El(x

t
j)
))]

,

(2.18)
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where MSE is the mean-squared-error, El represents the output of the l -th layer of the encoder, and λ is a
weighting term. Since [Uni-Stuttgart-E3.2.2.4-19] showed that the �rst two moments capture at least most
of the style, a well trained decoder will output an image that depicts the content of the source image, but
has the style of the respective target image.
Although this approach works well for adding a painterly style to an image [Uni-Stuttgart-E3.2.2.4-19], it

is not directly suitable for more complex transfers. This is because the AdaIN layer captures the global style
of an image. However, for applications like the perception in the real world, di�erent classes in an image
have to be treated di�erently. To overcome this issue, we now condition the computation of the mean and
standard deviation on each class c contained in a segmentation mask yi :

µc(zi,yi) =
1∑

h,w yihwc

∑
h,w

yihwczihw (2.19)

σc(zi,yi) =

√
1∑

h,w yihwc

∑
h,w

(
yihwczihw − µc(zi,yi)

)2
. (2.20)

Since we only have access to the segmentation masks of the source domain, we compute the moments
of domain Dt with pseudo-labels ŷti . Please note that we circumvent a possible mismatch in resolution
between the segmentation mask and the feature map by simply resizing the height and width of mask y0

i

or y0
i orŷ

t
j to the correct size.

Then, for each class c contained in the source segmentation mask y0
i , the class-conditional AdaIN layer

renormalizes every region of z0i belonging to c by using class-speci�c moments. This results in

ẑ0i =
∑
c

y0
ic ⊙

(
σc(z

t
j , ŷ

t
j)
z0i − µc(z0i ,y0

i )

σc(z0i ,y
0
i )

+ µc(z
t
j , ŷ

t
j)

)
, (2.21)

with ⊙ being an element-wise multiplication. Since we use a class-conditional AdaIN layer, we slightly adapt
the training loss of the decoder to:

LST = MSE(E(x̂0→t
i ), ẑ0i ) +

λ

C

L∑
l=1

∑
c

[
MSE

(
µc
(
El(x̂

0→t
i ),y0

i

)
, µc

(
El(x

t
j), ŷ

t
j

))
+MSE

(
σc
(
El(x̂

0→t
i ),y0

i

)
, σc(El(x

t
j), ŷ

t
j)
)]
.

(2.22)

Clearly, there is the possibility that the source and the target images do not contain the exact same classes.
However, to compute the equations from before, one can also draw the required moments from di�erent
images, which we do during training. This also e�ectively enlarges the variety of styles.
Although a class-conditional AdaIN layer helps to capture the modes in a target image much better, the

generated outputs still su�er from the same artifacts as before. To reduce the artifacts, we further add a
skip connection between the encoder and decoder and equip it with another conditional AdaIN layer. Since
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Figure 2.76: Uni-Stuttgart-E3.2.2.4-Figure-2: Overview of our style transfer network. It uses two class-
conditional AdaIN layers that query the required target moments from a style memory.

the feature map used for the skip connection still has the same resolution as the input image, the newly
inserted layer helps to transfer the style of small objects and between class boundaries more accurately. An
overview of our style transfer network is illustrated in Fig. 2.

Style Memory One problem that usually occurs when a model is trained sequentially is catastrophic
forgetting. This causes the performance of the model for domain Dt−1 to decrease again when it is trained
on the next target domain Dt . A very e�ective technique to counteract forgetting is rehearsal [Uni-
Stuttgart-E3.2.2.4-43], [Uni-Stuttgart-E3.2.2.4-44]. Since we do not consider the supervised case, we follow
the approach of [Uni-Stuttgart-E3.2.2.4-08] and only save encountered styles, i.e., we save the class-wise
means and the standard deviations. Since the input images for urban scene segmentation are usually of
high resolution, this drastically reduces the required memory. Nevertheless, if the available memory is even
more limited, it is also possible to store only a certain percentage of moments. Alternatively, one can also
estimate a Gaussian distribution from the extracted moments of each class c of domain Dt . Subsequently,
the required moments can be sampled from the estimated distribution. Depending on the size of the dataset,
this may again heavily decrease the required storage size.

Experiments

Experimental Settings

Datasets and Metrics We evaluate our approach using two di�erent domain sequences that roughly
capture varying illuminations as well as adverse weather conditions. While the �rst sequence consists of 5
real-world domains, the second one contains 11 synthetic domains. The real-world sequence uses Cityscapes
(CS) [Uni-Stuttgart-E3.2.2.4-04] as labeled source domain. Cityscapes contains 2975 training and 500
validation images at a resolution of 1024 x 2048. The real-world target domains originate from the ACDC
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[Uni-Stuttgart-E3.2.2.4-49] dataset and arrive in the following order: Fog, Night, Rain, and �nally Snow.
Every domain in the ACDC dataset consists of approximately 400 training and 100 validation images with a
resolution of 1080 x 1920. The synthetic sequence is derived from SYNTHIA-SEQ, a subset of the Synthia
dataset [Uni-Stuttgart-E3.2.2.4-50]. In this case, we choose the Old European Town subset that contains
11 domains with roughly 1000 images of resolution 760 x 1280 per domain. We split each domain equally
in one training set and one validation set, and use the domain Dawn as labeled source domain. The target
domains, on the other hand, can be seen in TABLE III, arriving in order from left to right. While we use
the same 19 classes as in [Uni-Stuttgart-E3.2.2.4-49] for the real-world sequence, we use 13 classes for the
synthetic one. As a performance metric, we use the mean intersection-over-union (mIoU), where we show
the results for each individual domain after completing the training on the last domain. In addition, we also
compute the mean of all domain-wise mIoUs (mean mIoU).

Network architecture We use the standard framework for UDA in semantic segmentation [Uni-Stuttgart-
E3.2.2.4-13], which deploys the DeepLab-V2 [Uni-Stuttgart-E3.2.2.4-1] framework with a ResNet-101 as the
feature extractor. The weights of the ResNet-101 are pre-trained on ImageNet and all batch normalization
layers are frozen during training. For the style transfer network, we follow [Uni-Stuttgart-E3.2.2.4-19] and
use a VGG19-based encoder-decoder architecture, where the encoder is initialized with weights pre-trained
on ImageNet as well. Note that the parameters of the encoder are frozen during the entire training.

Implementation Details The network is trained using SGD with momentum of 0.9, a constant learning
rate set to 0.00025 and weight decay of 0.0005. During training, we use random horizontal �ipping.
Furthermore, we rescale the shorter size of an image to size 640 for the real sequence, and size 760 for the
synthetic one, before randomly cropping the image to size 512 x 1024. We train our model using batch size
2, where one sample is transferred into the style of the current target domain Dt while the other is randomly
chosen to be either from the original source domain D0 or transferred into a style of a previous target
domain D1, . . . ,Dt−1 . While we pre-train the segmentation model for 100k iterations on the real source
domain, it is only pre-trained for 50k iterations on the much simpler synthetic source domain. In both cases,
we continue training the segmentation network for 10k iterations every time a new target domain arrives.
The style transfer network is initially trained for 30k iterations using Adam optimizer with learning rate set
to 0.0001. The data during this period is sampled from D0 and D1 . Further, we �ne tune the style transfer
model for another 5k iterations every time the target domain changes. To prevent it from forgetting, half of
the batch uses moments from the current target domain t, while the other half randomly draws its moment
from the previous domains [1, . . . , t− 1] .

Baselines Since it is reported in [Uni-Stuttgart-E3.2.2.4-49] that for Cityscapes to ACDC, most of the
current adversarial learning or self-training based approaches proposed for unsupervised domain adaptation
could not improve upon the source only baseline, we do not consider such methods in our even more
challenging setting. However, [Uni-Stuttgart-E3.2.2.4-49] also found that Fourier domain adaptation (FDA)
[Uni-Stuttgart-E3.2.2.4-07] could e�ectively increase the segmentation results. Therefore, we use their light-
weight style transfer method as a baseline to evaluate our approach. Note that [Uni-Stuttgart-E3.2.2.4-
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Table 2.10: Uni-Stuttgart-E3.2.2.4-Table-1: mIoU after adapting the model to the last target domain. The
initial model was pre-trained on Cityscapes (CS) without color jittering.

49] also evaluated BDL [Uni-Stuttgart-E3.2.2.4-06], which performed signi�cantly worse than FDA despite
using the CycleGAN framework for style transfer. We also reimplement the ACE framework with the minor
di�erence that the style transfer network is not jointly trained with the segmentation model to save some
memory. Further, we also compare to only using their memory e�cient implementation of the AdaIN model
in our framework. Finally, we carefully investigate the impact of color jittering.

Results and Discussion We start our investigations with the challenging real-world sequence. To illustrate
the e�ects of the augmentation color jittering, we use two di�erent settings, which di�er in whether or not
color jittering was used for pre-training the source model. The results without color jittering during pre-
training are depicted in Table 1. Clearly, all methods improve upon the source only baseline by at least 3% in
terms of mean mIoU. However, if the source model is further trained with color jittering for the same number
of update steps, the improvement decreases. When using the Fourier based style transfer, the results are
now even slightly worse. Our approach, on the other hand, does even improve upon color jittering, when we
sample the required moments from an estimated Gaussian distribution (Ours, d). When we use moments
extracted from target samples (Ours, s), the performance increases further by 1.5% in terms of mean mIoU,
with the highest increase observed for the Night domain. Since this domain contains yellowish as well as
whitish images due to varying street lighting, the estimate of a unimodal Gaussian distribution is too simple.

Since the previously mentioned table indicates that color jittering is already a good baseline, we now
examine the e�ects when the model is directly pre-trained with color jittering. The results for this scenario
are shown in Table 2. In this case, the source only baseline improves dramatically and is now comparable or
only slightly worse to the other non-class-speci�c transfer methods. In contrast, our approach even pro�ts
from the stronger baseline model, improving the results by about 1.6% points in terms of mean mIoU in both
cases. This is due to the better approximation of the class-wise target moments, which are now computed
from more accurate pseudo-labels.

A much larger performance increase can be seen for the sequence consisting of synthetic domains only.
Following the same evaluation strategy as before, one can see in Table 3 that now all methods are clearly
superior to color jittering, even when it is directly used during pre-training. Nonetheless, our class-conditioned
style transfer again outperforms all other methods by a large margin. This applies not only when the moments

133



2 Results TP2

Table 2.11: Uni-Stuttgart-E3.2.2.4-Table-2: mIoU after adapting the model to the last target domain. The
initial model was pre-trained on Cityscapes (CS) with color jittering.

Table 2.12: Uni-Stuttgart-E3.2.2.4-Table-3: mIoU of the �nal model for each synthetic domain. Left: no
color jittering during the source pre-training. Right: using color jittering during pre-training.

are drawn from samples (Ours, s), but also when we again estimate a Gaussian distribution (Ours, d) to
increase the memory e�ciency.

Ablation Studies Unless otherwise stated, we use the real-world sequence without color jittering (CJ)
during pre-training to carefully examine our approach. Since we use pseudo-labels (PL) to estimate the
corresponding class-wise target moments, we now study the e�ect, when one could use real target labels
(RL) to extract the moments. Again, we do the evaluation for a model that was pre-trained with and without
color jittering (CJ) on the source domain. As illustrated by Table 4, the results increase with the quality of
the target moments. However, it also shows that even using un�ltered pseudo-labels as an approximation
does not drastically degrade the results.
Next, we examine the impact of reducing the number of stored moments to save some memory. As Fig.

3 shows, the results do not deteriorate signi�cantly if we only save 25% of all target moments. If memory is
a real bottleneck and one can only store 10%, one may consider estimating a Gaussian distribution, which
yields comparable results here while being more memory e�cient.
To investigate whether catastrophic forgetting is a real problem, we conducted an experiment in which

we did not replay source images in the style of previously seen domain. In this case, the results decreased
by 2.2% in terms of mean mIoU. When we did not even use original source samples, but transferred both
images of our batch to the style of the current target domain, the mean mIoU decreased from 51.0% to
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Table 2.13: Uni-Stuttgart-E3.2.2.4-Table-4: Results when class-wise target moments are extracted using
pseudo-labels (PL) and real target labels (RL) for: pre-training the model with and without color jittering
(CJ).

Figure 2.77: Uni-Stuttgart-E3.2.2.4-Figure-3: Performance compared to the percentage of saved moments.

135



2 Results TP2

45.4%.

Conclusion

In this work, we propose a simple framework that uses light-weight style transfer to adapt a pre-trained
source model to a sequence of unlabeled target domains while preventing forgetting. Unlike previous work,
we condition the style transfer network, which is based on adaptive instance normalization, on each class.
Our approach outperforms comparable methods on a challenging real-world sequence as well as a synthetic
sequence.
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Introduction

In recent years, autonomous driving has made great progress due to the advances in deep learning, parallel
computing, and the availability of large datasets. A critical component required for safe navigation is
the perception tasks that extract information from the environment. Since these tasks are located at the
beginning of autonomous driving pipelines, they should satisfy three conditions: accuracy, robustness, and
real-time capability. In particular, the �rst two properties can bene�t from the integration of di�erent
sensors, such as RGB cameras and active range sensors, like lidar and radar. The reason is that these
sensors provide complementary information about the surroundings of the ego vehicle. While cameras
can perceive the color, texture, and detailed shape of various objects, range sensors, in particular lidar,
deliver 3D geometric information about the environment in the form of point clouds. The advantage
of point clouds is that the representation of objects may be less a�ected by di�erent textures, colors or
lighting conditions. Therefore, fusing the information of lidar and camera is frequently used in perception
tasks such as 2D and 3D object detection (OD) [Uni-Stuttgart-B-E3.2.2.4-1], [Uni-Stuttgart-B-E3.2.2.4-2],
[Uni-Stuttgart-B-E3.2.2.4-3], [Uni-Stuttgart-B-E3.2.2.4-4], [Uni-Stuttgart-B-E3.2.2.4-5], [Uni-Stuttgart-B-
E3.2.2.4-6], [Uni-Stuttgart-B-E3.2.2.4-7]. However, although RGB and lidar are complementary, they both
degrade in adverse weather conditions.

Multimodal deep learning networks which were trained to minimize the empirical risk on a training dataset,
usually exhibit poor generalization to data originating from a di�erent domain. If the corresponding training
dataset does not account for adverse weather conditions, the performance of the model typically decreases
when evaluated in such a scenario. This paper addresses the problem of asymmetric degradation of RGB
and lidar fusion models by adverse environmental conditions as an unsupervised domain adaptation (UDA)
problem.

UDA is a learning paradigm that seeks to solve the problem of poor generalization to out-of-domain data
by transferring knowledge from a labeled source domain to an unlabeled target domain. UDA methods can
be applied to a single modality, like RGB images [Uni-Stuttgart-B-E3.2.2.4-8], [Uni-Stuttgart-B-E3.2.2.4-9]
and lidar [Uni-Stuttgart-B-E3.2.2.4-10], [Uni-Stuttgart-B-E3.2.2.4-11], or less commonly to multiple modal-
ities [Uni-Stuttgart-B-E3.2.2.4-12], [Uni-Stuttgart-B-E3.2.2.4-13]. The latter setting is harder because the
domain discrepancies manifest themselves di�erently for each modality. For instance, in 2D object detection,
di�erent lighting conditions a�ect RGB cameras by obscuring or blurring some parts of the image leading to
undetected foreground objects. On the other hand, lidar remains reliable in these conditions but is vulnerable
to rain and fog which lead to backscatter: Laser beams are re�ected back from suspended water droplets in
the air, which leads to formation of clutter in the resulting point cloud. Although noise �ltering techniques
[Uni-Stuttgart-B-E3.2.2.4-14] can be deployed to remove some of the uncertain measurements, the resulting
point cloud is still sparser and less informative.

In this work, we present the �rst multimodal unsupervised domain adaptation framework for 2D object
detection in autonomous driving using RGB and lidar. Starting from the domain adaptation (DA) theory
[Uni-Stuttgart-B-E3.2.2.4-15], our goal is to train a model that maps the source and target multimodal
data to a common feature space which has the following properties: source domain feature discriminability,
domain-invariant representations for class-speci�c features, and target domain feature discriminability. First,
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upon observing that the domain gap is manifested di�erently in RGB and lidar, we leverage multiple data
augmentation techniques for the source domain to bring the domains closer together. Furthermore, we
introduce a multi-scale discriminator with a feature matching loss and a maximum entropy fusion strategy.
This

helps to align foreground regions while e�ectively suppressing irrelevant background features. Finally, we
exploit selfsupervised learning (SSL), where we propose new variants of the rotation and the jigsaw puzzle
pretext tasks. SSL is applied to both source and target domain data to enforce a domain-independent feature
representation learning. We evaluate the proposed method on di�erent weather splits of the DENSE dataset
[Uni-Stuttgart-B-E3.2.2.4-16] under two settings: single and multitarget UDA. Experiments show that the
proposed method can e�ectively reduce the domain gap between the source and the target domain(s).Related
Works

Multimodal tasks in Computer Vision. Over the last decade, there has been many works on mul-
timodal 2D object detection [Uni-Stuttgart-B-E3.2.2.4-17], [Uni-Stuttgart-B-E3.2.2.4-18], [Uni-Stuttgart-
B-E3.2.2.4-19], [Uni-Stuttgart-B-E3.2.2.4-20], [Uni-Stuttgart-B-E3.2.2.4-21], [Uni-Stuttgart-B-E3.2.2.4-5].
These works explore how and when to fuse features from di�erent modalities. Fusion can occur by adding,
concatenating, or ensembling features from di�erent modalities and can take place at various depths of the
network. More advanced methods use a mixture of experts [Uni-Stuttgart-B-E3.2.2.4-19] or entropy fusion
[Uni-Stuttgart-B-E3.2.2.4-16] to

weight the contribution of each modality proportionally to its information content. In [Uni-Stuttgart-B-
E3.2.2.4-16], it was also shown that fusing di�erent sensors can improve the generalization to unseen target
domains. However, our experiments demonstrate that there still exists a signi�cant domain gap.

Unsupervised Domain Adaptation. UDA has been studied for perception tasks like classi�cation, se-
mantic segmentation, and object detection [Uni-Stuttgart-B-E3.2.2.4-22], [Uni-Stuttgart-B-E3.2.2.4-23],
[Uni-Stuttgart-B-E3.2.2.4-24]. Typical approaches for domain adaptive object detection include pixel-
level alignment using unpaired image-to-image translation [Uni-Stuttgart-B-E3.2.2.4-23], [Uni-Stuttgart-
B-E3.2.2.4-25], [Uni-Stuttgart-B-E3.2.2.4-26], [Uni-Stuttgart-B-E3.2.2.4-27] and feature-level alignment
[Uni-Stuttgart-B-E3.2.2.4-22], [Uni-Stuttgart-B-E3.2.2.4-24], [Uni-Stuttgart-B-E3.2.2.4-28], [Uni-Stuttgart-
B-E3.2.2.4-29], [Uni-Stuttgart-B-E3.2.2.4-30], [Uni-Stuttgart-B-E3.2.2.4-31]. Most of the approaches were
applied to two-stage object detectors, like Faster R-CNN [Uni-Stuttgart-B-E3.2.2.4-32], and do not handle
multimodal data. Moreover, pixellevel alignment techniques based on CycleGAN [Uni-Stuttgart-B-E3.2.2.4-
33], for example, do not generalize well to lidar because generative models do not extend to sparse data.
Recently, multimodal domain adaptation (MMDA) has been investigated for tasks like video action recog-
nition using images and optical �ow [Uni-Stuttgart-B-E3.2.2.4-12], [Uni-Stuttgart-B-E3.2.2.4-34], object
recognition using RGB and dense depth maps [Uni-Stuttgart-B-E3.2.2.4-34], RGB and text [Uni-Stuttgart-
B-E3.2.2.4-35] and emotion recognition using visual and acoustic data [Uni-Stuttgart-B-E3.2.2.4-36]. It has
been shown that multimodal DA can be more e�cient than single modality DA. These techniques are depen-
dent on the task, modality, and network architecture and cannot be compared together. For instance, MMDA
techniques can been applied on each modality alone before the fusion [Uni-Stuttgart-B-E3.2.2.4-12], on the
post-fusion features [Uni-Stuttgart-B-E3.2.2.4-36], or on both pre and post-fusion features [Uni-Stuttgart-B-
E3.2.2.4-12], [Uni-Stuttgart-B-E3.2.2.4-34], [Uni-Stuttgart-B-E3.2.2.4-36], according to the model design.
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In this work, we design a multimodal UDA approach for real-time one-stage 2D object detectors like YOLO
[Uni-Stuttgart-B-E3.2.2.4-37] using RGB and sparse lidar depth maps.

Self-supervised and Representation Learning. Selfsupervised learning aims to learn a generalizable
feature representation without requiring labels. To do this, it leverages various data augmentations or
transformations on the unlabeled images and then trains a feature extractor to solve a so-called pretext task.
There are many paradigms for how to learn a pretext task: the network can either predict the transform
[Uni-Stuttgart-B-E3.2.2.4-38], [Uni-Stuttgart-B-E3.2.2.4-39], undo the transform like in image inpainting
[Uni-Stuttgart-B-E3.2.2.4-40], or learn instance discrimination through a contrastive loss [Uni-Stuttgart-B-
E3.2.2.4-41]. SSL is promising for UDA because the features learned on unlabeled target domain data can
be discriminative enough for other visual tasks like object detection and segmentation [Uni-Stuttgart-B-
E3.2.2.4-42]. In this work, we redesign and leverage some pretext tasks for domain adaptive OD.

Method

De�nitions. Let Ds = (xis, d
i
s, y

i
s)|

Ns
i=1 denote a set of labeled source data pairs, where xis is an RGB

image, dis is a projected lidar point cloud into the camera space and yis contains the instance labels, which
consist of a bounding box and a class label for each object instance. In single-target UDA, we try to transfer
knowledge from Ds to an unlabeled target domain Dt = (xit, d

i
t)|Nt
i=1 , whereas in multi-target UDA, we

aim to transfer knowledge to m unlabeled target domains (Dt1 ,Dt2 , ...,Dtm) . An example for the latter
case is Clear Day � Snow, Dense Fog, ..., Night.

Network. Our work builds upon the entropy-steered deep fusion approach of [Uni-Stuttgart-B-E3.2.2.4-
16]. However, unlike [Uni-Stuttgart-B-E3.2.2.4-16], we use the well-known YOLO-V3 [Uni-Stuttgart-B-
E3.2.2.4-37] detection network, which we adapt as follows. As shown in Fig. 1 schematically, our model
consists of two separate branches that are connected by entropy-based fusion modules depicted on the
right. Not only do these modules receive RGB and lidar feature maps as inputs, but also the corresponding
entropy maps Exi and Edi extracted from the RGB image and sparse lidar depth map, respectively. While
the motivation for the max operation in the entropy module is explained later in Sec. III-B, the task
of the entropy map after the convolution and the sigmoid activation is to enhance the most informative
features while suppressing irrelevant background features [Uni-Stuttgart-B-E3.2.2.4-16].We place the entropy
modules (green) right after the convolutional layers outside of the bottleneck blocks contained in the feature
extractor and the head of YOLO-V3 [Uni-Stuttgart-B-E3.2.2.4-37]. This leads to 6 fusion modules in the
Darknet-53 backbone and another 8 modules in the corresponding head. Since having a unique branch for
each modality increases the number of parameters, we compensate the growth by increasing the number
of channels after block 3 only by 50% resulting in 384 and 576 channels, respectively. As will be shown
later in the experiment section, we found that this reduced version did not a�ect the performance for single
modality OD.

A. Leveraging Data Augmentations for Multiple Modalities To encourage domain-invariant feature
learning and prevent over�tting on the source domain, we leverage data augmentations that mimic the
e�ects of di�erent weather conditions on the sensor. To this end, we notice that each sensor is degraded
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Figure 2.78: Uni-Stuttgart-B-E3.2.2.4-Figure 1: Abstract illustration of our YOLO-V3 based network that

fuses features of separate lidar and RGB branches with entropy fusion modules. Thelast ConvBlock in each

entropy module consists of a conv (k = 1 Ö 1), batchnorm and ReLU layer and reduces the number of input

channels by 2.

in a di�erent way. For example, the camera is a�ected by lighting conditions and fog in a sense that the
appearance and color of objects might change, and the contrast of the overall image is reduced. For lidar,
the suspended water drops in the air due to fog, rain, or snow result in backscatter, noise, and a lower
number of points. To account for the aforementioned e�ects, we introduce the following augmentations for
the lidar depth map:

� Points dropout: we choose to drop points from a scene in clear weather conditions with a probability
p(dropout) , so the network becomes less sensitive to the sparsity level. In our experiments, p(dropout) is
chosen randomly between 0 and 0.4 .

� Additive Gaussian noise: to account for uncertainty in the depth measurement, Gaussian noise with a
small standard deviation (1% of the maximum depth value) is added to the depth of each valid point.

� Backscatter points: In snow or rain, some measurements come from the re�ection of lidar beams from
water droplets. To simulate this e�ect, we add random points with a probability (p(backscatter) = 0.1 ),
which have a random depth value less than 20% of the maximum depth value. This is based upon the
observation that backscatter points are usually closer to the vehicle. As speci�c augmentation for RGB
images, we rely on color jittering, which applies random changes in hue, saturation and contrast. Further,
we use random horizontal �ipping, scaling and translation.

B. Entropy-weighted Domain Adversarial Learning

Domain adversarial training [Uni-Stuttgart-B-E3.2.2.4-31] seeks to align source and target domain features
through a min-max game with a domain classi�er. However, enforcing this alignment constraint on all
features may result in a suboptimal performance, because some regions in the image and depth map are not
transferable between domains. For instance, the background appearance in RGB images varies strongly with
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di�erent weather and lighting conditions. Similarly, in the lidar depth map, backscattered points should not
be aligned. Therefore, considering all features during the alignment may result in a low discriminability of
the model on both source and target domains, which is undesirable.
To counteract these negative e�ects during domain adversarial training, we leverage an existing advantage

in our baseline, which is the scaling of features by the sensors' entropy channel. Local measurement entropy
assigns a higher value to more uncertain values in the image space, like edges, corners and foreground
objects. A multiplication of the deep features with the entropy attenuates the background while giving more
weight to foreground features. However, there exists a limitation in the entropy modules of [Uni-Stuttgart-
B-E3.2.2.4-16]: the input feature maps to the detector are taken from the lidar branch, meaning that the
lidar's entropy will reweight the fused features which are fed to the detection head. However, the lidar's
entropy can deteriorate in adverse weather conditions, when the number of points is signi�cantly reduced,
providing less information to the detector about some foreground regions. Moreover, attempting to align the
features in the lidar or image branch alone will lead to a bias towards aligning foreground regions determined
by the modality's entropy. In contrast, we aim to learn domain-invariant foreground features by exploiting
both modality-speci�c and modality-shared information. To mitigate this negative e�ect, we modify the
entropy fusion scheme of [Uni-Stuttgart-B-E3.2.2.4-16] and compute the maximum entropy of the lidar and
RGB images per pixel j : Ejmaxi = max(Ejxi , E

j
di
) . The resulting entropy map is then used for both streams.

Now, Emaxi leverages the most informative regions in the image space that were captured by both sensors.
This reduces asymmetric modality noise in di�erent weather conditions.
After enhancing the fusion scheme, we add 3 domain discriminators Dk with k ∈ 1, 2, 3 at P3 , P4

, and P5 in Fig. 1 to align the entropy-weighted instance-level features of di�erent domains at various
scales. Each discriminator learns to classify the modality-fused source and target features ( fs and ft ) into
their domain by minimizing the least-squares loss: LadvD =

∑3
k=1 E

[
(Dk(f

k
t ))

2
]
+ E

[
(1−Dk(f

k
s ))

2
]
.

To confuse the discriminators, the feature extractor must learn domain-invariant features by minimizing:
LadvF =

∑3
k=1 E

[
(1−Dk(f

k
t ))

2
]
.

Inspired by the GAN framework of [Uni-Stuttgart-B-E3.2.2.4-43], a feature-matching loss Lfm is added to
each discriminator to regularize the training by minimizing the l2 -distance between the discriminator source
and target features at each layer l in the discriminator. LadvD =

∑3
k=1 E

[
(Dk(f

k
t ))

2
]
+E

[
(1−Dk(f

k
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]

is de�ned as follows: Lfm =
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Figure 2.79: Uni-Stuttgart-B-E3.2.2.4-Figure 2: Left: Image examples for each pretext task including the
correct label output. Right: One SSL model used to solve one pretext task (s=stride).

2.4.7 C. Self-Supervised Learning for DA

Self-supervised learning is typically used as a pre-training strategy to learn visual representations that gen-
eralize well to downstream tasks. In this work, we empirically show that it is not only suitable to align
two domains [Uni-Stuttgart-B-E3.2.2.4-44] but can also be very e�ective in a multi-target unsupervised do-
main adaptation setting, which is much more important for applications like autonomous driving. We begin
by redesigning the rotation pretext task [Uni-Stuttgart-B-E3.2.2.4-44], where a classi�cation head predicts
whether an image has been rotated by 0° , 90° , 180° , 270° . Since we want to promote the learning of
instance-level discriminative features, we split an image into patches, which are then randomly rotated by
one of the aforementioned set of angles before being reassembled. Consequently, the output of the pretext
model also changes from a single class to a grid of classes, similar to a segmentation output. An example
of such a patch rotation including the output is also shown on the left in Fig. 2. We hypothesize that this
variant has the advantage, that the classi�cation head depicted on the right may consider instance-level
and global features, as inspecting adjacent patches helps to predict the correct class. Note that we apply
the same transformation for all modalities and entropy maps, which are not illustrated here. To further
encourage the instance-level and global-level feature learning, we use Jigsaw [Uni-Stuttgart-B-E3.2.2.4-39].
In this case, the image is reassembled from shu�ed patches and the pretext model must predict the correct
position of each patch. We slightly modify the output of this task so that it is again a grid. Finally, we
also add a translation pretext task, where each modality is rolled in the horizontal direction by a distance
∆x ∈ 0, 14W,

1
2W,

3
4W , where W is the width in the image space (see Fig. 2). Note that this task is

also related to Jigsaw, since a displacement of 1
2W can also be realized in Jigsaw for an even number of

rows. By combining these tasks, the model can learn the interactions of various regions of the image/
depth map. Obviously, the previously mentioned combination of pretext tasks can be easily extended to the
multi-target domain adaptation (MTDA) setting, as there is no constraint in SSL to a certain number of
domains. However, we observe that SSL under the MTDA is more biased towards domains which contain
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a larger number of samples. To ensure an equal alignment for all domains, we propose a domain-balanced
training for SSL. During each epoch, target domains which have less training examples are oversampled, so
that the model observes each domain with the same probability.

2.4.8 Experiments

Dataset. DENSE [Uni-Stuttgart-B-E3.2.2.4-16] is a large-scale autonomous driving dataset captured in
middle and northern Europe. It provides data from multiple sensors under adverse weather conditions in
real driving scenarios. All frames contain scene tags, indicating the time of day and the weather conditions.
As we are interested in isolating and studying the e�ects of di�erent domain discrepancies on the system's
performance on a common and general setup involving RGB and lidar, we deviate from [Uni-Stuttgart-B-
E3.2.2.4-16] and use only Clear Day as labeled source domain without any night images. For our singletarget
domain adaptation (STDA) setting, we adapt the model from Clear Day to either one of the following splits:
Clear Night, Dense Fog Day, Light Fog Day, or Snow Day. For the multi-target domain adaptation case,
the target domain contains all four aforementioned target splits together. We use the original train, val and
test splits (2183/399/1005 frames) of Clear Day, while splitting the target domain data in the ratio (75 :
25) for train and test, since there are no prede�ned splits.

Metrics. We evaluate our approach on three classes: Passenger Car (Car), Pedestrian (Ped.), and Ridable
Vehicle (RV), using the KITTI evaluation framework [Uni-Stuttgart-B-E3.2.2.4-45]. For Car, we report the
Average Precision with an overlap of 70%, AP70, while for Pedestrian and RV we report AP50. Each class
is evaluated on three di�culty levels (easy, moderate and hard) and the mean per class is reported in the
tables. Implementation Details. We implement our method on top of the YOLO-V3 repository. In all
experiments, we use a batch size of 10, an SGD optimizer with a learning rate of 0.013 for the detection
model and an ADAM optimizer with a learning rate of 0.0001 for the discriminators and the SSL models.
We train our network in two steps. First, we perform an adversarial warm-up in which we minimize the
detection loss as well as the adversarial loss. Then, we stop the adversarial learning and replace it with
self-supervised learning for both source and target data.

Baselines. For the STDA setting, we evaluate our approach against several baseline methods. These
include the two unimodal non domain adaptation settings, where we train the model only on Clear Day, using
either the RGB branch (RGB Only) or the lidar branch (Lidar Only) of our network. As we have reduced the
number of parameters to compensate for the multiple branches, we further consider using the same number
of channels as in the original YOLO-V3 network, which we denote as (RGB Only, large). In this setting,
we also evaluate the multimodal entropy fusion approach of [Uni-Stuttgart-B-E3.2.2.4-16], which does not
use the maximum entropy during fusion. For the experiments involving domain adaptation, we consider the
unimodal approaches ADDA [Uni-Stuttgart-B-E3.2.2.4-22], CyCADA [Uni-Stuttgart-B-E3.2.2.4-23], and
training with additional, style transferred RGB images (RGB, CycleGAN). Finally, we also include the upper
bound for our multimodal baseline which uses target labels during training (Oracle).
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Table 2.14: Uni-Stuttgart-B-E3.2.2.4-Table 1: Single-Target Domain Adaptation results on the test splits
of the DENSE dataset.

2.4.9 Results

STDA Results. The results of our STDA setting are shown in Table I. First, it can be seen that a smaller
unimodal network (RGB Only) does not degrade performance compared to a twice as large version (RGB
Only, large) when trained on source data only. Please note that the results for di�erent target domains
can increase relative to the source domain, due to varying scene complexities [Uni-Stuttgart-B-E3.2.2.4-16]
and a smaller number of instances per image (for example there are less pedestrians and ridable vehicles
in snow/rain). Next, we validate the e�ectiveness of the deep-entropy fusion module from [Uni-Stuttgart-
B-E3.2.2.4-16] which outperforms both RGB Only and Lidar Only on most splits. An exception for this is
the dense fog domain, where RGB Only clearly surpasses the fusion model on two out of three classes. We
attribute this to the fact that lidar exhibits a stronger degradation in dense fog and that the non-maximum
entropy fusion mechanism may be suboptimal here. On the other hand, we can see that using lidar-only is
better than RGB-only on the Clear Day � Clear Night domain gap, which is in line with previous works
[Uni-Stuttgart-B-E3.2.2.4-16], [Uni-Stuttgart-B-E3.2.2.4-46], and has its reason in the simple fact that lidar
is not degraded at all during Clear Night in contrast to RGB camera. To study the impact of each domain
change, we further show in Table I the upper bound (Oracle) where an entropy fusion model was trained
in a supervised manner on both source and target data. Clearly, the domain gap is especially large in the
domains Dense Fog Day and Clear Night and also for smaller classes, like Pedestrian or Ridable Vehicle,
which are vulnerable road users and should therefore be detected. We also observe that some unimodal
DA methods are able to outperform the entropy fusion mechanism, which further motivates the need for
multimodal domain adaptation. If we now apply our proposed multimodal domain adaptation method, we
can further reduce the model's performance gap compared to the upper bound. For instance, 50% of the
domain gap is bridged for the class Car in Dense Fog Day (9.8 AP points recovered from a domain gap of
19.5 points), 48% for Pedestrian in Dense Fog Day and up to 66% for the RV class in Clear Night . The
relative gains are also visible in domains like Light Fog Day and Snow Day , even when the domain gap is
smaller.

MTDA Results. In Table IV, we evaluate our methodology under the MTDA setting, which is arguably
more relevant for real-world deployment in autonomous vehicles, since unlabeled data in multiple domains is
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Table 2.15: Uni-Stuttgart-B-E3.2.2.4-Table 2: Multi-target domain adaptation results on the test splits of
the DENSE dataset. The mean in the last column is calculated on the 4 target domains on all classes.

often easy to collect and a good performance on all these domains at once is required. Moreover, performing
multiple pairwise domain adaptations sequentially might lead to catastrophic forgetting [Uni-Stuttgart-B-
E3.2.2.4-47] on previous domains [Uni-Stuttgart-B-E3.2.2.4-48], which is undesirable. In

this setting, we start by showing the results of the baseline in con�guration A. Then, we demonstrate
how cumulative e�ects increase the performance. In con�guration B, our proposed maximum entropy fusion
mechanism is employed and is shown to further improve the fusion, surpassing the results of RGB-only in
Table I. However, there is a drop in performance on the Ridable Vehicle class in the domain Snow Day .
The modality-speci�c augmentations (con�guration C) again improve the results, especially in the light and
dense fog domains, since the lidar augmentations can simulate to an extent the adversary e�ects of

these two domains. Next, we add the multi-scale discriminators in con�guration D and notice a substantial
overall increase for most of the target domains, albeit with a slight drop in the source domain. Note that
we do not extend the domain discriminators to classify multiple domains. Instead, they only predict either a
source or target class. We hypothesize that predicting multiple domains is not necessary for the discriminator
since the maximum entropy is able to re-weight the transferable and nontransferable parts of the image space
for the discriminator. This result is not conclusive and more investigations into the discriminator classi�cation
loss are needed. In con�guration E, we train the network in a second stage on the pretext tasks and remark
an overall increase in the AP, with one exception in the Dense Fog Day split. We attribute this discrepancy to
the lower number of samples contained the Dense Fog Day split compared to others. The domain-balanced
training scheme (con�guration F ) enhances the performance on both the Dense Fog Day and Light Fog
Day splits, with an overall increase in the mean performance. Note that in this set of experiments, the oracle
is calculated by joint supervised training on all 4 domains, whereas the oracle in the STDA experiments was
calculated by joint training on the source domain and one target domain at a time. Taking a look at the
last column in Table IV, the mean performance of the proposed multimodal, multi-target DA outperforms
the baseline (con�guration A) by a signi�cant margin (40% of the domain gap). Besides, the proposed
approach has the e�ect of improving the baseline performance on the source domain as well.

has the advantage of working at a �ner level because the network has to consider the interactions between
patches to predict the rotation of each patch, resulting in a higher AP on the Dense Fog Day split. Moreover,
the patch rotation task allows the network to observe more data compared to the standard rotation task,
where the performance depends on which crops are seen during each epoch. In our experiments, we divide
the image into 2x3 patches, while in the jigsaw task, we divide it into 2x2 patches. While the jigsaw and the
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Table 2.16: Uni-Stuttgart-B-E3.2.2.4-Table 3: Ablation study on the discriminator and its input for Clear
Day� Dense Fog Day. Conducted before SSL training.

Table 2.17: Uni-Stuttgart-B-E3.2.2.4-Table 4: Ablation study on various pre-text tasks for Clear Day �
Dense Fog Day.

translation task perform comparable and slightly better on the target domain, they lag on the source domain.
By stacking multiple pretext tasks, the network learns more useful visual cues that re�ne the detection on
the target domain.

2.4.10 Conclusion

In this work, we proposed an unsupervised domain adaptation approach to improve the performance of
a multimodal object detector on a single and multiple target domains. Our approach combines a data
augmentation scheme that simulates the e�ects of di�erent weather conditions, an enhanced entropy fusion
strategy that extracts complementary information, and a domain alignment scheme through adversarial and
self-supervised learning. A multi-scale discriminator that aligns the instance-level features of a YOLO-V3
based network was introduced along with a feature matching loss. Moreover, we choose and redesign pretext
tasks that provide a supervisory signal to the feature extractor, which in turn aligns the domains without
majorly sacri�cing discriminability on the source domain. We have also shown that the proposed framework
can work under a multi-target domain adaptation settings, where we have reframed self-supervised learning
to be a powerful tool to achieve this goal. We believe the proposed approach can have an impact on
real-world deployment of autonomous vehicles and robotics, and will encourage further investigations in the
role of SSL on multitarget

multimodal UDA.

149



2 Results TP2

2.4.11 References

[Uni-Stuttgart-B-E3.2.2.4-1] A. Asvadi, L. Garrote, C. Premebida, P. Peixoto, and U. J. Nunes, �Multimodal
vehicle detection: fusing 3d-lidar and color camera data,�Pattern Recognition Lett., 2017.

[Uni-Stuttgart-B-E3.2.2.4-2] J. Schlosser, C. K. Chow, and Z. Kira, �Fusing lidar and images for pedestrian
detection using convolutional neural networks,� in IEEE Int. Conf. Robotics and Automation, 2016, pp.
2198�2205.

[Uni-Stuttgart-B-E3.2.2.4-3] M. Liang, B. Yang, Y. Chen, R. Hu, and R. Urtasun, �Multi-task multisensor
fusion for 3D object detection,� in Proc. IEEE Conf. Computer Vision and Pattern Recognition, 2019, pp.
7345�7353.

[Uni-Stuttgart-B-E3.2.2.4-4] Z. Wang and K. Jia, �Frustum convnet: Sliding frustums to aggregate local
point-wise features for amodal 3D object detection,� in IEEE/RSJ Int. Conf. Intelligent Robots and Systems.
IEEE, 2019.

[Uni-Stuttgart-B-E3.2.2.4-5] A. Pfeu�er and K. Dietmayer, �Optimal sensor data fusion architecture for
object detection in adverse weather conditions,� in Proc. 21st Int. Conf. Information Fusion. IEEE, 2018,
pp. 2592�2599.

[Uni-Stuttgart-B-E3.2.2.4-6] J. Kim, J. Koh, Y. Kim, J. Choi, Y. Hwang, and J. W. Choi, �Robust deep
multi-modal learning based on gated information fusion network,� in Asian Conf. Computer Vision, 2018.

[Uni-Stuttgart-B-E3.2.2.4-7] Z. Wang, W. Zhan, and M. Tomizuka, �Fusing bird view lidar point cloud
and front view camera image for deep object detection,� in IEEE Intelligent Vehicles Symp., 2018.

[Uni-Stuttgart-B-E3.2.2.4-8] K. Bousmalis, A. Irpan, P. Wohlhart, Y. Bai, M. Kelcey, M. Kalakrishnan,
L. Downs, J. Ibarz, P. Pastor, K. Konolige, S. Levine, and V. Vanhoucke, �Using simulation and domain
adaptation to improve e�ciency of deep robotic grasping,� 2018 IEEE International Conference on Robotics
and Automation (ICRA), pp. 4243�4250, 2018.

[Uni-Stuttgart-B-E3.2.2.4-9] M. Wulfmeier, A. Bewley, and I. Posner, �Addressing appearance change in
outdoor robotics with adversarial domain adaptation,� 2017 IEEE/RSJ International Conference on Intelli-
gent Robots and Systems

(IROS), pp. 1551�1558, 2017. [10] F. Langer, A. Milioto, A. Haag, J. Behley, and C. Stachniss, �Domain
transfer for semantic segmentation of lidar data using deep neural networks,� 2020 IEEE/RSJ International
Conference on Intelligent Robots and Systems (IROS), pp. 8263�8270, 2020.

[Uni-Stuttgart-B-E3.2.2.4-11] P. Jiang and S. Saripalli, �Lidarnet: A boundary-aware domain adaptation
model for point cloud semantic segmentation,� in 2021 IEEE International Conference on Robotics and
Automation (ICRA), 2021, pp. 2457�2464.

[Uni-Stuttgart-B-E3.2.2.4-12] J. Munro and D. Damen, �Multi-modal Domain Adaptation for Finegrained
Action Recognition,� in Computer Vision and Pattern Recognition (CVPR), 2020.

[Uni-Stuttgart-B-E3.2.2.4-13] J. Vertens, J. ZÂ¨urn, and W. Burgard, �Heatnet: Bridging the day-night
domain gap in semantic segmentation with thermal images,� 2020 IEEE/RSJ International Conference on
Intelligent Robots and Systems

(IROS), pp. 8461�8468, 2020.

[Uni-Stuttgart-B-E3.2.2.4-14] N. Charron, S. Phillips, and S. L. Waslander, �De-noising of lidar point

150



2.4 E3.2.2.4/E3.2.2.5 Ausgewählte Methoden von E2.2.2.4/E2.2.2.5 sind optimiert und Alternativen
wurden ausprobiert.

clouds corrupted by snowfall,� in 2018 15th Conference on Computer and Robot Vision (CRV), 2018, pp.
254�261.

[Uni-Stuttgart-B-E3.2.2.4-15] S. Ben-David, J. Blitzer, K. Crammer, A. Kulesza, F. Pereira, and J.
Vaughan, �A theory of learning from di�erent domains,� Machine Learning, vol. 79, pp. 151�175, 2010.
[Online]. Available: http://www.springerlink.com/content/q6qk230685577n52/

[Uni-Stuttgart-B-E3.2.2.4-16] M. Bijelic, F. Mannan, T. Gruber, W. Ritter, K. Dietmayer, and F. Heide,
�Seeing through fog without seeing fog: Deep sensor fusion in the absence of labeled training data,� in Proc.
IEEE Conf. Computer Vision, 2019.

[Uni-Stuttgart-B-E3.2.2.4-17] X. Du, M. H. Ang, and D. Rus, �Car detection for autonomous vehicle:
Lidar and vision fusion approach through deep learning framework,� in IEEE/RSJ Int. Conf. Intelligent
Robots and Systems, 2017, pp. 749�754.

[Uni-Stuttgart-B-E3.2.2.4-18] L. Schneider, M. Jasch, B. FrÂ¨ohlich, T.Weber, U. Franke, M. Pollefeys,
and M. RÂ¨atsch, �Multimodal neural networks: RGB-D for semantic segmentation and object detection,�
in Scandinavian Conf. Image Analysis. Springer, 2017, pp. 98�109.

[Uni-Stuttgart-B-E3.2.2.4-19] O. Mees, A. Eitel, and W. Burgard, �Choosing smartly: Adaptive multi-
modal fusion for object detection in changing environments,� in IEEE/RSJ Int. Conf. Intelligent Robots
and Systems, 2016, pp. 151�156.

[Uni-Stuttgart-B-E3.2.2.4-20] K. Takumi, K. Watanabe, Q. Ha, A. Tejero-De-Pablos, Y. Ushiku, and T.
Harada, �Multispectral object detection for autonomous vehicles,� in Proc. Thematic Workshops of ACM
Multimedia, 2017, pp. 35�43.

[Uni-Stuttgart-B-E3.2.2.4-21] D. Guan, Y. Cao, J. Liang, Y. Cao, and M. Y. Yang, �Fusion of multispectral
data through illumination-aware deep neural networks for pedestrian detection,� Information Fusion, vol. 50,
pp. 148�157, 2019.

[Uni-Stuttgart-B-E3.2.2.4-22] E. Tzeng, J. Ho�man, K. Saenko, and T. Darrell, �Adversarial discriminative
domain adaptation,� 2017 IEEE Conference on Computer Vision and Pattern Recognition (CVPR), pp.
2962�2971, 2017.

[Uni-Stuttgart-B-E3.2.2.4-23] J. Ho�man, E. Tzeng, T. Park, J.-Y. Zhu, P. Isola, K. Saenko, A. A. Efros,
and T. Darrell, �Cycada: Cycle-consistent adversarial domain adaptation,� in ICML, 2018.

[Uni-Stuttgart-B-E3.2.2.4-24] Y. Chen, W. Li, C. Sakaridis, D. Dai, and L. Van Gool, �Domain adaptive
faster r-cnn for object detection in the wild,� in Computer Vision and Pattern Recognition (CVPR), 2018.

[Uni-Stuttgart-B-E3.2.2.4-25] H.-K. Hsu, W. Hung, H.-Y. Tseng, C.-H. Yao, Y.-H. Tsai, M. Singh, and M.-
H. Yang, �Progressive domain adaptation for object detection,� 2020 IEEEWinter Conference on Applications
of Computer Vision (WACV), pp. 738�746, 2020.

[Uni-Stuttgart-B-E3.2.2.4-26] R. F. B. A. F. D. S. C. B. N. S. Vinicius F. Arruda, Thiago M. Paix~ao
and T. Oliveira-Santos, �Cross-domain car detection using unsupervised image-to-image translation: From
day to night,� in 2019 International Joint Conference on Neural Networks (IJCNN), July 2019.

[Uni-Stuttgart-B-E3.2.2.4-27] T. Kim, M. Jeong, S. Kim, S. Choi, and C. Kim, �Diversify and match:
A domain adaptive representation learning paradigm for object detection,� 2019 IEEE/CVF Conference on
Computer Vision and Pattern Recognition (CVPR), pp. 12 448�12 457, 2019.

151

http://www.springerlink.com/content/q6qk230685577n52/


2 Results TP2

[Uni-Stuttgart-B-E3.2.2.4-28] Z. He and L. Zhang, �Multi-adversarial faster-rcnn for unrestricted object
detection,� 2019 IEEE/CVF International Conference on Computer Vision (ICCV), pp. 6667�6676, 2019.
[Uni-Stuttgart-B-E3.2.2.4-29] P. Su, K. Wang, X. Zeng, S. Tang, D. Chen, D. Qiu, and X. Wang,

�Adapting object detectors with conditional domain normalization,� in Computer Vision � ECCV 2020, A.
Vedaldi, H. Bischof, T. Brox, and J.-M. Frahm, Eds., 2020.
[Uni-Stuttgart-B-E3.2.2.4-30] V. A. Sindagi, P. Oza, R. Yasarla, and V. M. Patel, �Prior-based domain

adaptive object detection for hazy and rainy conditions,� in Computer Vision � ECCV 2020, A. Vedaldi, H.
Bischof, T. Brox, and J.-M.Frahm, Eds., 2020.
[Uni-Stuttgart-B-E3.2.2.4-31] Y. Ganin and V. Lempitsky, �Unsupervised domain adaptation by backprop-

agation,� ArXiv, vol. abs/1409.7495, 2015.
[Uni-Stuttgart-B-E3.2.2.4-32] S. Ren, K. He, R. B. Girshick, and J. Sun, �Faster r-cnn: Towards real-

time object detection with region proposal networks,� IEEE Transactions on Pattern Analysis and Machine
Intelligence, vol. 39, pp. 1137�1149, 2015.
[Uni-Stuttgart-B-E3.2.2.4-33] J.-Y. Zhu, T. Park, P. Isola, and A. A. Efros, �Unpaired image-to-image

translation using cycle-consistent adversarial networks,� 2017 IEEE International Conference on Computer
Vision (ICCV), pp. 2242�2251, 2017.
[Uni-Stuttgart-B-E3.2.2.4-34] W. Zhang, D. Xu, J. Zhang, and W. Ouyang, �Progressive modality co-

operation for multi-modality domain adaptation,� IEEE Transactions on Image Processing, vol. 30, pp.
3293�3306, 2021.
[Uni-Stuttgart-B-E3.2.2.4-35] X. Ma, T. Zhang, and C. Xu, �Deep multi-modality adversarial networks

for unsupervised domain adaptation,� IEEE Transactions on Multimedia, vol. 21, no. 9, pp. 2419�2431,
2019.
[Uni-Stuttgart-B-E3.2.2.4-36] F. Qi, X. Yang, and C. Xu, �A uni�ed framework for multimodal domain

adaptation.� New York, NY, USA: Association for Computing Machinery, 2018. [Online]. Available:
https://doi.org/10.1145/3240508.3240633

[Uni-Stuttgart-B-E3.2.2.4-37] J. Redmon and A. Farhadi, �Yolov3: An incremental improvement,� ArXiv,
vol. abs/1804.02767, 2018.
[Uni-Stuttgart-B-E3.2.2.4-38] S. Gidaris, P. Singh, and N. Komodakis, �Unsupervised representation learn-

ing by predicting image rotations,� in International Conference on Learning Representations, 2018. [Online].
Available: https://openreview.net/forum?d=S1v4N2l0-
[Uni-Stuttgart-B-E3.2.2.4-39] M. Noroozi and P. Favaro, �Unsupervised learning of visual representations

by solving jigsaw puzzles,� in ECCV, 2016.
[Uni-Stuttgart-B-E3.2.2.4-40] D. Pathak, P. KrÂ¨ahenbÂ¨uhl, J. Donahue, T. Darrell, and A. Efros,

�Context encoders: Feature learning by inpainting,� in Computer Vision and Pattern Recognition (CVPR),
2016.
[Uni-Stuttgart-B-E3.2.2.4-41] I. Misra and L. V. D. Maaten, �Self-supervised learning of pretextinvariant

representations,� 2020 IEEE/CVF Conference on Computer Vision and Pattern Recognition (CVPR), pp.
6706�6716, 2020.
[Uni-Stuttgart-B-E3.2.2.4-42] J. Xu, L. Xiao, and A. M. LÂ´opez, �Self-supervised domain adaptation for

computer vision tasks,� IEEE Access, vol. 7, pp. 156 694�156 706, 2019.

152

https://doi.org/10.1145/3240508.3240633
https://openreview.net/forum?d=S1v4N2l0-


2.4 E3.2.2.4/E3.2.2.5 Ausgewählte Methoden von E2.2.2.4/E2.2.2.5 sind optimiert und Alternativen
wurden ausprobiert.

[Uni-Stuttgart-B-E3.2.2.4-43] K. Bousmalis, N. Silberman, D. Dohan, D. Erhan, and D. Krishnan, �Un-
supervised pixel-level domain adaptation with generative adversarial networks,� 2017 IEEE Conference on
Computer Vision and Pattern Recognition (CVPR), pp. 95�104, 2017.
[Uni-Stuttgart-B-E3.2.2.4-44] Y. Sun, E. Tzeng, T. Darrell, and A. A. Efros, �Unsupervised domain adap-

tation through self-supervision,� ArXiv, vol. Abs/1909.11825, 2019.
[Uni-Stuttgart-B-E3.2.2.4-45] A. Geiger, P. Lenz, and R. Urtasun, �Are we ready for autonomous driving?

the kitti vision benchmark suite,� in Conference on Computer Vision and Pattern Recognition (CVPR), 2012.
[Uni-Stuttgart-B-E3.2.2.4-46] T. Gruber, M. Bijelic, F. Heide, W. Ritter, and K. Dietmayer, �Pixelaccurate

depth evaluation in realistic driving scenarios,� in 2019 International Conference on 3D Vision (3DV), 2019,
pp. 95�105.
[Uni-Stuttgart-B-E3.2.2.4-47] M. McCloskey and N. J. Cohen, �Catastrophic interference in connectionist

networks: The sequential learning problem,� in Psychology of learning and motivation. Elsevier, 1989, vol.
24, pp. 109�165.
[Uni-Stuttgart-B-E3.2.2.4-48] A. Bobu, E. Tzeng, J. Ho�man, and T. Darrell, �Adapting to continuously

shifting domains,� 2018.

2.4.12 TransFuser: Imitation with Transformer-Based Sensor Fusion for Autonomous

Driving (Journal Extension) (Uni Tübingen)

Introduction

LiDAR sensors provide accurate 3D information for autonomous vehicles. While LiDAR-based methods have
recently shown impressive results for end-to-end driving, they are evaluated in settings that assume access
to privileged information not available through the LiDAR. This includes test-time access to HD maps and
ground truth tra�c light states. In practice, the information missing in the LiDAR must be recovered from
other sensors on the vehicle, such as RGB cameras. This raises important questions: Can we integrate rep-
resentations from these two modalities to exploit their complementary advantages for autonomous driving?
To what extent should we process the di�erent modalities independently, and what kind of fusion mechanism
should we employ for maximum performance gain? Prior works in the �eld of sensor fusion have mostly
focused on the perception aspect of driving, e.g. 2D and 3D object detection, motion forecasting, and depth
estimation. These methods focus on learning a state representation that captures the geometric and seman-
tic information of the 3D scene. They operate primarily based on geometric feature projections between the
image space and di�erent LiDAR projection spaces, e.g. Bird' s Eye View (BEV) and Range View (RV).
Information is typically aggregated from a local neighborhood around each feature in the projected 2D or
3D space.
We observe that the locality assumption in these architecture designs hampers performance in complex

urban scenarios. For example, when handling tra�c at intersections with multiple lanes, the ego-vehicle needs
to account for interactions between nearby dynamic agents and tra�c lights that are farther away. While
deep convolutional networks can be used to capture global context within a single modality, it is non-trivial
to extend them to multiple modalities or model interactions between pairs of features. To overcome these
limitations, we use the attention mechanism of transformers to tightly integrate global contextual reasoning
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about the 3D scene directly into the feature extraction layers of di�erent modalities. We consider image
and LiDAR inputs since they are complementary to each other, and focus on integrating representations
between these modalities. The inputs are processed by two independent convolutional encoder branches,
which are interconnected using transformers. We call the resulting model TransFuser and integrate it into
an auto-regressive waypoint prediction framework designed for end-to-end driving.
To show the advantages of our approach, we conduct a comprehensive study using the CARLA driving

simulator. We consider a more challenging evaluation setting than existing closed-loop driving benchmarks
(e.g. NoCrash benchmark, NEAT routes) based on the new CARLA version 0.9.10 leaderboard. Our
proposed Longest6 benchmark involves ~1.5km long routes, increased tra�c density, and challenging pre-
crash tra�c scenarios. To tackle these challenges, we incorporate auxiliary supervision signals in a multi-task
learning setup to train TransFuser and several strong baselines. On both the proposed benchmark and the
secret routes of the o�cial CARLA leaderboard, TransFuser achieves a signi�cantly higher driving score than
prior work.
The content presented in this subchapter is originally published at https://ieeexplore.ieee.org/do

cument/9863660, reproduction is permitted. The content is subject to IEEE copyright.
https://arxiv.org/abs/2205.15997
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3
Results TP3

3.1 E3.2.3.1: The concept of predicting and using unlabeled data is

used to extend and improve neural networks. Di�erent

approaches are compared

Over the past few years, the AI �eld has made tremendous progress in building systems that can learn
from massive amounts of carefully labeled data. It has proven successful for training specialist models that
perform extremely well on the tasks they were trained for. However, there's a limit to how far the �eld of AI
can progress with supervised learning alone. Supervised learning is a bottleneck for building AI for autonomy
at scale that can adapt to new scenarios and acquire new skills without massive amounts of labeled data.
It is infeasible to label everything in the world. Therefore, in KI-Delta Learning we are investigating a vast
set of methods in order to utilize unlabeled data that can easily be collected in the automotive �eld. There
are four major paradigms to incorporate unlabeled data into the training process of a model:

� unsuperivsed learning: In unsupervised learning a model learns patterns from unlabelled data, most
commonly it is used for clustering data or for domain adaptation in the automotive setting.

� semi-supervised learning: Semi-supervised learning involves combining labeled data with large amounts
of unlabeled data during the training process. Semi-supervised learning lies between unsupervised
learning and supervised learning.

� self-supervised learning: In self-supervised learning, supervisory signals are obtained from the data
itself, often by leveraging its underlying structure. The main idea is to predict any unobserved or
unobservable part of the input from any observed part of the input. Self-supervised learning is famously
used in NLP, where a part of a sentence is hidden and the model is required to predict the hidden
words from the remaining words.

� weakly supervised learning: In weakly-supervised learning the model is trained on noisy or imprecise
labels, e.g. training a model for semantic segmentaiton based on bounding-box level labels.

3.1.1 Self-Supervised 3D Human Pose Estimation from Videos (MBC-VRU)

The content presented in this subchapter is originally published at https://ieeexplore.ieee.org/docu
ment/9663755, reproduction is permitted. The content is subject to IEEE copyright.
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Introduction

Estimating the 3D human body posture from an image is a long-standing problem in computer vision
with many applications such as trajectory forecasting [MB-VRU-E3.2.3.1-11 ] and gesture recognition [MB-
VRU30]. The main research trend is the end-to-end 3D body pose estimation with deep neural networks
[ MB-VRU-E3.2.3.1-9 , MB-VRU-E3.2.3.1-14 , MB-VRU-E3.2.3.1-16]. In this course, several approaches
[MB-VRU-E3.2.3.1-23 , MB-VRU-E3.2.3.1-21 , MB-VRU24 , MB-VRU-E3.2.3.1-26 ] adopt an o�-the-shelf
2D body pose estimator to predict the 2D joint positions in the image space, followed by a 2D-3D lifting.
Despite the fact that these approaches achieve promising results in standard benchmarks, most of them have
the disadvantage of requiring ground-truth data. Acquiring 3D keypoints is not only expensive, but also
hard to obtain due to the lack of the third dimension when annotating images. This bottleneck signi�cantly
hinders the application in unconstrained scenarios, since it requires annotating new data. Weakly and self-
supervised learning methods relaxed the need of 3D ground-truth body poses by exploiting unpaired 2D and
3D body poses [MB-VRU-E3.2.3.1-28 , MB-VRU-E3.2.3.1-8, MB-VRU-E3.2.3.1-26 ] or multi-view images
[ MB-VRU-E3.2.3.1-5, MB-VRU-E3.2.3.1-15 , MB-VRU-E3.2.3.1-17 ]. Nevertheless, not a single method
explores the temporal information next to the multi-view self-supervision. This work presents a simple and
e�ective approach for temporal 3D human pose estimation using 3D pseudo-labels and a temporal model.

We phrase the 3D human pose estimation problem as a 2D pose estimation followed by a 2D-3D lifting.
During training, we rely on a multiple-view camera system and 2D body pose estimates from each camera
view to create 3D pseudo-labels via triangulation. A temporal convolutional neural network [MB-VRU24 ]
is then trained with the generated 3D ground-truth. To further constrain the 3D search space, we present
the multi-
view consistency objective as a geometrical constraint on the predicted 3D body skeleton. During inference,
our approach receives a sequence of 2D body pose estimates as input to predict the 3D body pose for each
of them. It is important to note that a multiple-view con�guration is only necessary during training.

We empirically show the bene�t of modeling the temporal information over single-frame approaches. We
conduct an extensive evaluation on two publicly available benchmarks, Human3.6M [MB-VRU-E3.2.3.1-
12 ] and MPI-INF-3DHP [MB-VRU-E3.2.3.1-22 ]. Our approach achieves state-of-the-art performance
on Human3.6M, improving upon the previous self-supervised approaches by 25.0%. Our results are also
competitive to the fully supervised approaches, which rely on 3D ground-truth body poses and temporal
information. On MPI-INF-3DHP, our method yields the lowest average error, which outperforms most state-
of-the-art fully-supervised approaches [MB-VRU-E3.2.3.1-9, MB-VRU-E3.2.3.1-14, MB-VRU-E3.2.3.1-16].
In the remainder of the paper, we �rst discuss the related 3D human pose estimation approaches. We
then introduce our self-supervised video based approach and �nally demonstrate that our model achieves
competitive results compared with the state-of-the art fully-supervised methods on standard 3D human pose
estimation benchmarks.

Related Work

Supervised Learning: There is a vast literature on 3D human pose estimation based on ground-truth
labels [MB-VRU-E3.2.3.1-2 , MB-VRU-E3.2.3.1-33 , MB-VRU-E3.2.3.1-21, MB-VRU-E3.2.3.1-20 , MB-
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VRU-E3.2.3.1-23, MB-VRU-E3.2.3.1-24, MB-VRU-E3.2.3.1-34 , MB-VRU-E3.2.3.1-4 ]. While the current
state-of-the-art is completely based on deep neural networks [MB-VRU-E3.2.3.1-33, MB-VRU-E3.2.3.1-23,
MB-VRU-E3.2.3.1-24 ], the prior work also includes graphical models with hand-crafted features, such as
pictorial structures models [ MB-VRU-E3.2.3.1-3]. Most of the currently top-performing methods build on
top of an o�-the-shelf 2D image-based pose estimator for 2D keypoint detection and then perform lifting
to the 3D coordinate space [ MB-VRU-E3.2.3.1-21 , MB-VRU-E3.2.3.1-24 ]. Also, there have been e�orts
in exploring temporal information with deep neural networks. For instance, Pavallo et. al. [ MB-VRU24]
show that video-based 3D body pose can be e�ectively estimated with a fully convolutional model based on
dilated temporal convolutions over 2D keypoints. Despite the remarkable results, these approaches require
ground-truth information during training. Our work reaches similar performance to supervised learning by
only harnessing 3D pseudo-labels.

Unsupervised Learning: Unsupervised learning approaches omit the need of labeling the data. Adver-
sarial learning, for instance compensates for the lack of ground-truth information [MB-VRU-E3.2.3.1-6 ,
MB-VRU-E3.2.3.1-26, MB-VRU-E3.2.3.1-17 ] by imposing a geometric prior on the 3D structure. Chen et.
al. [ MB-VRU-E3.2.3.1-6] introduce the project-lift-project training strategy. The approach is motivated
by the fact that predicted 3D skeletons can be randomly rotated and projected without any change in the
distribution of the resulting 2D skeletons. While the adversarial training arguably removes the dependence
on data annotation, it is inherently still ambiguous as multiple 3D poses can map to the same 2D keypoints.
Wandt et. al. [MB-VRU-E3.2.3.1-29 ] propose to alleviate the modeling ambiguity of the 3D body pose by
projecting the 2D detections from one view to another view via a canonical pose space. Noteworthy, these
works, although e�ective, still need adversarial learning and are far inferior to fully supervised approaches. In
this work, we present a simpler yet more e�ective approach, which learns a temporal model from body pose
estimates and multiple-view geometry. As our experiments show, we achieve better performance without
the need for adversarial learning.

Self- and Weakly-Supervised Learning: Self and weakly- supervised approaches tackle the generaliza-
tion problem by learning a meaningful representation from unlabeled samples in other domains. The supervi-
sion stems from unpaired 2D and 3D body pose annotations [ MB-VRU-E3.2.3.1-28, MB-VRU-E3.2.3.1-8] or
from multi-view images [ MB-VRU-E3.2.3.1-5, MB-VRU-E3.2.3.1-15]. Kocabas et. al. [MB-VRU-E3.2.3.1-
15 ] triangulate 2D pose estimates in a multi-view environment to generate pseudo-labels for 3D body pose
training. Wandt et. al. [ MB-VRU28] propose the re-projection network to learn the mapping from 2D
to the 3D body pose distribution using adversarial learning. In particular, the critic network improves the
generated 3D body pose estimate based on the Wasserstein loss [ MB-VRU-E3.2.3.1-1 ] and unpaired 2D
and 3D body poses. Similarly, Drover et. al. [ MB-VRU-E3.2.3.1-8] rely on a discriminator network for
supervision of 2D body pose projections. However, the method additionally utilizes 3D ground-truth data
to generate synthetic 2D body joints during the training. Kundu et. al. [MB-VRU-E3.2.3.1-17 ] present a
self-supervised 3D pose estimation approach with an interpretable latent space. To better generalize across
scenes and datasets, the approach still relies on unpaired 3D poses. Tripathi et. al. [ MB-VRU-E3.2.3.1-26]
propose a method to regress the 3D keypoints by incorporating the temporal information next to the adver-
sarial objective. A network distillation is employed for additional supervision. Instead of adversarial learning
with unpaired 3D poses, we rely on a multi-view system to reach the same goal. Di�erent from all these
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methods, we are the �rst to leverage multi-view video sequences via self-supervised learning.

Method

We present our approach to infer the 3D body pose of a single person in video sequences. Instead of
performing 3D body pose estimation directly on each image frame, we extract 2D body pose estimates y0,
. . . , yT over time T, which composes the input to our approach. Our goal is to regress the 3D body pose
Y0, . . . , YT for each 2D pose estimate, where the 3D body pose Yt ∈ R3ÖN at the time step t ∈ T
consists of N joints. We describe the 2D-to-3D body pose mapping as:

(3.1)

where f : R2ÖN ÖT � R3ÖN ÖT corresponds to the mapping function. We approximate the mapping
function with a convolutional neural network that is parametrized by θ. Learning the model parameters
is normally performed with ground-truth information. In this work, we propose to learn the model parameters
with supervision, which we derive from a multiple-view camera system and 2D body pose estimates.

We assume having access to a multiple-view time-synchronized system with C cameras and an o�-the-
shelf 2D body pose detector. During training, a 2D pose sequence (yc,0, . . . , yc,T ) from a camera c
is subsequently fed to the convolutional neural network fθ to predict the 3D body poses. To constrain the
three-dimensional search space of possible poses, we make use of multiple-view geometry to obtain pseudo
3D body poses for Ltri. The triangulation loss Ltri minimizes the di�erence between the 3D body pose
predictions Y and triangulated poses ^Ytri (set as ground-truth). To ensure a view consistency, we rely
on the geometric consistency loss Lcon, which enforces the network to learn poses that are view invariant.
The estimated keypoints from two di�erent views can be transformed to each other via a known rigid
transformation (Translation and Rotation). The proposed learning approach is then self-supervised with the
geometric loss functions, namely the input triangulation Ltri and the geometric consistency Lcon. MBC-
E3.2.3.1-Fig. 2 shows the overall framework of our proposed method. Note that our learning algorithm
makes use of all available camera views during training, while the inference is single-view. Next, we present
the motivation and elements of the proposed loss functions in detail.

Triangulation Loss: We make use of the Direct Linear Triangulation (DLT) [ 10] method for obtaining
the 3D keypoint position from the 2D body pose estimates. We apply the same approach to all body
pose landmarks. We consider the obtained 3D human pose estimate ^Ytri as ground-truth. The input
triangulation loss is de�ned by:

(3.2)

whereτw → c() corresponds to the transformation from the world coordinate system w to the camera
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Figure 3.1: MBC-E3.2.3.1-Fig-2: llustration of our self-supervised temporal 3D human pose estimation
approach.

coordinate system c. It is given by:

(3.3)

where Rw → c ∈ R33 denote the rotation matrix and Tw → c ∈ R31 for the corresponding translation
vector. Since the triangulation loss highly depends on the quality of the detected landmarks for each camera
view, relying only on the input triangulation would make the 3D body poses �xed during the training. The
errors of 3D reconstruction will then directly propagate to the network fθ . To this end, we propose to
transform each predicted pose to another camera view using the geometric consistency loss, as presented
below.

Geometric Consistency Loss: The goal of the geometric consistency loss is to ensure that the predicted
3D body pose is consistent across di�erent views. Speci�cally, the 3D body pose Y, when accordingly
rotated and translated should be consistent with the corresponding pose in the second view, regardless of
the 2D body pose input. Based on this observation, we use the consistency loss that is given by:

(3.4)

where τc´ → c(·) corresponds to the transformation from the camera c´ to the camera c coordinate
system. It is de�ned as:
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Figure 3.2: Algorithm 1: 3D Human Pose Estimation Training

(3.5)

Moreover, the camera transformation is given by:

(3.6)

Complete Objective: With the geometric consistency loss, the model learns to predict body poses
that are robust to camera view changes. Due to the fact that the ground-truth 3D body pose is unknown
during training, the multi-view consistency is used as a form of self-supervision. Enforcing only multi-view
consistency is not su�cient to infer accurate 3D body poses across di�erent camera views, since it will lead
to a degenerate solution where all keypoints collapse to the same pose. To this end, both the triangulation
loss Ltri and Lcon are used to train the network fθ . To learn the parameters θ, we train our model
based on the proposed loss functions and the training samples from all camera views. We obtain the model
parameters by minimizing the following objective:

(3.7)

A summary of the training of our method is illustrated in Algorithm 1
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Experiments (implementation details, experimental results)

We quantitatively evaluate our method on two 3D human pose estimation benchmarks, namely the Hu-
man3.6M [ MB-VRU12 ] and MPII-INF-3DHP [ MB-VRU22]. For Human3.6M, we train our model on
�ve subjects (S1, S5, S6, S7 and S8) and evaluate on two subjects (S9 and S11). We use three evalua-
tion protocols: Protocol 1 refers to the Mean Per Joint Position Error (MPJPE). Protocol 2 results in the
Mean Per Joint Position after procrustes alignment to the ground-truth 3D poses by a rigid transformation
(PMPJPE) and Protocol 3 aligns the predicted poses with the ground-truth only in scale (N-MPJPE). For
MPI-INF-3DHP [ MB-VRU-E3.2.3.1-22 ], which is a recently published dataset with 8 actors performing
8 actions. we also follow the standard protocol [MB-VRU-E3.2.3.1-22 ]: The �ve chest-height cameras,
which provide 17 joints (compatible with Human3.6M [ MB-VRU-E3.2.3.1-12]) are used for training. For
evaluation, we use the o�cial test set which includes challenging outdoor scenes. We report the results
by means of 3D Percentage of Correct Keypoints (PCK) with a threshold of 150mm and the correspond-
ing Area Under Curve AUC so that we are consistent with [MB-VRU-E3.2.3.1-28, MB-VRU-E3.2.3.1-22,
MB-VRU-E3.2.3.1-9, MB-VRU-E3.2.3.1-16].

Implementation details: Our network is a fully convolutional architecture with residual connections and
dilated convolutions [ MB-VRU-E3.2.3.1-24 ]. Unlike recurrent structures that do not support parallelization
over time and tend to drift over long sequences [MB-VRU-E3.2.3.1-24], dilated temporal convolutions are
computationally e�cient and maintain the long-term coherence. We choose four di�erent frame sequence
lengths when conducting our experiments, i.e.f = 1, f = 27, f = 81, f = 243. The in�uence of the number
of frames is discussed in section 4.5. Pose �ipping is applied as data augmentation during training. We train
our model using the Adam optimizer for 60 epochs with weight decay of 0.1. An exponential learning rate
decay schedule with the initial learning rate of 2e-4 and decay factor of 0.98 after each epoch is adopted.
The batch size is set to 1024. As a 2D pose detector, we used, following [MB-VRU24] the cascaded pyramid
network (CPN) [MB-VRU-E3.2.3.1-7]

Human3.6M Evaluation: We �rst report the result of all single 15 action on the Human3.6M dataset
and compare with state-of-the-art approaches. The results in MB-VRU-Tab. 2 and MB-VRU-Tab. 3,
show that our self-supervised method outperforms all weakly and self-supervised methods by a large margin.
Our approach also compares favorably to the state-of-the-art fully-supervised approaches. It achieves an
MPJPE of 50.6mm, which is only 3mm higher than the supervised approach from [ MB-VRU24 ] using 3D
ground-truth keypoints and 26mm better than [ MB-VRU-E3.2.3.1-15] that is relying only on multi-view
geometry. For protocol 2, we also obtain the best overall result of 40.0mm as shown in MBC-E3.2.3.1-Tab.
3. This clearly demonstrates the advantage of incorporating the temporal information over single-frame
approaches. Compared to the self-supervised approach of [MB-VRU26 ], which makes use of unpaired 3D
pose keypoints next to the temporal information, our approach still yields an error reduction of 33.2%. In
addition, our method reaches more accurate pose predictions than the fully-supervised approach of Pavallo
et. al. [ MB-VRU-E3.2.3.1-24] on di�cult actions like SittingDown, WalkDog, Photo. MBC-E3.2.3.1-Fig. 3
provides a visual comparison between the predicted poses and the ground-truth 3D body poses. We evaluate
our self-supervised approach on the three challenging actions Directions, WalkDog, Greeting and show that
our network is able to infer the 3D body poses in an accurate way.
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Figure 3.3: MBC-E3.2.3.1-Fig-3: Qualitative results on Human3.6M dataset

Table 3.1: MBC-E3.2.3.1-Tab-1: Results on the Human3.6M dataset. Comparison of our self-supervised
approach with state-of-the-art weakly- and fully-supervised methods following evaluation Protocol-I (without
rigid alignment) individually for all 15 actions. All values are given in mm.

162



3.1 E3.2.3.1: The concept of predicting and using unlabeled data is used to extend and improve neural
networks. Di�erent approaches are compared

Table 3.2: MBC-E3.2.3.1-Tab-2: Results on the Human3.6M dataset. Comparison of our self-supervised
approach with state-of-the-art weakly- and fully-supervised methods following evaluation Protocol-II (with
rigid alignment) individually for all 15 actions. All values are given in mm.

Table 3.3: MBC-E3.2.3.1-Tab-4: Evaluation results for the MPII-INF-3DHP dataset.

MPII-INF-3DHP Evaluation: We report the results on the MPII-INF-3DHP dataset in MBC-E3.2.3.1-
Tab. 4 and compare to other state-of-the-art approaches. For a fair comparison, our model utilizes the
same 2D pose keypoints as in [ MB-VRU-E3.2.3.1-15]. Our method signi�cantly outperforms all weakly
and self-supervised approaches across di�erent evaluation metrics and obtains 30% better PCK than [
MB-VRU-E3.2.3.1-15 ] that also uses multiple-view geometry. This clearly demonstrates the advantage
of incorporating the temporal information in a multi-view setting. Our method yields the lowest average
PMPJPE of 51.1mm as shown in Tab. 4, which is comparable to most state-of-the-art method. We
also quantitatively evaluate the performance on MPII-INF-3DHP given a model trained on Human3.6M.
Without any training or �ne-tuning, our model reaches a PCK of 74%, which is better than previous weakly-
and self-supervised approaches [ MB-VRU25, MB-VRU14 , MB-VRU-E3.2.3.1-9, MB-VRU-E3.2.3.1-16 ,
MB-VRU-E3.2.3.1-13 , MB-VRU-E3.2.3.1-15 , MB-VRU-E3.2.3.1-6 , MB-VRU-E3.2.3.1-19] trained on this
dataset. These results suggest that the generalization is signi�cantly improved by incorporating the temporal
information and the self-consistency reasoning. To further demonstrate the e�ectiveness of our training
strategy, we qualitatively evaluate our approach on constrained indoor scenes and complex outdoor scenes,
covering a notable diversity of poses. As shown in MBC-E3.2.3.1-Fig-4, our approach is able to generalize
across unseen poses, appearances and subjects.
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Figure 3.4: MBC-E3.2.3.1-Fig-4: Qualitative results on MPII-INF-3DHP
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Discussion & Conclusion

We presented an approach for 3D human pose estimation that explores the body pose temporal information
combined with multi-view self-supervision. Our method requires a multi-view con�guration only during
training to obtain 3D body pose estimates by triangulation. The obtained pseudo-labels are then used to
train a temporal convolutional neural network by additionally employing a geometric multi-view consistency
constraint. During inference, our approach predicts the 3D body pose of a single individual from a sequence
of 2D body pose estimates. In our experiments, we can achieve a performance that is competitive to fully-
supervised learning. Without �ne-tuning or retraining, our model is able to generalize to di�erent scenes in
the wild. Finally, we further examined the contribution of each loss function and the impact of di�erent 2D
body pose detectors.
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3.1.2 Towards Unsupervised Open World Semantic Segmentation (BUW)

The content presented in this subchapter is originally published at https://proceedings.mlr.press/v1
80/uhlemeyer22a.html, reproduction is permitted. The content is subject to Creative Commons copyright
license (Creative Commons Attribution 4.0 International License).

Introduction

Figure 3.5: BUW-3.2.3.1-Fig-1: Top Left: Image & novelty annotation, Right: Prediction quality estimation,
Bottom Left: Prediction of the initial DNN, Right: Prediction of our extended DNN

BUW-3.2.3.1-Fig-1: Comparison of the semantic segmentation predictions of an initial DNN (bottom left)
whose semantic space does not include the category bus and a DNN which is incrementally extended by
this novel class (bottom right, novel class in orange) for an image from the Cityscapes dataset. The novel
class is highlighted in orange (top left). Further, the initial prediction exhibits a low prediction quality (top
right) on pixels belonging to the novel objects, which is indicated by red color.

Semantic segmentation is a computer vision task that terms the classi�cation of image data on pixel level.
State-of-the-art approaches are based on deep convolutional neural networks (DNNs) [1][2][3], bene�ting
from �nely annotated datasets, e.g. for automated driving [4][5][6][7]. However, DNNs for semantic seg-
mentation are usually trained on a prede�ned, closed set of classes. This closed world setting assumes, that
all classes present during testing were already included in the training set. In an open world setting, this
assumption does not hold. In particular for safety-critical open-world applications like perception systems
for automated driving, it is indispensable that neural networks recognize previously unseen objects instead
of wrongly assigning them to one-of-the-known classes. In addition, they must constantly adapt to evolving
environments.
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Some terms often used interchangeably for anomaly are outlier, out-of-distribution (OoD) object and
novelty. As there is no clear convention on how to distinguish these terms, we de�ne them as subcategories of
anomalies: outliers and OoD objects denote noise or samples drawn from another distribution than the model
was trained on, respectively. In this work, we are seeking novelties, which we de�ne as previously-unseen
objects that constitute a new concept, i.e., objects of the same category appear frequently. In automated
driving, detecting and learning those novel classes becomes necessary, e.g. due to new appearances like
e-scooters or due to local specialities like boat trailers near the sea. The concept of detecting and learning
novelties was �rst introduced in [8] as open world recognition.
Open world recognition for di�erent computer vision tasks is an emerging research area [8][9][10][11], still
only little explored for unsupervised methods [12][13], yet.

We propose a new and modular procedure for learning new classes of novel objects without any handcrafted
annotation:

1. Anomaly segmentation to detect suspicious objects,

2. clustering of potentially novel objects,

3. creation of so-called pseudo labels, and

4. incremental learning of novel classes.

In the following, we will outline each of these four steps in more detail.

For the �rst step, we post-process the predictions of an underlying semantic segmentation DNN via a
meta regressor, that estimates the quality of the predicted segments (connected components of pixels in the
segmentation mask), similar as proposed in [14][15][16]. The segment-wise quality score is obtained on the
basis of aggregated dispersion measures and geometrical information, i.e., without requiring ground-truth.
The predicted segmentation mask on anomalous objects is often split into several segments. To this end, we
�rst aggregate neighboring segments, i.e., segments that have at least one adjacent pixel each, with quality
estimates below some threshold, into (potentially) anomalous objects.

For the second step, we adapt the idea introduced in [17] to gather segments with poor prediction quality
and to cluster them into visually related neighborhoods.
Therefore, all anomalies (of su�cient size) are cropped out in the RGB images and the resulting image
patches are fed into a convolutional neural network (CNN), e.g. for image classi�cation.
To obtain comparable information about the anomalies, we then extract the features provided by the penul-
timate layer of the CNN, i.e., right before the �nal classi�cation layer. By reducing the dimensionality of
these features up to two, we enable the use of low-dimensional, unsupervised clustering techniques, such as
[18][19].

As third, we obtain pseudo labels for novel classes in an automated manner: each (large / dense enough)
cluster constitutes a novel category, and each pixel belonging to a clustered object is assigned to the
appropriate (not necessarily named) class. More precisely, the prediction of the segmentation model is
updated at those pixel positions to the next "free" label ID.
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Finally, the segmentation network is incrementally extended by these novel classes (see BUW-3.2.3.1-Fig-1
for an example). To this end, we apply established incremental learning methods [20][21]. However, these
are mainly examined for supervised learning tasks, while we do not include any hand-labeled new data. This
last two steps were never done in literature so far.

We perform �ve experiments, following a hierarchical structure of complexity. For the �rst three experi-
ments, the initial segmentation network is trained on the Cityscapes dataset, but on di�erent subsets of the
available training classes. Here, we do not change the data itself, but the training IDs of the Cityscapes
classes. For the other experiments, we start with an initial segmentation network that is trained on Cityscapes
and test our method on the A2D2 dataset. For those, we have a mapping between the Cityscapes and the
A2D2 classes. For most Cityscapes classes, there is a matching class in A2D2. In some cases, A2D2 has
coarser classes, e.g. we map the Cityscapes classes vegetation and terrain to the A2D2 class nature.

To outline our contributions, we demonstrate in our experiments that our method is able to incrementally
extend a neural network by novel classes without collecting or annotating novelties manually. To the best of
our knowledge, we are the �rst to introduce an unsupervised approach for open world semantic segmentation
with DNNs. Fine-tuning neural networks on automatically created pseudo-labels instead of human-made
annotations is economically valuable. We observe in all experiments, that even a poor labeling quality is
su�cient to learn novel classes, achieving IoU values around 40%. Further, the amount of new data was
less than 100 images, respectively. Unsupervised open world semantic segmentation therefore is a powerful
tool for open world applications, that provides an enormous potential for future improvement.

Related Work

In this section, we �rst review anomaly detection methods and brie�y go into class discovery approaches.
Then we describe di�erent strategies for class-incremental learning. Finally, we give an overview of existing
work on open world computer vision tasks.

Novelty Detection.

The detection of anomalous objects in general is a key task in many machine learning applications. Early
works estimate the prediction uncertainty, e.g. by uncertainty measures derived from the softmax probability
[22][23]. Uncertainty-based approaches can be further improved by integrating anomalous data into the
training procedure [24][25]. Another line of works employs generative models such as autoencoders (AEs) or
generative adversarial models (GANs) to reconstruct or synthesise images and measure the reconstruction
quality. Various of those novelty detection methods are described in [26], not only reconstruction-, but also
density- or distance-based. A benchmark for anomaly segmentation, i.e., anomaly detection methods for
semantic segmentation, was recently published in [27], providing a cleaner comparison of proposed methods.
Given a set of anomalies, the prevailing approach for class discovery is to form clusters based on some
similarity measure or intrinsic features with traditional clustering methods. A detailed survey of image
clustering has been published in [28].

Class-Incremental Learning.

Class-incremental learning refers to the extension of a neural network' s semantic space by further, pre-
viously unknown, classes. This extension is achieved by �ne-tuning a model on additional, usually human-
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annotated data [29][30][31][32], whereas in this work we only provide pseudo labels for these new images.
The primary issue to tackle when re-training a neural network is to mitigate the performance loss on previ-
ously learned classes, commonly known as catastrophic forgetting [33]. To this end, we employ two di�erent
strategies: �rst, we penalize large variations of the softmax output (compared to the one of the original
network) [20], second we utilize a subset of the previously-seen training data [21].

The �rst strategy belongs to the category of regularization based approaches, or more speci�cally to
knowledge distillation methods. These were originally developed to distill knowledge from sophisticated
into simpler models [20], i.e., for model compression. Thereupon, distillation methods have been evolved
for incremental learning in image classi�cation [30][34][35][29][36], some of which were later adapted to
semantic segmentation [31][32][37].

The second approach belongs to so-called rehearsal methods [21], were old training data is included in
the re-training process [38][39].

Open World.

The open world setting was �rst introduced in [8] for image classi�cation. The authors formally de�ne
the solution of open world recognition problems as a tuple, consisting of a recognition function, a novelty
detector, a labeling process and an incremental learning function. Ideally, these steps should be automated,
however, most approaches presume a supervised setting, i.e., they require ground-truth for detected novelties.
In summary, open world recognition covers the entire process from discovering up to learning novel classes.

A supervised solution for open world object detection is presented in [9], based on contrastive clustering, an
unknown-aware proposal network and energy based unknown identi�cation. A similar approach was proposed
in [10] for open world semantic segmentation, where novel classes are learned via few-shot learning. In [12],
an unsupervised method to obtain pseudo labels for image classi�cation based on cluster assignments is
introduced. There exists also some prior work for unsupervised open world semantic segmentation [13],
however, the segmentation mask is obtained via agglomerative clustering of superpixels and there is no
update of the neural network at all. While it is capable of creating ad hoc novel classes unsupervisedly on
given images, it does not create a consistent semantic category over multiple images.

Our work introduces an open world semantic segmentation framework, where a neural network is incre-
mentally extended by novel classes. These classes are discovered and labeled without any human e�ort.
Therefore, our work goes beyond all existing approaches in this research area.

Discovery of Unknown Semantic Classes

Whether a class is novel or not depends on the neural network' s underlying set of known classes C = 1, . . . , C

. Let f : X → (0, 1)|H|×|W|×|C| be a semantic segmentation DNN which is trained on the classes in C
, mapping an image x ∈ X ⊆ [0, 1]|H|×|W|×3 onto its softmax probabilities for each pixel z ∈ H × W
. Then, fz,c(x) ∈ (0, 1) denotes the probability with which the model f assigns some pixel z to a class
c ∈ C . As decision rule, we apply the argmax function, i.e., we obtain the semantic segmentation mask
m(x) ∈ C|H|×|W| with mz(x) = argmaxc∈Cfz,c(x) . In the following, we will estimate the prediction quality
on a segment-level instead of pixel-wise, employing a meta regression approach that was �rst introduced in
[15]. On that account, we denote a segment, i.e., a connected component of pixels that share the same
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Figure 3.6: BUW-3.2.3.1-Fig-2: Illustration of the overall framework.

class in m(x) , as k ∈ K(x) .
Uncertainty Metrics and Prediction Quality Estimation.

We consider novelties as none-of-the-known objects, i.e., they di�er semantically from the model' s training
data. Assuming that the segmentation DNN produces unstable predictions on these unexplored entities,
various measurable phenomena occur. For instance, the model exhibits a high prediction uncertainty. This
is quanti�ed by dispersion measures as the softmax entropy, probability margin or variation ratio, which we
compute pixel-wise via

Ez(f(x)) = −
1

log(|C|)
∑
c∈C

fz,c(x) log(fz,c(x)) , (3.8)

Dz(f(x)) = 1−max
c∈C

fz,c(x) + max
c∈C\mz(x)

fz,c(x) , (3.9)

Vz(f(x)) = 1−max
c∈C

fz,c(x) , (3.10)

respectively. These are then averaged over the segments k ∈ K(x) . Moreover, we examine some geometri-
cal properties of the segments, such as their size, i.e., the number of pixels |k| contained in k , their shape
or their position in the image. For in-depth details on the constructed metrics, we refer to [15].
By feeding these metrics into a meta regression model, we obtain prediction quality estimates for each seg-
ment k ∈ K(x) , which we denote by s(k) ∈ [0, 1] . These quality estimates approach the true segment-wise
Intersection over Union (IoU) with reasonably high accuracy [15]. To �t the meta regressor, we compute the
metrics plus the true IoU values of all segments included in the training data of the segmentation network.
This meta model is then applied to unseen data, i.e., data that was not included in the training of f , for
the purpose of anomaly segmentation. Here, we consider a segment k to be anomalous, if its quality score
is below some prede�ned threshold τ ∈ [0, 1] , i.e., if s(k) < τ . By that, we identify individual segments as
unknown, however, the segmentation mask of unknown objects usually consists of several segments, i.e., of
di�erent predicted classes. As we can uniquely assign each pixel z to a segment k(z) , we obtain a binary
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pixel-wise classi�cation mask a ∈ 0, 1|H|×|W| via

az = 1s(k(z))<τ˜˜∀z ∈ H ×W , (3.11)

where the class label 1s(k(z))<τ = 1 indicates anomalous pixels. Finally, the connected components in the
anomaly mask a merge adjacent anomalous segments into anomalous objects. Under ideal conditions,

1. the semantic segmentation network performs perfectly on in-distribution data,

2. the meta model detects all (but only) unknowns, and

3. novel objects of di�erent classes are separable.

Embedding and Clustering of Image Patches.

Image clustering usually takes place in a lower dimensional latent space due to the curse of dimensionality. To
this end, we feed image patches tailored to the anomalies into an image classi�cation CNN, which is trained
on the ImageNet dataset [40] with 1000 classes. Their feature representations are further compressed,
resulting in a two-dimensional embedding space as illustrated in BUW-3.2.3.1-Fig-2 (left).
We apply two commonly used dimensionality reduction techniques. For complexity reasons, we compute the
�rst 50 principal components [41] before deploying the better performing t-SNE method [42] with Euclidean
distance as similarity measure.
This procedure for image embedding is adopted from [17], where the authors evaluated several feature

extractors, distance metrics and feature dimensions. We employ the best performing setup in this quantitative
analysis to obtain clusters of visually related image patches.
Beyond that, we identify these clusters using the DBSCAN [18] algorithm. This clustering method requires
two hyperparameters, namely the radius ε ∈ R that de�nes a neighborhood Bε(·) and a threshold Nmin ∈ N
regarding the number of data points within this ε -neighborhood. Let E = e1, e2, . . . ⊂ R2 denote the set
of the embedded features. Then, an embedding is considered a core point, if and only if it has at least Nmin

neighbors, i.e.,
ei ∈ E is core point ⇔ ej ∈ E : ej ∈ Bε(ei)| ≥ Nmin . (3.12)

The algorithm further distinguishes between border points, i.e., embeddings that are not core points them-
selves, but belong to a core point' s neighborhood, and noise else. To mitigate the risk of failures, i.e.,
objects from a di�erent category in the novel clusters, we only consider the core points. We further reject
embeddings representing image patches that are smaller than some prede�ned size. The cluster with the
most remaining core points (or all clusters that involve "enough" core points) will be used to extend the
segmentation network by new classes (BUW-3.2.3.1-Fig-2, right).
Novelty Segmentation.

Using pseudo labels instead of manually annotated targets is a cost-e�cient (in the sense of human e�ort)
method of training neural networks on unlabeled data.
For the sake of simplicity we assume that exactly one cluster is returned by the aforementioned procedure.
For some image x ∈ X , we denoted the predicted segmentation mask by m(x) and the respective segments
by K(x) . Let Knovel(x) ⊆ K(x) describe the set of segments k ∈ K(x) that are also included in the
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Figure 3.7: BUW-3.2.3.1-Fig-3: Top Left: Image from A2D2, Right: Semantic segmentation prediction,
Bottom Left: Prediction quality estimation from 0 (red) to 1 (green), Right: Pseudo ground-truth Novelty
segmentation: Example for obtaining pseudo ground-truth with regard to some image patch (outlined in
red). If segments inside the red box exhibit quality estimates below some prede�ned threshold, they are
"re-labeled" in the segmentation mask.
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Figure 3.8: BUW-3.2.3.1-Fig-4: Top Left: Novelty pseudo ground-truth, Right: Classes predicted by initial
DNN, Bottom: Histogram plot showing the relative frequencies of predicted classes for instances of the
novel class, together with an exemplary image.

considered cluster. If Knovel(x) ̸= ∅ , i.e., image x (probably) contains the novel class, we include the tuple
(x, ỹ(x)) ∈ X × 1, . . . , C + 1|H|×|W| into the re-training data DC+1 for learning the novel class C + 1 .
Here, ỹ(x) denotes the pseudo label, where

ỹz(x) =

C + 1 , if k(z) ∈ Knovel(x)

mz(x) , otherwise
. (3.13)

An example for acquiring pseudo ground-truth for one image is given in BUW-3.2.3.1-Fig-3.
In the following section we extend the segmentation DNN f by �ne-tuning it on DC+1 .

Extension of the Model' s Semantic Space

In this section we describe our approach to semantic incremental learning with the pseudo ground-truth
acquired by novelty segmentation. Starting from our initial segmentation model f , we are seeking an
extended model g : X → (0, 1)|H|×|W|×(C+1) that retains the knowledge of f while additionally learning
the novel class DC+1 . Denote the extended semantic space by C+ = C ∪C + 1 . In more detail, we replace
the ultimate layer of f and reinitialize only the a�ected weights to obtain the initial model g for re-training,
i.e., the model we train on the newly collected data DC+1 . As loss function we apply a weighted cross
entropy loss [43], denoted by lce,ω . The class-wise weights ωc ∈ (0, 1] , c ∈ C+ , are recalculated for each
batch based on the inverse class frequency to alleviate class imbalances.

To mitigate the problem of catastrophic forgetting [33], we pursue two strategies, namely knowledge
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distillation [20] and rehearsal [21].
Knowledge distillation in class-incremental learning aims at minimizing variations of the softmax output re-

stricted to only the old classes c ∈ C . This is realized by an additional distillation loss function [44] ld , where

ld(g(x), f(x)) := − 1

|H||W|
∑

z∈H×W

∑
c∈C

fz,c(x) log(gz,c(x)) . (3.14)

Overall, we aim at minimizing the objective

L := λ E[lce,ω(g(x), ỹ(x))] + (1− λ) E[ld(g(x), f(x))], λ ∈ [0, 1] (3.15)

with λ regulating the impact of the distillation loss.
Rehearsal methods propose to replay (some of) the data Dtrain ⊂ X ×C|H|×|W| seen during the training

of the initial model f . We select a subset Dknown ⊆ Dtrain that contains as much data as DC+1 . This
subset is chosen largely at random, but in such a way that it involves classes, that are

1. not or rarely present in DC+1 (class frequency), or

2. similar or related to the novel class.

As there is no measure for the second case, we identify those classes by considering the frequency, with
which a class is predicted by f on pixels assigned to the novel class. This is, for all data (x, ỹ(x)) ∈ DC+1

and classes c ∈ C , we sum up the number of pixels z ∈ H ×W where ỹz(x) = C + 1 ∧mz(x) = c .
An example is given in BUW-3.2.3.1-Fig-4, where the classes truck, train and car are the most frequently
predicted classes for instances of the novel class bus.

Experimental Setup & Evaluation

We evaluate our approach on the task of detecting and incrementally learning novel classes in tra�c scenes,
for which there exist large datasets such as Cityscapes [4] and A2D2 [5]. To this end, all evaluated segmen-
tation DNN' s were trained on a training split and only on a subset of all available classes. We then perform
our experiments on a test split of the same dataset on which the DNN was trained in order to extent it by
exactly one or even multiple novel classes. We measure the performance of the extended models computing
the evaluation metrics intersection over union (IoU), precision and recall for a validation set.
Experimental Setup.

As segmentation DNNs we employ the DeepLabV3+ [1] and the PSPNet [3]. The �rst is trained for
di�erent subsets of known classes on the Cityscapes dataset. Moreover, both models are pretrained on
Cityscapes with all 19 classes and then �ne-tuned on the A2D2 dataset. Here we use a label mapping
between both datasets through which 14 classes remain.
We perform �ve experiments: For the �rst three experiments, a DeepLabv3+ with a WideResNet38

backbone is trained on the Cityscapes dataset, where 1) the classes person & rider, 2) the class bus and 3)
the classes person & rider, bus and car are excluded. In a fourth experiment, a DeepLabv3+ as well as a
PSPNet based on a ResNet50 backbone are �ne-tuned on the A2D2 dataset, for which we speci�ed subsets
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for training, testing and validation, including 2975, 1355 and 451 annotated images, respectively. Then, we
also apply our method to the A2D2 dataset without prior �ne-tuning, i.e., under a domain shift, employing
a DeepLabV3+ trained on Cityscapes.
Our experiments follow a hierarchical structure with increasing complexity:

1. Construction of a "well" separated category (human),

2. Construction of a category in the midst of known similar categories (bus),

3. Construction of multiple novel categories (human, bus and car),

4. Construction of a new category under domain shift with ground truth for known classes (guardrail,
with �ne-tuning),

5. Construction of a new category under domain shift without ground truth (guardrail, without �ne-
tuning).

Each of those initial DNNs is employed to predict the semantic segmentation masks for the images
contained in the respective test set. For the segment-wise prediction quality estimation, we apply a gradient
boosting model to obtain the quality scores s(k) ∈ [0, 1] for each segment k ∈ K(x) and image x in the
test set. The threshold for anomaly detection is set to τ = 0.5 , i.e., a segment k ∈ K is considered as
anomalous, if s(k) < 0.5 . To extract features of the detected anomalies, we employ a DenseNet201 [45],
trained on the ImageNet dataset [40] with 1000 classes. Note that the DBSCAN hyperparameters have to
be selected dependent on the density of the desired clusters.
For the class-incremental extension of an initial DNN f , we replace its �nal layer to obtain a larger DNN

g . Only the decoder of this model is trained for 70 epochs on the newly collected data DC+1 together
with the replayed data Dknown . We use random crops of size 1000 × 1000 pixels, the Adam optimizer
with a learning rate of 5 · 10−5 and a weight decay of 10−4 . Further, the learning rate is adjusted after
every iteration via a polynomial learning rate policy [46]. The distillation loss and the cross-entropy loss are
weighted equally in the overall loss function, i.e., λ = 0.5 (analogously to [32]).
As the �ve experiments struggle with di�erent issues, the experimental setup slightly di�ers. For the �rst

case, we construct the novel category human, which is "well" separable from all known classes, to enhance
the purity of the "human cluster" and to simplify the learning of novel objects. However, we observe that
the DNN tends to "overlook" many humans, i.e., they are assigned to the class predicted in the background,
e.g. to the road class. As a consequence, the segment-wise anomaly detection fails to detect such persons,
which is why these will be assigned to other classes in our acquired pseudo ground-truth. To not distract
the extended segmentation network, we modify the pseudo labels by ignoring all known classes c ∈ C during
the incremental training procedure.
The bus class added in the second experiment is closely related to other classes in the vehicle category,
such as truck, train and car, which complicates the construction of pure clusters. We mitigate the impact
of objects from similar classes by discarding all objects from the cluster that consist of only one segment in
the predicted segmentation.
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Experiment three extends the previous ones by facing multiple unknown classes, namely human, bus and
car.
The last two experiments deal with an additional domain shift from urban street scenes in Cityscapes to
countryside and highway scenes in A2D2. To bridge this gap, we �ne-tune the initial DNN on our A2D2
training set, which, however, requires A2D2 ground-truth for the known classes. Without �ne-tuning, the
prediction quality and thereby the quality of our pseudo ground-truth su�ers. On that account, we discard
images that are generally rated as badly predicted, i.e., where the relative amount of pixels with a low quality
estimate exceeds 1/3 of the image in total. Moreover, we renounce the replay of previously-seen data, since
this prevents the DNN from adapting to the new domain.
Evaluation of Results.

Table 3.4: BUW-3.2.3.1-Tab-1: Comparing overview of all evaluated models, where the results for our ex-
tended DNNs are highlighted in gray. As performance metrics, we provide the mean IoU over the
old and new classes, denoted by mIoU C and mIoU C+ , respectively, and the IoU value of the
novel class(es), IoU novelty .

Model mIoU _{C} IoU _{novelty} mIoU _{{C}+}

1. experi-

ment:

Cityscapes,
human

DeepLabV3+

initial DNN 68.63 00.00 64.82

extended
DNN (ours)

68.24 41.42 66.52

extended
DNN
(supervised)

69.43 59.33 68.87

oracle 71.05 72.85 71.15

2.

experiment:

Cityscapes,
bus

DeepLabV3+

initial DNN 66.94 00.00 63.42

extended
DNN (ours)

67.05 41.85 65.72
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Table 3.4: BUW-3.2.3.1-Tab-1: Comparing overview of all evaluated models, where the results for our ex-
tended DNNs are highlighted in gray. As performance metrics, we provide the mean IoU over the
old and new classes, denoted by mIoU C and mIoU C+ , respectively, and the IoU value of the
novel class(es), IoU novelty .

Model mIoU _{C} IoU _{novelty} mIoU _{{C}+}

extended
DNN
(supervised)

66.74 41.40 65.41

oracle 69.48 76.66 69.86

3.

experiment:

Cityscapes,
multi

DeepLabV3+

initial DNN 56.99 00.00 & 00.00 50.29

extended
DNN (ours)

58.12 41.14 & 82.05 58.53

oracle 77.28 81.90 & 94.94 78.59

4.

experiment

(a): A2D2,
guardrail

DeepLabV3+ (�ne-tuned)

initial DNN 75.77 00.00 70.72

extended
DNN (ours)

71.73 46.31 70.03

oracle 75.23 74.58 75.19

4.

experiment

(b): A2D2,
guardrail

PSPNet (�ne-tuned)

initial DNN 68.77 00.00 64.19

extended
DNN (ours)

65.64 18.71 62.51

oracle 67.71 69.08 67.80
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Table 3.4: BUW-3.2.3.1-Tab-1: Comparing overview of all evaluated models, where the results for our ex-
tended DNNs are highlighted in gray. As performance metrics, we provide the mean IoU over the
old and new classes, denoted by mIoU C and mIoU C+ , respectively, and the IoU value of the
novel class(es), IoU novelty .

Model mIoU _{C} IoU _{novelty} mIoU _{{C}+}

5.

experiment:

A2D2,
guardrail

DeepLabV3+ (not �ne-tuned)

initial DNN 59.38 00.00 55.42

extended
DNN (ours)

60.69 38.20 59.19

Table 3.5: BUW-3.2.3.1-Tab-2: Direct comparison of the initial and the extended DNNs for all conducted
experiments. We report the IoU, precision and recall values for the novel class (highlighted with
gray rows), respectively, as well as averaged over the previously-known and the extended class
spaces C and C+ .

IoU precision recall IoU precision recall

1. experiment: DeepLabV3+

Cityscapes, human initial extended

human 00.00 00.00 00.00 41.42 59.73 57.48
mean over C 68.63 79.79 80.94 68.24 84.28 76.08
mean over C+ 64.82 75.36 76.44 66.75 82.91 75.05

2. experiment: DeepLabV3+

Cityscapes, bus initial extended

bus 00.00 00.00 00.00 41.85 53.99 65.06
mean over C 66.94 79.32 79.55 67.05 82.03 76.50
mean over C+ 63.42 75.15 75.36 65.72 80.56 75.90

3. experiment: DeepLabV3+

Cityscapes, multi initial extended

human 00.00 00.00 00.00 41.14 58.66 57.93
car 00.00 00.00 00.00 82.05 88.94 91.37
mean over C 56.99 65.75 80.88 58.12 80.69 65.51
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Table 3.5: BUW-3.2.3.1-Tab-2: Direct comparison of the initial and the extended DNNs for all conducted
experiments. We report the IoU, precision and recall values for the novel class (highlighted with
gray rows), respectively, as well as averaged over the previously-known and the extended class
spaces C and C+ .

IoU precision recall IoU precision recall

mean over C+ 50.29 58.01 71.37 58.53 79.88 66.59

4. experiment (a): DeepLabV3+

A2D2, guardrail initial extended

guardrail 00.00 00.00 00.00 46.31 81.61 51.70
mean over C 75.77 87.86 83.47 71.73 89.10 78.01
mean over C+ 70.72 82.00 77.90 70.03 88.60 76.26

4. experiment (b): PSPNet

A2D2, guardrail initial extended

guardrail 00.00 00.00 00.00 18.71 66.37 20.67
mean over C 68.77 84.57 76.79 65.64 85.97 72.50
mean over C+ 64.19 78.93 71.67 62.51 84.66 69.05

5. experiment: DeepLabV3+

A2D2, guardrail initial extended

guardrail 00.00 00.00 00.00 38.20 58.30 52.57
mean over C 59.38 79.50 68.14 60.69 83.91 66.71
mean over C+ 55.42 74.20 63.60 59.19 82.20 65.77

We provide a qualitative comparison of di�erent models for all conducted experiments in BUW-3.2.3.1-
Tab-1, reporting the mean IoU over the known classes and over the extended class set, denoted as mIoU C

and mIoU C+ , respectively, as well as the IoU value of the novel class (IoU novelty ). The models considered
in this comparison are the initial and the extended DNN, where the class space is extended via our method.
For the �rst and second experiment we further compare our approach with a baseline, where a DNN is
extended using a self-training approach. That is, we employ a so-called teacher network, which is already
trained on the extended semantic space C+ , to produce pseudo labels for some student network. Thereby,
we obtain a high quality pseudo ground-truth. Apart from this, the baseline DNN is extended analogously to
ours. In addition, for the �rst four experiments we provide results of an oracle, i.e., a DNN, that is initially
trained on the extended class set C+ and only with human-annotated ground-truth. In the �fth experiment,
we extend the initial DNN by a novel class derived from a di�erent dataset. To some extent, the oracle
from experiment four (a) can serve as a coarse reference for experiment �ve.
In Table BUW-3.2.3.1-Tab-2 we give a more detailed overview about all experiments, reporting not only the
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IoU, but also the precision and recall values of the novel class as well as averaged over C and C+ . Note
that the fourth experiment is evaluated twice, once for (a) the DeepLabV3+ and once for (b) the PSPNet.

In general, we observe that our approach succeeds in incrementally extending a DNN by a novel class,
while the performance on previously-known classes remains stable. On Cityscapes, we achieve IoU values for
the novel classes human and bus of IoU human = 41.42% and IoU bus = 41.85% , respectively. While these
IoU values are a considerable achievement for a method working without ground truth, the distinct gaps to
the oracle' s IoU values still leave room for further improvement. Compared to the baseline DNN, we do
not achieve competitive performance in the �rst experiment, while in the second experiment, our approach
actually performs slightly better.
This is explained by the fact, that the pseudo ground-truth for the human class incorporates much more
noise than that for the bus class.
In the fourth experiment we mitigate the domain shift from Cityscapes to A2D2 by prior �ne-tuning of
the networks, using A2D2 ground-truth. By that, we obtain IoU values of IoU guardrail = 46.31% for the
DeepLabV3+ and IoU guardrail = 18.71% for the PSPNet. We conclude, that our approach achieves better
results for models which are initially better-performing. Without �ne-tuning the DeepLabV3+ on A2D2, we
obtain an IoU guardrail = 38.20% , while the mean IoU over the previously-known classes C slightly increases
from 59.38% to 60.69%.

Conclusion & Outlook

In this work, we have introduced a new and modular procedure for the class-incremental extension of a
semantic segmentation network, were novel classes are detected, annotated and learned in an unsupervised
fashion. While there already exists an unsupervised open world approach for semantic segmentation [13],
we are the �rst in this �eld to extend a neural network' s semantic space by robust novel classes. We
performed �ve hierarchically structured experiments with an increasing level of di�culty. We demonstrated
that our approach can deal with novelties that are either "well" separated or related to known categories,
and that it is even applicable when the test data is sampled from a slightly di�erent distribution than
the DNN was trained on. Moreover, we applied two di�erent models in the fourth experiment, where the
initial DeepLabV3+ already outperformed the initial PSPNet. This performance gap is also re�ected in the
model' s ability to learn the novel class, thus we conclude that our method bene�ts signi�cantly from high
performance networks.

For future work, we plan to improve the extension of a neural network by multiple classes at once. On that
account, suitable datasets are in demand. Two datasets for the task of anomaly segmentation were recently
published in [27], however, these show a wide variety of anomalous objects. To advance the research in
class-incremental learning, it requires datasets where novel objects, i.e., objects that do not appear in the
training data, appear frequently in the test data.

We are currently working on a synthetic dataset tailored to our approach. This data is generated using
the CARLA 0.9.12 simulator [47], similar as extensively described in [48]. The data include annotated street
scene images, generated on the same maps for training and testing. Since we aim at detecting novel classes
in the test data, these images are enriched by several never-seen object classes, e.g. deer, construction
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vehicle or portable toilet.

Besides, we plan to adapt our approach to video instead of image data, where anomaly detection includes
anomaly tracking over multiple frames.

Our source code is publicly available under https://github.com/SUhlemeyer/novelty-learning.

Limitations & Negative Impact

With the procedure presented in this work, we are taking a �rst step towards a new machine learning problem.
This �rst step is highly experimental and our method has not the technology readiness level to be applied to
real-world problems in a fully automated fashion. Especially from the safety point of view, a neural network
should not be modi�ed without any supervision, since we can not guarantee to avoid signi�cant performance
drops.
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3.1.3 M3: Monocular Self-Supervised Depth, Pose and Motion(BMW)

The content presented in this subchapter is originally published at https://ieeexplore.ieee.org/abst
ract/document/9919373/, reproduction is permitted. The content is subject to IEEE copyright.

Introduction

Accurately estimated depth and motion from images would be a low cost highly bene�cial contribution to
the automated driving (AD) sensing stack. Vision could provide redundancy or even replace typical range
measuring sensors such as radar and lidar. The automated vehicle does not only need to know the current
3D geometry of the scene but also has to predict tra�c participants' motion. Typically the only sensor
which directly measures relative velocity is radar, providing only sparse measurements from a restricted �eld
of view. An additional, dense 3D motion estimate from video data would thus be highly bene�cial.

Supervised approaches require recording of ground truth with specialized settings such as lidar sensors
or stereo cameras. Such settings are expensive and need to be well calibrated. This problem is especially
prominent for motion estimation, where ground truth generation is hindered by the lack of reference sensors
with direct, dense measurement capability. The only publicly available real-world scene �ow dataset for AD
is KITTI Scene Flow 2015 [BMW-E3.2.3.1-01]. Ground truth labeling a total of only 400 training and testing
images required a multistage post-processing pipeline, including �tting of 3D CAD models to pointcloud
measurements.

Recently, approaches to monocular self-supervised depth estimation drew interest in the research commu-
nity (e.g. [BMW-E3.2.3.1-02, BMW-E3.2.3.1-03, BMW-E3.2.3.1-04]). These networks are able to estimate
relative camera pose and pixel-wise depth from sequences of images with no further information besides cam-
era intrinsics. Contrary to stereoscopic approaches, these methods have to resort to camera pose changes
caused by vehicle motion and thus time. This violates the underlying assumption of a static scene and
prevents the correct prediction and handling of motion in environments with dynamic objects. We argue
that the assumption regarding static objects in a sequence of images is hurtful in this setting: mobility of
objects is a key feature of driving imagery. Not accounting for it can result in vehicles being projected to
in�nity [BMW-E3.2.3.1-03, BMW-E3.2.3.1-05]. Such failure modes can have far reaching consequences in
safety critical scenarios such as automated driving and might thus impede real life application altogether.

The presented work relaxes the static scene assumption and adds motion estimation to the self-supervised
stack. This results in a dense, three dimensional motion �eld. Our design choices are guided by the
assumptions that (1) most pixels in a scene are static and (2) velocity of moving objects is constant within
the temporal context of the networks.

Our main contribution is a new method to jointly estimate depth, relative pose and object motion, called
M3. The name derives from estimation of the mentioned three core properties of the 3D scene using
only monocular image sequences. M3 is trained from sequences of images with known camera intrinsics.
At inference time only one image for depth estimation and two images for pose and object motion are
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Figure 3.9: BMW-E3.2.3.1-Figure-01: Our self-supervised model generates dense depth and motion maps.
From top to bottom: image It , image It+1 , object motion �eld ftßt+1 and depth map Dt . Color in the
motion map indicates angle of motion vectors projected onto x - z -plane (color scheme similar to optical
�ow)

needed. Our method provides new state of the art results for this setting measured on the KITTI Scene
Flow evaluation.

Related Work

The breakthrough work of Eigen et al. [BMW-E3.2.3.1-06] estimated depth from single images by regressing
directly to ground truth depth values using neural networks. This spurred a signi�cant amount of follow up
work (e.g. [BMW-E3.2.3.1-07, BMW-E3.2.3.1-08, BMW-E3.2.3.1-09]). Impressive results were achieved
by making classical geometrical ideas di�erential and thus end-to-end trainable [BMW-E3.2.3.1-10]. This
approach features iterative re�nement of depth and motion to regress to supervised training samples. Current
work by Ranftl et al. [BMW-E3.2.3.1-11] circumvents the hard task of collecting ground truth by developing
mixing strategies for various data sources and further includes a dataset with depth information extracted
from 3D movies.

The work of Zhou et al. [BMW-E3.2.3.1-12] was the �rst to alleviate the problem of scarce ground truth by
learning from sequences of images alone. The method was quickly improved by follow up works (e.g. [BMW-
E3.2.3.1-13, BMW-E3.2.3.1-14, BMW-E3.2.3.1-15]). A notable state of the art architecture is monodepth2
[BMW-E3.2.3.1-03]: Two networks are used to estimate depth and relative pose respectively. As pose and
depth can be used to synthesize one view from another, a pixel-wise photometric loss between reconstruction
and original image can be calculated. To deal with occlusions, monodepth2 pioneered taking the pixel-wise
minimum of the photometric loss from adjacent frames with di�ering temporal order. Packnet-SfM [BMW-
E3.2.3.1-04] further improves the accuracy of this method by replacing the ResNet [BMW-E3.2.3.1-16]
architecture of the depth estimation network with 3D packing and unpacking operations which preserve
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�ne grained spatial structures. Additionally this work addresses the arbitrary scale issue from which the
self-supervised works typically su�er. They solve this issue by incorporating velocity into the loss, which
constrains the estimated pose to lie on a circle. The arbitrary scale issue is also tackled in [BMW-E3.2.3.1-17]
by introducing a loss forcing neighboring frames to be depth consistent.

Recently several methods explored self-supervised estimation of motion. Scene �ow is the 3D motion of
every point in an image. Optical �ow is the projection of scene �ow onto the camera plane. It is thus
closely linked to scene �ow, in fact scene �ow can be recovered from optical �ow and two depth estimates.
This close link was e.g. exploited in [BMW-E3.2.3.1-15, BMW-E3.2.3.1-18] and [BMW-E3.2.3.1-19]. While
[BMW-E3.2.3.1-15, BMW-E3.2.3.1-18] estimate optical �ow to mask out moving regions and potentially
estimate scene �ow, [BMW-E3.2.3.1-19] adopts PWC-Net [BMW-E3.2.3.1-20] to estimate 3D scene �ow
directly, albeit with stereo supervision. Stereo images and 2D object detections are also used by Cao et
al. [BMW-E3.2.3.1-21] to regress directly to 3D scene �ow. Similarly to [BMW-E3.2.3.1-19] and [BMW-
E3.2.3.1-21], Li et al. [BMW-E3.2.3.1-22] regress and regularize to a motion �eld directly, in their case
without the need of stereo input. This is the only work known to the authors which estimates 3D object
motion directly from monocular image sequences, but only evaluates depth estimation.

This state of the art report was written beginning of 2021. Since then some new interesting works on
scene �ow estimation have been published.

M3 builds upon and extends RAFT [BMW-E3.2.3.1-23], the current state of the art for optical �ow
estimation, to directly predict 3D object motion. We tightly integrate it in into a monodepth2- like depth
and pose estimation pipeline. M3 is detailed in the following.

Methods

We �rst review the core concepts of self-supervised depth estimation we build on in Sec. 3.1. Our approach
to motion prediction is introduced in Sec 3.2. [BMW-E3.2.3.1-Figure-02] summarizes this pipeline. We
conclude by detailing our training process in Sec. 3.3.

3.1. Depth and Pose In self-supervised depth estimation a neural network is tasked to reconstruct an
image Ia using another image Ib of the same scene. This is possible by predicting a depth map Da from Ia
and the relative pose of both images. Given the reconstructed image Îa and an image similarity loss, the
gradient with respect to depth and relative pose can be calculated and both are then trained jointly using
standard gradient based optimization techniques.

3.1.1 Self-supervised Objective

The synthesis of Ia from Ib of one scene is done in the following way. Using the camera intrinsics K and
depth map Da, every pixel (u; v) is casted out into three dimensions.

Next, the points are projected onto camera b to obtain dense correspondences (for simplicity we assume
same intrinsics K) and used to bilinear-sample from Ib (referred to as reference image from here on) to
estimate Îa. This procedure is di�erentiable.

During training, reconstruction Îa and original image Ia are compared using a linear combination of SSIM
[BMW-E3.2.3.1-24] and L1 loss. This is commonly called the photometric loss Lph. Note that the presented
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Figure 3.10: BMW-E3.2.3.1-Figure-02: Architecture overview. M3 consists of a depth and pose network as
well as a correlation feature extractor and motion network.

formulation assumes a static scene. In Sec. 3.2 we show how we extend this common formulation to include
dynamic objects.
3.1.2 Architecture
For the correlation volume, image Ia/b and corresponding depth Da/b as predicted by the depth net-

work are run through a feature extraction network zϕ to calculate the all-pairs correlation. The motion
network receives features from the depth encoder and pose. Sampling the correlation volume is done by
reprojecting pixels using predicted depth map Da , relative camera pose [Raßb, taßb] and current motion
estimate faßb onto the other camera b (referred to as reprojection sampling).
We predict depth by employing a fully-convolutional ResNet50 encoder [BMW-E3.2.3.1-16] that takes

in a single image followed by a U-Net decoder [BMW-E3.2.3.1-25]. For the pose network we are using
a modi�ed ResNet18 encoder that takes in two images, followed by a two layer CNN whose output we
average-pool to a six-dimensional vector. This follows the works in [BMW-E3.2.3.1-14, BMW-E3.2.3.1-04,
BMW-E3.2.3.1-03].

Both encoders are initialized with ImageNet [BMW-E3.2.3.1-26] pretraining. The pair encoder used for
the pose is constructed by replicating the �lters in the �rst layer to account for two input images.

3.1.3 Regularization
Similar to [BMW-E3.2.3.1-13], we use a smoothness regularizer to encourage locally smooth depth maps in
texture-less regions. It is an edge-aware L1 loss of the disparity gradients.

3.2 Object Motion Scene �ow is the three dimensional motion of points relative to the camera frame
[BMW E3.2.3.1 27]. In this work we aim to learn a dense three dimensional motion �eld that models the
movement of objects independent to ego motion at every pixel. Therefore we decompose scene �ow into 1
ego motion and 2 object motion.

3.2.2 Architecture
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Our motion estimation approach is inspired by competitive optical �ow networks which often employ a multi-
stage architecture with warping and cost volumes [BMW-E3.2.3.1-23, BMW-E3.2.3.1-20, BMW-E3.2.3.1-
28]. A multi-stage architecture lets a model re�ne its optical �ow output iteratively, while warped features
and cost volumes enable it to look-up if correspondences match. M3 follows this approach by using a
recurrent all-pairs �eld transform (RAFT) to iteratively predict motion. In the following we are going
to outline the mechanisms behind RAFT for optical �ow. After that, we adapt the RAFT concepts for
three-dimensional motion prediction.

Feature sharing

3D-aware correlation volume

To enable spatial reasoning in the recurrent unit, we concatenate predicted depth maps of Ia and Ib to the
input of z for the respective image. Instead of a context network, we run features from our depth encoder
through a two layer convolutional network and add a linear projection of predicted pose on top.

Motion �eld upsampling

[BMW-E3.2.3.1-23] proposed to upsample �ow predictions from the recurrent network, that operates at
1=8th of the scale of Ia, using convex combinations for which the weights are predicted by the recurrent
network. This �ts our assumption of sparse and rigid object motion and we adopt it into our pipeline.
Instead of using the recurrent unit to predict convex combination weights, we modify the depth decoder to
predict a 9-dimensional weight vector for each pixel, which is used to upsample the motion �eld. During
training, the weights are shared for all image pairs that we calculate the losses for.

3.2.3 Regularization

The problem of monocular object motion prediction is highly ill-posed and underspeci�ed. There are many
possible motion vectors for each pixel that minimize the photometric loss. Moreover, there is no need for
the model to learn camera motion and depth, if every possible correspondence can be represented through
a motion vector. We address this ambiguity by formulating several assumptions about object motion. First,
we assume that most points in a scene are static. Thus, the velocity of points tends to mostly be zero and f
should be sparse. Furthermore, we assume the motion �eld only consists of rigid body motion by enforcing
partial constancy across the spatial dimension. In the following we describe how we apply these assumptions
in practice.

Sparsity loss

We adopt a modi�ed version of a sparsity regularizer introduced in [BMW-E3.2.3.1-22] to induce sparsity
in the �ow �eld.

Smoothness regularizer

To impose piecewise constancy across the spatial dimension of the predicted motion, we utilize a similar
edge-weighted smoothness loss as is used in depth regularization.

3.3. Joint Training Here we outline how we train depth, pose and motion �eldointly. 3.3.1 Point
Consistency
With the aim of learning a consistent 3D scene understanding, we introduce a point consistency loss that
acts as a regularizer for object motion and encourages globally scaleconsistent depth maps
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Figure 3.11: BMW-E3.2.3.1-Figure-03: Visualisation of Occlusion Mask. Darker shaded areas in the center
image indicate occlusion in image It−1 .

3.3.2 Training Loss
The training loss used to optimize the model is a weighted sum of all our losses.
3.3.3 Regularization

To make training more stable w.r.t. moving objects that have zero relative velocity, we extend the idea of
automasking
introduced in [BMW-E3.2.3.1-03]. Further we introduce gradient masking to leverage static frames during
training, perform progressive upscaling for stable and fast training and assume constant velocity within the
three frames.
Automask
The key idea behind automasking stationary pixels [BMW-E3.2.3.1-03] is that still frames or objects

moving with the same motion vector as the camera provide little to no supervision signal. It is ambiguous if
a point moves with the camera or if it is located in in�nity. In fact, depth can only be learned from camera
relative translation. This motivates our a�ne-transform automask.
Gradient masking
For self-supervised depth estimation frames with no camera movement are removed, as depth can only be

learned from camera translation. For object motion this does not hold true because even in two still frames
objects may move. For this reason we include all frames from the additional datasets we use and mask the
gradients of the depth network if the ego vehicle is not moving. This allows us to leverage these frames
without potentially degrading the depth estimation performance.
Progressive upscaling
Predicting multiple scales signi�cantly slows down training and might hurt performance. This is supported

by the empirical evaluation of [BMW-E3.2.3.1-17] who showed that a single-scale can outperform multi-scale
prediction. [BMW-E3.2.3.1-03] argued predicting multiple scales prevents the model getting stuck in local
minima, and we found that to be true as well. To remove the need for expensive multi-scale prediction, we
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propose a new strategy for coping with local minima. We progressively scale the resolution the network and
losses operate at from smaller to larger sizes during evolution of training.

Constant veclocity assumption

We assume object motion is locally constant in the context of a frame, meaning it does not change for
two adjacent timestamps. Using this assumption, we randomly swap the �ow calculated for a forward and
backward context image.

Data augmentations

During training we follow standard practice and randomly �ip images horizontally, crop to the training
aspect ratio at random positions, scale images by up to a factor of 10% and jitter colors (only applied to
network input, not to the losses).

Experiments (implementation details, experimental results)

In this section we quantitatively and qualitatively evaluate M3. The evaluation is done with respect to depth
and scene �ow accuracy. We introduce the train and test datasets in Sec. 4.1 followed by the conducted
experiments in Sec. 4.2. 4.1.

Datasets and Metrics

We train our method on three datasets: KITTI [BMW-E3.2.3.1-32], Cityscapes [BMW-E3.2.3.1-33] and
the Waymo Open Dataset [BMW-E3.2.3.1-34] (abbreviated Waymo in the following). All our testing is
done on the KITTI and KITTI Scene Flow [BMW-E3.2.3.1-01] dataset.

Main dataset

The KITTI dataset consists 61 videos of street scenes in Germany. For training we use the split proposed
in [BMW-E3.2.3.1-12], which removes static frames from the training protocol proposed by Eigen [BMW-
E3.2.3.1-06]. Further, we remove all sequences that are also present in the KITTI Scene Flow dataset. After
this procedure we end up with 31817 frames for training.

Additional datasets for training. One of the main advantages of our method is that contrary to other
works such as [BMW-E3.2.3.1-20, BMW-E3.2.3.1-21] we can train using only monocular camera image
sequences (along with intrinsics). This key advantage enables us to exploit other datasets without the
need of specialized setups. We follow [BMW-E3.2.3.1-22] and include the Cityscapes sequence and Waymo
dataset. Cityscapes sequence comprises sequential image data collected from 27 German cities. Overall it
summarizes to 135 605 image contexts. The Waymo dataset contains data from 5 di�erent cameras and
a lidar sensor collected from three US cities. We use the front camera images only, totalling to 171 743
contexts. Both Waymo and Cityscapes provide velocity measurements which we use to to mask the gradient
for the depth network as described in Sec. 3.3.3.

Metrics. For depth evaluation we use the Eigen test split [BMW-E3.2.3.1-06] and report the proposed
metrics that were adopted by the research community. Ground truth for depth is generated using a calibrated
Velodyne (Velodyne Lidar, San Jose, California) laser scanner whose points are projected onto the camera
plane. We do per image ground median scaling using the lower half of the depth map [BMW-E3.2.3.1-12]
as is common practice to resolve the depth ambiguity issue for unsupervised depth estimation. We cap the
range at 80m as done in [BMW-E3.2.3.1-13]. Scene �ow evaluation is performed on the train set of the
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KITTI Scene Flow [BMW-E3.2.3.1-01, BMW-E3.2.3.1-35] dataset using the provided evaluation tools. The
evaluation is split into percentage of disparity outliers in the reference frame (D1), percentage of disparity
outliers in the target frame warped to the reference frame (D2) and percentage of optical �ow outliers (Fl).
A pixel is counted as correct if its error is less than 3 pixels or less than 5%. SF is the percentage of pixels
that have correct D1, D2 and optical �ow prediction. All scene �ow metrics can be split into foreground
(fg, moving objects) and background (bg) pixels.

4.2. Experiments The experiments section is organized as follows. We (1) compare M3 to the underlying
monodepth2 depth estimation architecture, (2) evaluate the scene �ow accuracy compared to other state
of the art methods and (3) put our design choices to the test.
4.2.1 Comparison to Monodepth2
Adding object motion to the self supervised training and estimation pipeline could have two opposing

e�ects, (1) by including object motion the underlying assumptions on the scene are more consistent, leading
to better depth estimates or (2) by increasing the amount of degrees of freedom the network has and adding
another loss to balance causes depth estimation results decrease. In the following we investigate which e�ect
is more prominent.
Depth evaluation
Monodepth2 slightly outperformed M3 w.r.t. depth estimation. To get more intuition on whether or

not including object motion helps in depth estimation of moving objects, we compare the depth estimation
results for only foreground (moving) and background (still) objects on the scene �ow dataset. We compared
M3 to monodepth2 trained only on KITTI and to monodepth2 with the same data setup as M3. Contrary to
M3, monodepth2 did not converge in this setting out of the box. After tuning the weight of the smoothness
regularizer, convergence was established. The results were noteworthy: The KITTI trained monodepth2's
D1 (bg) and D1 (fg) error was around 33- 35%. Both models trained on KITTI and the additional datasets
showed lower D1 (bg) of 25-30% but much larger errors on D1 (fg) of around 60%. As both Cityscapes and
Waymo feature more moving objects compared to KITTI, this might indicate that current monoscopic depth
estimation methods cannot cope with a dataset containing considerable movement. D1 (fg) was lower for
monodepth2 than for M3, which indicates that the increased amount of degrees of freedom has a negative
impact on depth estimation.
Scene �ow evaluation
We tested if M3's scene �ow performance is mainly caused by the depth estimation quality of monodepth2.

M3 outperforms monodepth2 in the scene �ow evaluation trained on KITTI and all additional datasets,
with �nal results evaluating to 48.02% and 59.93% SF-all error, respectively. Signi�cant gains could be
observed on the foreground optical �ow error, which M3 reduces by about 20 percentage points compared
to monodepth2.
4.2.2 Comparison to Scene Flow Methods
The core contribution of M3 is to add object motion estimation to the self-supervision pipeline. In this

section we compare M3 to other current methods to self-supervised scene �ow estimation. We summarize
the results on the KITTI Scene Flow train set in table 2. We observe that M3 outperforms EPC++, the
only method which reports scene �ow accuracy in a purely monoscopic setting. Compared to our network
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Table 3.6: BMW-E3.2.3.1-Table-01: Depth estimation performance of state of the art methods for self-
supervised depth, pose and scene �ow estimation. Reported is the Eigen test split [BMW-E3.2.3.1-06]. Best
results for Stereo and Mono supervision are denoted in bold. K, W and CS stand for KITTI, Waymo Open
Dataset and Cityscapes sequences. 2DBB indicates use of 2D bounding boxes during training. a1, a2 and
a3 are short for δ < 1.25 , δ < 1.252 and δ < 1.253 .

Table 3.7: BMW-E3.2.3.1-Table-02: Scene �ow estimation performance for state of the art methods to self-
supervised depth, pose and motion estimation. Reported are results from the KITTI Scene Flow training
split. Best results for Stereo and Mono supervision are denoted in bold. Results in %.
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Table 3.8: BMW-E3.2.3.1-Table-03: Ablation experiments on M3. As proxies for depth and scene �ow error
the δ < 1.25 accuracy (higher is better) and SF error (lower is better) are reported. All models were trained
at a maximum resolution of 512Ö160 for 15 epochs.

EPC++ shows worse performance in D2, but outperforms M3 on Fl all. We speculate the reason for this is
due to EPC++ estimating optical �ow directly.

M3 almost matches the stereo self-supervised scene �ow baseline [BMW-E3.2.3.1-19]. While their method
requires a hard-to-obtain stereo setup for training, M3 can learn from any image sequence, given camera
intrinsics.

Our method outperforms the other methods, including stereo, on all depth estimation metrics. This shows
the advantage of having an architecture which decouples motion from depth estimation, as it enabled us to
leverage design choices from state of the art depth estimation approaches.

4.2.3 Ablations

This section summarizes ablation experiments to test our most important design choices. We start from
the described method as baseline with each ablation experiment changing one parameter. Experiments were
conducted on lower resolution of 512x160. We observe that our point consistency actually hurts depth
estimation performance. Disabling automasking completely led to the best results. We cannot evaluate on
KITTI Scene Flow test, as we need ground truth values to resolve the arbitrary scale problem. Thus we
could only evaluate our model once and not perform parameter tuning. Results are summarized in table 3.

Discussion & Conclusion

In this contribution we presented M3, an approach to learn depth, pose and motion from monocular images.
It features an architecture which decouples motion from depth estimation and regresses to 3D motion
directly. We report a new state of the art for purely monocular self-supervised scene �ow estimation on
the KITTI Scene Flow dataset. Due to the purely monocular design, M3 is widely applicable and can
leverage all sequential image datasets which, include camera intrinsics. There are several possible extensions
for M3: a more potent depth estimation backbone network such as PackNet [BMW-E3.2.3.1-04] might
improve performance. By including velocity in the training loss as proposed in [BMW-E3.2.3.1-04] the scale
ambiguity of depth and motion could be resolved. Due to the minimal requirements our approach is open for
extension by additional supervision signals, such as depth or semantics [BMW-E3.2.3.1-36, BMW-E3.2.3.1-
37, BMW-E3.2.3.1-38, BMW-E3.2.3.1-39]. We therefore hope that M3 can serve as a basis for future work
on self supervised urban scene understanding.
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data and target real data using domain adaptation.

3.2.1 Von synthetischen zu realen Daten mit möglichst wenigen Labels � Active

Transfer Learning für semantische Segmentierung mit Domain-adaptierten

Realdaten (BUW)

The main results in this deliverable are accepted at VISIGRAPP2023 Conference and will be published as
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ublishedScitepress.aspx Mütze, A., Rottmann, M. and Gottschalk, H., Semi-Supervised Domain Adap-
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Introduction

For automatically understanding complex visual scenes from RGB images, semantic segmentation is a com-
mon but challenging method. To classify each pixel in an image, the state-of-the-art results are achieved
by deep neural networks (DNNs). These models need plenty of labeled images to generalize well on unseen
scenes. However, a manual label process is time and cost consuming and usually error-prone. [BUW-AP3-
3-11]. Additionally, in the recent years computer simulations of urban scenes like CARLA [BUW-AP3-3-03]
were improved. Controlling simulations enables us to generate data with labels at no (or little) extra cost.
The possibility of generating arbitrary many labeled data samples enables us theoretically to train an expert
network on the simulated domain via supervised learning. This leads to a nearly perfect model on that
domain. Our approach uses this network to infer on more di�cult domains or domains where we have
less annotated data. But it has been shown that DNNs trained on one domain can perform arbitrary poor
when switching to another domain, i.e. changing the data generating distribution [BUW-AP3-3-04]. This
phenomenon is often called domain gap or domain shift. Techniques to overcome this gap are called domain
transfer techniques or domain adaptation techniques and have become an active area of research. Especially
when we have a limited amount of labeled data, it is crucial to choose the most informative data points for
the model.
We present an approach to mitigate this domain gap via style transfer and generating task awareness

towards the down stream task on the domain where labeled data is rare. Our focus lies on the amount
of labeled data needed for this approach. Unsupervised style transfer has shown good performance for
transferring images from one domain to another [BUW-AP3-3-13], but this translation is task agnostic
and therefore potentially misses important features when transferring the style from one domain to another.
Therefore we developed and analyze a semi-supervised approach which can be combined with active learning
to acquire the most informative data points. After introducing some related work we will explain our method
in depth. In the experiment section we show that our method can mitigate the domain gap better than a
standard sytle-transfer approach with just a few labled data points. At the end we draw a conclusion and
give an outlook on future work.

Related Work

Image-to-Image Translation and Domain Adaptation
Translating an image from one domain R to another (di�erently styled) domain S , preserving the general

shown scene, is called image-to-image translation. In the recent years, generative adversarial networks
(GANs)[BUW-AP3-3-05] have shown superior performance on image-to-image transfer tasks. The concept
of GANs is to model the data generating distribution implicitly by training two adversary networks, a
generator generating images and a discriminator predicting the input being generated or a ' real' training
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sample. Former, paired data was needed to adapt the new style [BUW-AP3-3-06]. But as paired data is
hard to get or generate, unsupervised methods were developed and published. A well studied approach is
CycleGAN, where a cycle consistency loss leads to a consistent mapping of an image from one domain to
the other without paired data [BUW-AP3-3-13].
Semi-supervised Learning (SSL)
Semi-supervised learning is a combination of an unsupervised task with a few labeled data points [BUW-

AP3-3-01]. Typical semi-supervised learning strategies are self-training methods where so-called pseudo
labels are generated by the network and included in the training process, oftentimes weighted by the uncer-
tainty of the prediction. Another semi-supervised learning technique is to train in two stages, starting with
an unsupervised pre-training to initialize good network parameters and then �ne tune on a small amount
of labeled data.[BUW-AP3-3-01]. Using pre-training for general GANs is not new. Wang et al. for ex-
ample analsyed pre-training for Wasserstein GANs with gradient penalty [BUW-AP3-3-07] in the context
of image generation when limited data is available [BUW-AP3-3-12]. In the work [BUW-AP3-3-09], the
usefulness of pre-training GANs is shown based on the GP-GAN [BUW-AP3-3-15]. A detailed discussion on
when, why and which pre-trained GANs are useful is held in the paper [BUW-AP3-3-14]. Despite the fact
that [BUW-AP3-3-14 ] recommends using ImageNet-pre-trained GANs, we refrain from doing so in order
to not get a bias towards the real world and thus distort the domain gap analysis. In the literature a GAN
is sometimes called semi-supervised when the unpaired approach is supported by a small amount of paired
data [BUW-AP3-3-10]. Despite that, in our work we use the naming semi-supervised as known from the
semantic segmentation task, e.g. using a few image data points with labels (e.g. semantic segmentation
masks).
Active learning
The aim of active learning is to reduce the amount of labeled data needed, when the network is allowed

to choose the "right" data samples from a pool [BUW-AP3-3-017]. Finding the "right" data points heavily
depends on the acquisition function which selects the data points based on e.g. uncertainty with the help
of Bayesian networks [BUW-AP3-3-02] or estimated prediction quality [BUW-AP3-3-08].
In the following we describe our method in more detail.

Methods

Our method consists of three steps:

1. Train a network on the synthetic domain solving e.g. a semantic segmentation or classi�cation task

2. Transfer the real images into the synthetic domain via an unsupervised image-to-image translation
GAN

3. Create task awareness by guiding the generator to the downstream segmentation or classi�cation task
with the help of a cross entropy loss.

Stage1: Training of downstream task networkWe assume that we have full and inexhaustible access to
labeled data in the synthetic domain S . Based on a training set (X, y) with X ⊂ S , we train a network f
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in a supervised manner on the synthetic domain solving the desired task (e.g. semantic segmentation,
classi�cation).

To evaluate the domain gap accurately, we train the network completely from scratch. This ensures that
the network learns only based on the simulated data and we prevent a bias towards the real world. As a
consequence, we accept a reduction of the total accuracy when evaluating the model on the real domain
(out-domain accuracy). However, with the help of an independent validation set, we measure our in-domain
accuracy to ensure appropriate performance in the synthetic domain.

After the model has reached the desired performance, we freeze all parameters and keep our synthetic
domain expert model �xed.

Stage 2: Unsupervised Image-to-Image Translation

To mitigate the domain gap between real and synthetic data, we build on the established image-to-image
translation method CycleGAN [BUW-AP3-3-13] - a GAN approach which can deal with unpaired data. The
architecture consists of two generators, one for each domain ( R and S ) to generate images of domain R

(real world) and resp. domain S (synthetic world). Additionally there is one discriminator per domain (
DS und DR ) to classify weather the sample is generated or an in-domain sample. The image-to-image
translation is achieved with the help of the following four loss components:

1. adversarial loss for the generators:

LGR→S

= Exr∼pdata(xr)
[(
DS

(
GR→S(xr)

)
− 1
)2]

(3.16)

For LGS→R substitute all R resp. r with S resp. s .

2. cycle consistency loss:

Lcyc(GR→S , GS→R)

= Exr∼pdata(xr)
[
||GS→R

(
GR→S(xr)

)
− xr||1

]
(3.17)

+ Exs∼pdata(xs)
[
||GR→S

(
GS→R(xs)

)
− xs||1

]
.

3. identity preserving loss

Lid(GR→S , GS→R)

= Exs∼pdata(xs) [||GR→S(xs)− xs||1] (3.18)

+ Exr∼pdata(xr) [||GS→R(xr)− xr||1]
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4. adversarial loss for the discriminators

LDS = Exs∼pdata(xs)
[(
DS(xs)− 1

)2]
+ Exr∼pdata(xr)

[
D
(
GR→S(xr)

)2]
(3.19)

For LDR substitute all R resp. r with S resp. s .

With the help of the adversarial losses [BUW-AP3-3-018] (1. and 4. loss), the general aim of matching
the target data distribution with the generated data is pursued. Furthermore, with the help of a cycle
consistency loss the method enforces an approximate inverse mapping between the two domains.
In addition the identity loss is used to prevent the generator to modify an image if it already lies within

the desired domain.
The overall generator loss is de�ned as the weighted sum of the losses 1-3:

Ltask(x, y) = LCE

(
f(x), y

)
= − log

(
exp(f(x)y)∑C
c=1 exp(f(x)c)

)
, (3.20)

This leads to a solid image-to-image translation, however this translation is still task agnostic and therefore
potentially misses important features when transferring the style from one domain to another.
Stage 3: Downstream task awareness

Based on the unsupervised model from stage 2, we extend the setup with a semi-supervised learning
component and guide the generator with the help of a small amount of labeled data to the down stream
task. Let TR = {(xnr , ynr ) ∈ R × Y : n = 1, . . . , NL} be a labeled subset from domain R , where NL

denotes the number of labeled samples.
We achieve the downstream task awareness by extending the adversarial loss (1.loss) for the generator

GR→S based on the loss of the downstream task network f . Given a problem with C di�erent classes and
an input x , we calculate the loss between the prediction f(x) = (f(x)1, . . . , f(x)C) and the corresponding
ground truth class label y with the categorical cross entropy loss (also known as softmax loss):

L̂GR→S (tn) =(1− α) ||Ds

(
GR→S(x

n
r )
)
− 1||2︸ ︷︷ ︸

adversarial loss

+ α
(
LCE

(
f(GR→S(x

n
r )), y

n
r

))
︸ ︷︷ ︸

task loss

. (3.21)

where f(x)y is the value assigned to the true class y by the neural network. Depending on the task we
additionally average the result. For example in the case of semantic segmentation we calculate the mean
over all pixel.
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When using a batch size greater than 1, the mean is additionally computed with respect to the batch
size.
For a labeled training sample tn = (xnr , y

n
r ) ∈ TR we de�ne the extended generator loss LGR→S with

the help of a weighting factor α as follows:

L̂GR→S (tn) =(1− α) ||Ds

(
GR→S(x

n
r )
)
− 1||2︸ ︷︷ ︸

adversarial loss

+ α
(
LCE

(
f(GR→S(x

n
r )), y

n
r

))
︸ ︷︷ ︸

task loss

. (3.22)

We use α for a linear interpolation between the two loss components to control the in�uence of one or
the other loss during training.
The overall generator loss therefore becomes:

L̂Gen = L̂GR→S + LGS→R + λcycLcyc + λcycλidLid (3.23)

The discriminator losses are kept identically.
Based on the pre-training in stage 2 we continue training the GAN with the extended loss.

Experiments

To evaluate the method we consider the domain shift "real to sim(ulation)". We assume that we have a
full controllable simulation to train a performant semantic segmentation network in the synthetic domain.
We use the diverse synthetic dataset Synthia [BUW-AP3-3-19] for this purpose - splitting it into a training
and validation set. For the "real" domain we use the Cityscapes data set [BUW-AP3-3-11] assuming that
we can only acquire a few selected labels. As task we focus on semantic segmentation of real world input.
For the semantic segmentation network, we use the PyTorch implementation (https://github.com/pytorch/vision/blob/main/torchvision/models/segmentation/deeplabv3.pyhttps://github.com/pytorch

/vision/blob/main/torchvision/models/segmentation/deeplabv3.py) of a DeepLabv3 with ResNet101 back-
bone [BUW-AP3-3-017], ranging under the top third of semantic segmentation models on Cityscapes with
respect to the comparison of [BUW-AP3-3-20]. We train the network from scratch without pre-training
to evaluate the domain gap accurately, preventing a bias towards the real world. As optimizer we used
Adam with class weighting, and normalized the images according to the pixelwise mean and variance of the
training data. For the experiments we trained our network for 107 epochs on the training dataset. Due
to GPU memory capacity we used a batchsize of 2 . During training we crop patches of size 1024 × 512

and use a horizontal �ip with a probability of 50%. We achieve the best mean intersection over union
(mIoU) - a established metric to measure performance of semantic segementation networks - of 64.83% on
the validation set in epoch 102 and �x these parameters of the synthetic domain expert for further steps
in the method.
For the unsupervised image-to-image translation, we used the same architecture as described in the

CycleGAN publication [BUW-AP3-3-013]. We used a batch size of 4, scaled the images to 1024× 512 and
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Figure 3.12: Figure BUW-E3.2.3.3a-01: Comparison of our method and a from scratch training on Cityscapes
directly, assuming di�erent amount of labled data is available.

use a quadratic random crop of size 256. W.r.t. the CycleGAN' s parameters, we stick to the default values
of the original implementation for the weighting parameters of the identity and the cycle consistency loss.

We analyze the capacity of our method based on the amount of ground truth needed. Therefore we
�x α = 0.8 in the extended loss L̂ and vary the ground truth amount used in stage 3 (Downstream task
awareness). For now we consider an acquisition function based on random sampling. Therefore we sample
randomly images from the Cityscapes training dataset for each percentage but �x the set of labeled data
for the experiments with Carla and "Cityscapes-only" training for for the sake of comparison.

In Figure BUW-E3.2.3.3a-01 the blue lines depict the network performance measured in mIoU (y-axis)
with respect to the available ground truth (GT) amount during training (x-axis). The dotted horizontal
line is the mIoU achieved by the network when exclusively feeding images generated by the GAN after 175
epochs without a stage 3 training , i.e., after the unsupervised training stage. Training the model of stage
2 for 50 more epochs results in the best mIoU of 21.35% which we set as reference for 0% GT. For our
experiment we compare 0.5% (14 images), 1% (29 images), 2% (59 images), 5% (148 images) and 10%
(297 images) of GT data for step 3 (downstream task awareness). Training with the extended loss - our
method - (light blue graph) with only 14 images already improves the network accuracy by 6.75 percent
points (pp). The graph monotonously increases with the amount of GT available, reaching 33.2% mIoU for
5% GT and 33.76% when the GAN is trained with 10% labeled data and the extended loss. This leads to
a relative increase of 12.41pp.

Additionally we compare our method with "Cityscapes-only� trainings, depicted in Figure BUW-E3.2.3.3a-
01 with blue-violet. We train the semantic segmentation network from scratch using (only) the same images
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as for the stage 3 training in our method.

Having no labeled data available, a supervised method can barely learn something. Therefore we set the
value to the same as for 0.5% GT. Compared to our method, which only needs plenty labeled data in the
synthetic world (which comes for free), unpaired images from the real and synthetic data and 14 labeled
images, we see a performance increase of 22.38pp mIoU. With the increase of labeled data the margin to the
supervised method ("Cityscapes-only�) narrows but our method still out performs direct Cityscapes training
when using 5% GT by 7.15pp mIoU. However, when more than 297 �ne labeled images of Cityscapes are
available a direct supervised training should be taken into consideration.

Discussion & Conclusion

Our experiments show that with our method we can pro�t from the simulation where a lot of data and
corresponding labels can be easily created. Furthermore, we can guide with our method the generator of a
GAN and accomplish a sense of downstream task awareness with a very small amount of labeled data. With
this approach we can mitigate the domain gap. In addition we think the method can be improved by using a
more sophisticated acquisition function for choosing the "best" data points for downstream task awareness.
This is done in future work.
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3.2.2 Ansätze und Dokumentation für Generierung neuer Datenpunkte für

weiterführendes Training neuronaler Netze (FZI)

Introduction

Many real-world problems, in our case autonomous driving, can be modeled as high-dimensional control
problems. In recent years, there has been much research e�ort to solve such problems in an end-to-end
fashion. While solutions based on imitation learning try to mimic the behavior of an expert, approaches
based on reinforcement learning try to learn new behavior to maximize the expected future cumulative
reward given at each step by a reward function. In a wide range of areas, reinforcement learning agents
can achieve super-human performance [FZI-AP3-3-1, FZI-AP3-3-2, FZI-AP3-3-3] and outperform imitation
learning approaches [FZI-AP3-3-4].
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However, for high-dimensional observation spaces many reinforcement learning algorithms that are considered
state-of-the-art learn slowly or fail to solve the given task at all. Moreover, when the agent fails to achieve
satisfactory performance for a given task, it is hard to analyze the agent for possible sources of failure.
Model-based reinforcement learning promises to improve upon these aspects. Recent work has shown that
model-based RL algorithms can be a magnitude more data-e�cient on some problems [FZI-AP3-3-5, FZI-
AP3-3-6, FZI-AP3-3-7, FZI-AP3-3-8, FZI-AP3-3-9, FZI-AP3-3-10]. Additionally, since a predictive world
model is learned, one can analyze the agent's perception of the world [FZI-AP3-3-11].

Still, such agents are mostly trained in simulations [FZI-AP3-3-12, FZI-AP3-3-13, FZI-AP3-3-14] since
interaction with the real world can be costly (for example, the cost for a �eet of robots or the cost to label the
data). Some situations should be encountered to learn, but must never be experienced outside of simulation
(e.g., crashing an autonomous vehicle). While simulations allow generating many interactions, there can be
a substantial mismatch between the observations generated by the simulator and the observations that the
agent will perceive when deployed to the real world. Furthermore, observations from simulation and reality
are mostly unaligned, i.e., there is no one-to-one correspondence between them. This mismatch is often
called the domain gap [FZI-AP3-3-15] between the real and simulated domain. When the domain gap is not
taken into account, the behavior of an agent can become unpredictable as it may encounter observations in
reality that have never been seen before in simulation.

One family of approaches to reduce this gap is based on the shared-latent space assumption [FZI-AP3-3-
16]. The main idea is that the semantics of an observation are located in a latent space from which a
simulated and an aligned real observation can be reconstructed. Approaches grounded on this assumption
have recently been able to achieve impressive results in areas such as style transfers [FZI-AP3-3-17] and
imitation learning [FZI-AP3-3-18].

Inspired by this, we propose adopting the idea of a shared latent space to model-based reinforcement learning
by constructing a sequential shared-latent variable model. Our main idea is to create a model that allows
to plan via latent imagination independently of the observation domain. The model is trained to project
observation sequences from either domain into a shared latent space and to predict the future development
in this latent space. By repeatedly rolling out the model one can then plan or train a policy based on
low-dimensional state trajectories.

Our contributions can be summarized as follows: 1. We present a novel cycle-consistent world model
(CCWM) that can embed two similar partially observable Markov decision processes that primarily di�er in
their observation modality into a shared latent space without the need for aligned data. 2. We show that
observation trajectories of one domain can be encoded into a latent space from which CCWM can decode an
aligned trajectory in the other domain. This can be used as a mechanism to make the agent interpretable.
3. We test our model in a toy environment and train a policy via latent imagination �rst and then evaluate
and show that it is also able to learn a shared latent representation for observations from a more complex
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environment based on the CARLA simulator.

Preliminaries

Sequential Latent Variable Models In contrast to model-free reinforcement learning (RL), model-based
RL explicitly learns an approximate transition model of the environment to predict the next observation xt+1

from the current observation xt and the chosen action at [FZI-AP3-3-19]. The model is used to rollout
imagined trajectories xt+1, at+1, xt+2, at+2, ... which can be either used to �nd the best future actions or
to train a policy without the need to interact with the real environment. A problem with such a model is
that rollouts become computationally expensive for high-dimensional observation spaces. For this reason,
many recent model-based RL algorithms make use of sequential latent variable models. Instead of learning a
transition function in observation space X ⊆ RdX , observations are �rst projected into a lower-dimensional
latent space S ⊆ RdS with dS ≪ dX . Then a latent transition function can be used to rollout trajectories
of latent states st+1, at+1, st+2, at+2, ... computationally e�cient [FZI-AP3-3-20, FZI-AP-3-3-21] Since
naive learning of latent variable models is intractable, a prevailing way to train such models is by variational
inference [FZI-AP3-3-21]. The resulting model consists of the following components:

� Dynamics models: prior pθ(st|st−1, at−1) and posterior qθ(st|st−1, at−1, xt)

� Observation model: pθ(xt|st)

Furthermore, at each time step the resulting loss function encourages the ability to reconstruct observa-
tions from the latent
states while at the same time enforcing to be able to predict the future states from past observations. This
loss function is also known as the negative of the evidence lower bound (ELBO):

Lt = −E[qθ(st|x≤t, a≤t)pθ(xt|st)︸ ︷︷ ︸
reconstruction loss Lrecon

] + E[qθ(st−1|x≤t−1, a≤t−1)]KL[qθ(st|st−1, at−1, xt)||pθ(st|st−1, at−1)]︸ ︷︷ ︸
regularization loss Lreg

(3.24)
Shared Latent Space Models We want to enable our model to jointly embed unaligned observation

from two di�erent modalities of the same partially observable Markov decision process into the same latent
space.
Let XA and XB be two observation domains (e.g., image domains with one containing RGB images and
the other one containing semantically segmented images).
In aligned domain translation, we are given samples (xB, xB) drawn from a joint distribution PXA,XB

(xA, xB)

.
In unaligned domain translation, we are given samples drawn from the marginal distributions PXA

(xA) and
PXB

(xB) .
Since an in�nite set of possible joint distributions can yield the given marginal distributions, it is impossible
to learn the actual joint distribution from samples of the marginals without additional assumptions.
A common assumption is the shared-latent space assumption [FZI-AP-3-3-23, FZI-AP-3-3-24].

It postulates that for any given pair of samples (xA, xB) ∼ PXA,XB
(xA, xB) there exists a shared latent
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code s in a shared-latent space such that both samples can be generated from this code, and that this code
can be computed from any of the two samples.
In other words, we assume that there exists a function with s = EA→S(xA) that maps from domain XA to
a latent space S and a function with xA = GS→A(s) that maps back to the observation domain. Similarly,
the functions s = EB→S(xB) and xB = GS→B must exist and map to the same latent state .
Directly from these assumptions follows that observations of domain can be translated to domain B via

encoding and decoding and the same must hold for the opposite direction:

GS→B(EA→S(xA)) ∈ XB

GS→A(EB→S(xA)) ∈ XA

(3.25)

Another implication of the shared latent space assumption is that observations from one domain can be
translated the other one and back to the original domain (cycle-consistency [FZI-AP-3-3-25]

EA→S(xa) = EB→S(GS→B(EA→S(xA)))

EB→S(xb) = EA→S(GS→A(EB→S(xB)))

(3.26)

The fundamental idea is that by enforcing both of them on semantically similar input domains, the model
embeds semantically similar samples close to each other in the same latent space.

Cycle-consistent World Models

In this section, we present our cycle-consistent world model (CCWM). Considering the structure of sequential
latent variable models and the constraints resulting from the shared latent space assumption, we show how
both can be integrated into a single uni�ed model. In the following, we explain the model architecture and
the associated loss terms.
In the pictured situation, a sequence of top camera images is used a the input. The images are encoded

frame-wise into latent states and forward predicted by the transition model. From these latent codes,
reconstructed top camera images and images translated to semantic top camera images are calculated.
From the translated images, cyclic latent codes are calculated.
Architecture Since our model is a sequential latent variable model, it includes all the components that

have been presented in section 2, namely the prior transition model pθ(st|st−1, at−1) , the posterior transi-
tion model qθ(st|st−1, at−1, ht) and an observation model pAθ (xt|st) with DecA(st) = mode(pAθ (xt|st)) .
Additionally, we de�ne a feature extractor with ht = EncA(xt) and a reward model pAθ (rt|st) .
So far, this model can be used as the basis of an RL-agent that acts on a single domain by �rst building
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Figure 3.13: [FZI-AP3-3-Figure-1] Cycle-consistent world model.

up the current latent representation st using the feature extractor and posterior and then rolling out future
trajectories st+1, st+2, ... with their associated rewards with the prior dynamics and the reward model.
To project to and from another domain XB into the same latent space S we add another feature extrac-
tor EncB(xt) and observation model pBθ (xt|st) with DecB(st) = mode(pBθ (xt|st)) . Both are similar to
their domain XA counterparts but do not share any weights. The prior dynamics model is shared since it
does not depend on observation. In contrast, we need another posterior dynamics model for domain B ,
but since we let it share weights with its domain A counterpart, we e�ectively only have a single posterior
dynamics model. Additionally, we add a reward model pθ(rt|st) that also is shared between both domains
so that latent trajectories can be rolled out independently of the observation domain. A major advantage
of this approach is that we can train a policy with our model without regard to the observation domains.

DisAϕ andDis
B
ϕ Finally, for training only, we need two discriminators DisAϕ andDis

B
ϕ to distinguish be-

tween real and generated samples for each domain. It is important to note that the discriminators have a
separate set of parameters ϕ .

Losses Given a sequence of actions and observations {at, xt}k+Ht=k ∼ DA

from a dataset DA collected in a single domain XA , we �rst roll out the sequential latent variable model
using the posterior to receive an estimate for the posterior distribution q(st|st−1, at−1, xt) and the prior
distribution q(st|st−1, at−1, xt) for each time step. We can then calculate the following losses:
Lrecon is the reconstruction loss of the sequential latent variable model and Lreg(q, p) =

infdivqp is the regularization loss that enforces predictability of futures state as shown in equation 3.24.
Math is an adversarial loss that penalizes translations from domain XA to XB via S that are outside of
domain XB to enforce equation 3.25 of the shared latent space assumption. Here, DisB is a PatchGAN
[FZI-AP-3-3-26based discriminator that is trained alongside our model to di�erentiate between real and
generated observations.
The cycle loss is derived from the cycle constraints of equation 3.26 and calculates the KL-divergence
between the posterior state distributions conditioned on observations and states from domain A and condi-
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tioned on observations and states that have been translated to domain B , i.e. xt → st → xtranst → scyct
. To calculate the cyclic loss it is necessary to roll out a second set of state trajectories using the cyclic
encoding hcyct and the cyclic state scyct .
For sequences of domain B , we train with the same loss functions, but with every occurrence of A and

B interchanged.

Related Work

Control with latent dynamics World Models [FZI-AP3-3-27] learn latent dynamics in a two-stage process
to evolve linear controllers in imagination. PlaNet [FZI-AP3-3-20] learns them jointly and solves visual
locomotion tasks by latent online planning. Furthermore, Dreamer [FZI-AP3-3-21, 10] extends PlaNet by
replacing the online planner with a learned policy that is trained by back-propagating gradients through the
transition function of the world model. MuZero [FZI-AP3-3-3] learns task-speci�c reward and value models
to solve challenging tasks but requires large amounts of experience. While all these approaches achieve
impressive results, they are limited to their training domain and have no inherent way to adapt to another
domain.
Domain Randomization James et al. [FZI-AP3-3-28] introduce a novel approach to cross the visual

reality gap, called Randomized-to-Canonical Adaptation Networks (RCANs), that uses no real-world data.
RCAN learns to translate randomized rendered images into their equivalent non-randomized, canonical
versions. In turn, this allows for real images to be translated into canonical simulated images. Xu et al.
[FZI-AP3-3-29] showed that random convolutions (RC) as data augmentation could greatly improve the
robustness of neural networks. Random convolutions are approximately shape-preserving and may distort
local textures. RC outperformed related approaches like [FZI-AP3-3-30, 31, 32] by a wide margin and is
thereby considered state-of-the-art by us.

Unsupervised Domain Adaptation The original Cycle-GAN [FZI-AP3-3-25] learn to translate images from
one domain to another by including a a cycle loss and an adversarial loss into training. Liu et al. [FZI-AP3-
3-23] extend this idea with weight sharing of the inner layers and a normalization loss in the latent state
which enables it to embed images of semantically similar domains into the same latent space. Learning to
drive [FZI-AP3-3-33] uses this idea to train an imitation learning agent in simulation and successfully drive
in reality. In RL-Cycle-GAN [FZI-AP3-3-34], a Cycle-GAN with an RL scene consistency loss is used, and
the authors show that even without the RL scene consistency loss, RCAN [FZI-AP3-3-35] was outperformed
by a wide margin. RL-Cycle-GAN is state-of-the-art for unsupervised domain adaptation to the best of our
knowledge.

Experiments

First, we will demonstrate our model in a small toy environment. Then we will show its potential in
a more realistic setting related to autonomous driving based on the CARLA simulator [FZI-AP3-3-36].
Implementation Our prior and posterior transition models are implemented as recurrent state-space models
(RSSM) [FZI-AP3-3-20]. In the RSSM, we exchanged the GRU with a convolutional GRU [FZI-AP3-3-37].
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Figure 3.14: [FZI-AP3-3-Figure-2]: Qualitative results on Arti�cialV0.

A challenge of integrating the ideas of a world model and a shared latent space assumption is that it is easier
to enforce a shared latent space on a large three-dimensional tensor-shaped latent space. In contrast, most
world models use a low-dimensional vector latent space. A bigger latent space makes it easier to embed and
align both modalities, but it leads to a less informative self-supervised encoding for the downstream heads,
such as the reward model. As we show in our ablation study choosing the right height and width of the
latent space is crucial for successful learning.

Proof of Concept Reinforcement learning environments are often very complex, so that evaluation
and model analysis can become hard for complex models such as ours. Additionally, domain adaptation
complicates evaluation even more. For this reason, we �rst construct a toy environment that we call
Arti�cialV0 to show that our idea is working in principle. Arti�cialV0 is constructed as follows: A state of
Arti�cialV0 is the position of a red and a blue dot. Its state space is a box [�1, 1]Ö[�1, 1]. As observations,
we use images of the red and the blue dot on a white background. The goal is to move the red dot towards
the blue dot. The actions are steps by the red dot with an action space of [�0.2, 0.2] Ö [�0.2, 0.2]. The
negative euclidean distance between the blue and the red dot is used as a reward. An episode terminates as
soon as the absolute Euclidean distance is smaller than 0.1. The other modality is constructed the same,
but the observation images are inverted. Advantages of Arti�cialV0 are that the actions and observations
are easy to interpret and the optimal policy as a reference benchmark is easy to implement. The optimal
policy brings the red dot on a straight line towards the blue dot and achieves an average return of �2.97. We
�nd that CCWM achieves a similar average return after 30K environment steps in an online setting in both
modalities, despite us only giving it access to a small o�ine dataset of 5000 disjunct observations from the
reversed modality without downstream information. In [FZI-AP3-3-Figure-3], one can see that a trajectory
can be started in the inversed modality and successfully continued in both modalities. This indicates that
the model is capable of embedding both modalities into a shared latent space.

The top row shows the observations recorded from the environment if one observation is given to the
model and the policy is rolled out. It shows that the model can learn the optimal policy (bringing the
red/turquoise dot towards the blue/yellow dot on a straight line) only with downstream information from
the original modality but also works in the reversed modality. The second row is the prediction of our CCWM
back into the domain from that the agent retrieved the initial observation. The last row is the cross-modality
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prediction.

Experiment Setup To show the potential of our approach in a more realistic environment, we also evaluate
our model in the CARLA simulator. We choose to use images from a semantic camera as the �rst modality
and images from an RGB camera as the second modality. Both look down onto the cars from a birds-eye-view
point. For an even more realistic setting, one could replace the top view RGB camera with an RGB surround
camera in a real car and the schematic top view with an RGB surround-view camera from in simulation.
However, since we do not have access to a real car with such sensors and we are restricted in computational
resources, we simpli�ed the problem for now. Arguably, the visual di�erence between the RGB camera from
the simulation and the real world RGB camera is smaller than the visual di�erence between the RGB camera
in the simulation and the schematic view of the simulation, so there is reason to believe that a transfer from
the RGB camera of the simulation to the RGB camera of the real world would work as well.

Comparsion with the state-of-the-art To show that the constructed domain gap is not trivial and our
model is outperforming current domain adaptation methods, we compare our model with 1) no adaptation
to the other modality at all, 2) the random convolutions (RC) [FZI-AP3-3-29] approach, which we regard as
being state of the art in domain randomization, and 3) the RL-CycleGan [FZI-AP3-3-34], which we consider
to be the start of the art in unsupervised domain adaptation. All models are reimplemented and integrated
into our codebase. They are apart from their core idea as similar as possible regarding network structure,
network size, and other hyperparameters. The performance of a world model rises and falls with two factors:
1) How well the model can predict the current reward based on the current state and 2) how accurate the
prediction of the next states is. We recorded three disjunct o�ine datasets with the CARLA roaming agent
(an agent controlled by the CARLA tra�c manager). The �rst contains trajectories of observations of the
semantic view with downstream information. The second contains trajectories of observations of the RGB
camera without downstream information. The third contains aligned semantic and RGB camera trajectories
and downstream information. The �rst and the second dataset are used for training the model, and the
third is used for evaluation. The model without any domain adaptation is trained on the �rst dataset in the
regular dreamer style for the model training. The RC model is trained on the �rst dataset with randomized
inputs. The RL-Cycle-GAN model is trained by �rst learning a Cycle-GAN-based translation from the �rst
modality to the second modality. Then the model is trained on the translated observations of the �rst
dataset. CCWM is trained as described in the previous section on the �rst and the second dataset.

Results All models are evaluated on the third dataset in the following ways: First, we qualitatively
analyze the predictive power for the next states of the model. We warm up the model by feeding it some
observations and then predict the next observations of the target domain, as shown in [FZI-AP3-3-Figure-
3]. A general advantage of CCWM noteworthy to mention is that it can predict into both modalities
simultaneously since both have a shared latent representation, which might be practical for error search.
Besides the qualitative analysis of the state predictions based on the predicted observations, we also compare
the predictions quantitatively by calculating the PSNR between the predicted and the real trajectory, as seen
in the [FZI-AP3-3-Table-1] 1. Furthermore, we compare the reward prediction in the target domain where
no downstream information was available. Both in qualitative and quantitative comparison, one can see
that our model outperforms the other approaches.

216



3.2 E3.2.3.3a: Active transfer learning with starting point synthetic data and target real data using
domain adaptation.

Figure 3.15: [FZI-AP3-3-Figure-3]: Qualitative Results on Carla.

Analysis The advantage of our approach over RC is that RC generalizes random distortions of the input
image that RC can emulate with a random convolution layer, which might include the semantic segmentation
mask, but will also include many other distributions, making it less directed despite its simplicity. Pre-
translating with Cycle-GAN follows a more directed approach but is not able to train the whole network
end-to-end. Furthermore, it �rst encodes a training image, then decodes it to a di�erent domain, and
then encodes it again to derive downstream information and predict future states. This is a longer path
than encoding it only once like CCWM and leaves room for well-known problems with adversarial nets like
artifacts in the image, hindering training progress.

The �rst row shows the ground truth of the semantic top camera sampled from dataset 3, and the
second row the baseline of what would happen if the dreamer was trained in one modality and rolls out the
other modality now. Row 3 and 4 show the state-of-the-art comparison with random convolutions and a
preprocessing input with a Cycle-GAN. Both were also only trained on with the RGB top camera. The 5th
and the 6th row shows our model rolled out aligned in both modalities. The previous 19 frames and the
�rst frame of the ground truth are fed into the model for all models, and then the model is rolled out for
�fteen time steps (every second is shown).

Ablation Study Although probabilistic graphic models and reinforcement learning approaches are gener-
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Figure 3.16: [FZI-AP3-3-Table-1] Comparison with the state-of-the-art.

ally susceptible to hyperparameters, the size of the latent space has shown to be especially signi�cant. As
shown in [FZI-AP3-3-Table-2] a 1x1 latent space like it is common in many model-based RL approaches
performs poorly, while bigger latent spaces provide much better performance. Our explanation for this is
twofold. Firstly, related approaches such as UNIT [FZI-AP3-3-23] cannot translate images well with a tiny
latent space and instead use huge latent spaces. Secondly, in autonomous driving, it might not be bene�cial
to compress the whole complicated scene with multiple cars that all have their own location, direction,
speed, etc. into one vector, but give the network inductive bias to represent each of them in a single vector
and calculate the dynamics through the convolutional GRU with its suiting local inductive bias. Another
important consideration is the weights for the di�erent losses, which need to be carefully chosen. The reward
loss tends to get stuck around the mean since its signal is relatively weak, so it should be chosen relatively
high. The KL based losses in the latent space can get very high and destroy the whole model with a single
step. On the other hand, a high normalization loss leads to bad predictive capabilities, and a high cyclic
loss leads to a bad alignment of the modalities.

We measured the quality of the reward prediction with the relative squared error against predicting the
mean reward to show that something better than predicting the mean is learned. Furthermore, we determined
how well the di�erent models can predict the next states based on the peak signal-to-noise ratio (PSNR)
between the real future observations and the predicted observations. We can see that all domain adaptation
methods can transfer the reward predictions while only using one modality. Our CCWM achieved the
best reward transfer and the best video prediction. It is worth mentioning that the cross-modality reward
predictions with only one modality and with RC were unstable, varying strongly over time steps depending
on the initialization. Since single modality and RC are fast, while Cycle-GAN and CCWM are slow, we show
the results after training approximately 24 hours on an NVIDIA GTX1080TI to keep the comparison fair.

The models are identical except that the convolutional GRU is used at di�erent downsampling scales of
the network. We can see that latent spaces smaller than 4 Ö 4 are having trouble minimizing all objectives
at once, and the reward RSE is not falling signi�cantly below simply predicting the mean

Conclusion

In this work, we introduced cycle-consistent world models, a world model for model-based reinforcement
learning that is capable of embedding two modalities into the same latent space. We developed a procedure
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Figure 3.17: [FZI-AP3-3-Alg-1]
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Figure 3.18: [FZI-AP3-3-Table-2]: Ablation study on the size of the latent space.

to train our model and showed its performance in a small toy environment and a more complex environment
based on the CARLA simulator. Furthermore, we compared it in an o�ine setting with two state-of-the-art
approaches in domain adaptation, namely RC and RL-Cycle-GAN. We outperformed RC by being more
directed and Cycle-GAN by training end-to-end without the necessity to encode twice. For the future we
plan to extend our model by training a full model-based RL agent that is able to learn to control a vehicle
in simulation and generalize to reality given only o�ine data from reality without any reward information.
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3.2.3 Trainingsdatenselektion mit Hilfe von aktivem Lernen in Fällen von

unterrepräsentierten Daten (TUM)

Introduction

The advent of deep learning led to the increasing need of large, diverse datasets. It is commonly known
that the creation of such are very time and cost intensive. To reduce the amount of data needed, methods
exist which allow the model to choose the appropriate data needed through a clever designed acquisition
function. In contrast to previous work, which derive the model uncertainty by di�erences in prediction for
a given sample [TUM-AP3-3-01, TUM-AP3-3-03], our work derives it by considering prediction di�erences
for given points, viewed from multiple viewpoints.

Related Work

Active learning iteratively acquires data from an unlabeled data pool to improve a given learning task, while
keeping the amount of data needed as small as possible. The challenging task in active learning, is the design
of a suitable acquisition function. Over the years many functions where proposed which calculate the entropy
[TUM-AP3-3-01,TUM-AP3-3-02] and/or information gain [TUM-AP3-3-03] if an unlabeled sample x ∈ DU
would be added to the training set DT , mostly leveraging the usage of Monte Carlo Dropout [TUM-AP3-3-
01] or Ensemble methods [TUM-AP3-3-02]. In contrast, Siddiqui et al. [TUM-AP3-3-04] introduce a View
Entropy and View Divergence score leveraging the prediction uncertainty of multiple views.

Methods

Given a training set DT , an unlabeled set DU with DT∩DU = ∅ containing point clouds Pi ∈ D = DT∪DU
we assume we can partition the data into di�erent scenes, i.e. Si ⊂ D = DT ∪ DU . Furthermore, we
assume to be able to sort the pointclouds Pn ∈ S⟩ by time, i.e. S⟩ = {Pt, Pt+1, . . .} where Pt was
recorded before Pt+1, . . . . Given a semantic prediction for any given point pi ∈ Pt we want to receive the
same semantic prediction for pi ∈ Pt+1 . If it is not the case, clearly the model is uncertain about the
speci�c point and in general about the given class, hence we need to add more useful data to the training
set DT . To achieve this, we �rst calculate the probability for a given class, average the probability over
corresponding points resulting in in a mean cross-projected distribution Q(pi, c) . Afterwards, we can
calculate the view entropy score for every point pi ∈ Pt

V E(pi) = −
∑
c

Q(pi, c) log(Q(pi, c)) (3.27)

For more details we please have a look at [TUM-AP3-3-03]. A visualization of the entropy can be seen
in Figure TUM-AP3-3-Figure-01.
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Figure 3.19: TUM-AP3-3-Figure-01: Visualization of the calculated entropy using 5cm, 10cm and 20 cm
for the nearest neighbor search for point correspondence.
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Experiments (implementation details, experimental results)

We decided to use the nuScenes dataset [TUM-AP3-3-05] and Cylinder3D++ [TUM-AP3-3-06] as our
segmentation backbone. To reduce the complexity of the task we removed all dynamic objects from the
dataset, removing the need of a scene �ow model. In future iterations of the work, we will add the dynamic
aspects back. For point correspondences, nearest neighbor search is used. Speci�cally, a sphere with radius
20cm is centered around the point of interest xi,t (at timestep t) and all points xj,t+1 inside the sphere are
matched with it. Due to time constraints and faster development cycles, we mainly use the mini data split
provided by [TUM-AP3-3-05] instead of the full dataset. Experiments showed similar results when applied
on the full dataset.
Our baselines are, (1) a random sampling approach, randomly sampling samples x ∈ DU (2) a randomly

sampling points pi ∈ Pt for all samples in DU and (3) a Monte Carlo Dropout approach [TUM-AP3-3-01],
using 20 forward passes per sample at inference with enabled dropout layers and 20% dropout rate.
The proposed acquisition function relies on the matching of samples from di�erent timesteps. Currently

we implemented that every pointcloud Pt at timestep t is matched with its direct neighbor Pt+1 . Other
matching approaches are possible and we currently investigate those.

5% 10% 15% 20%

Random Sample 24.70 26.03 26.52 28.80
Random Points 24.55 27.99 28.43 29.90

Monte Carlo Dropout@0.2 Dropout 25.99 27.24 25.91 27.89
Ours 22.53 26.55 27.75 28.68
Ours@0.2 Dropout 23.78 26.28 27.85 28.97

Table 3.9: Table TUM-AP3-3-Table-01: mIoU of our method compared to baselines: (1) Random Samples -
randomly select a sample (2) Random Points - randomly select points in each sample, (3) Monte
Carlo Dropout [TUM-AP3-3-01]. All experiments ran on the nuScenes mini dataset without the
usage of dynamic objects.

In Table TUM-AP3-3-01 our current results are summerized. Our proposed method is currently not able
to beat any of our proposed baselines, even though we are very close.

Code

The general active learning loop can be implemented with following pseudo code (using Python style syntax).
General Active Learning Pipeline

def a c t i v e_ l e a r n i n g ( t r a i n i n g_s e t , un l abe l ed_data ) :
fo r i in 1 . . K:

t ra ined_mode l = t r a i n ( t r a i n i n g_s e t , epochs , . . . )
s e l e c t ed_da ta = mu l t i_v i ew_acqu i s i t i o n ( tra ined_model , un labe l ed_data , N)
t r a i n i n g_ s e t = merge_data ( s e l e c t ed_data , t r a i n i n g_ s e t )
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For K iterations following steps will be executed: (1) the backbone model is trained on the current training
dataset DT Afterwards (2) our proposed multi view acquisition function is executed which evaluates the
trained model on the unlabeled dataset DU and N new samples are selected. Lastly, (3) the newly selected
samples are added to DT .

Multi View Consistency Acquisition Function

def mu l t i_v i ew_acqu i s i t i o n ( tra ined_model , un labe l ed_data , N) :
enab le_dropout ( t ra ined_mode l )
fo r x in un labe l ed_data :
fo r i in 1 . . num_forward_passes :

p r e d i c t i o n += tra ined_mode l ( x )
p r e d i c t i o n = p r e d i c t i o n / num_forward_passes

en t r opy = mult i_v iew_entropy ( p r e d i c t i o n )
s e l e c t ed_da ta = se l ec ted_samp le s_wi th_h ighes t_ent ropy ( ent ropy , N)
return s e l e c t ed_da ta

In the acquisition function we evaluate the model for num_forward_passes and normalize the resulting
predictions. We calculate the entropy as description in the Method section and select
N points with the highest entropy.

Discussion & Conclusion

While our current results do not show improvements compared to our baselines we are con�dent to im-
prove it future iterations. For example did we not optimize the hyperparameters yet, including the nearest
neighbor search radius or timestep matching. For timestep matching we investigate if need to increase the
correspondence set size, which is currently 1, i.e. matching every point cloud Pt with > 1 point clouds.
Furthermore, di�erent approaches for the correspondences can we used. Currently we just look one step
into the future but we could also look into the past, use a sliding window approach or even randomly select
correspondences.
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3.2.4 On-the-�y synthetische Datengenerierung zum Online-Lernen (TUM)

Introduction

Deep learning models thrive with more data.While this is bene�cial in most cases, sometimes it creates
bottlenecks, as the data collection and especially labeling processes can become challenging. Street view un-
derstanding is one of the �elds, where both data collection and pixel-wise labeling is expensive. Synthetic
simulator data can be used instead of or alongside with real data. However, the domain gap mostly confuses
the object detection models. Domain transfer explores methods to make synthetic data look more realistic.
This report focuses on sampling and pairing techniques on the synthetic data, so that the domain transfer
performance is improved.

Related Work

Image to image translation is a problem that has been subject to many papers from di�erent �elds. In the
�eld of street view understanding for autonomous driving, CycleGAN [TUM-AP3-3-07] explores semantic
class labels to image translation. Building upon their work, [TUM-AP3-3-08] and [TUM-AP3-3-09] explore
generation of real-like images from inputs of synthetic images from simulators or computer games. Most
recently, [TUM-AP3-3-10] investigate a rendering-inspired GAN approach to make synthetic images more
photorealistic.

Methods

We use our modi�ed version of CycleGAN as the domain transfer network. It is enhanced to keep the
semantic consistency between inputs and outputs, and to process auxiliary data. Our dataset consists of
CARLA as synthetic domain and Cityscapes as the real domain. Following suggestions of [TUM-AP3-3-10],
we extract intermediate rendering products, G-Bu�ers, to use as additional inputs.

Experiments (implementation details, experimental results)

Instead of feeding the generator and discriminator randomly, we follow a patch-pairing sampling strategy.
Given a source patch, we �nd its pair in the target domain by computing the distance between their feature
vectors.

We execute a profound analysis of pair-sampling and patch �ltering techniques. We examine di�erent
patch sizes, di�erent distance threshold on pairing, and patch �ltering.

In some cases, the patches lack semantic diversity and are plain surfaces (e.g., sky, asphalt), which is
ambiguous for the discriminator. We compute the entropy of patches to represent its semantic richness and
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Figure 3.20: Figure 1: Source (up) and target (below) patches in di�erent entropy regions

remove the patches below a certain threshold.
We use Fréchet inception distance (FID) to compare if a set of generated images are similar with the

target domain. A lower score indicates higher similarity among domains. Table 1 shows experiment results
under di�erent dataset con�gurations.

Experiment Con�guration FID Score

Random 300x300 Patches 133.26
Paired 300x300 Patches 108.55
Paired 300x300 Patches + GBu�ers 100.1
Paired 300x300 Patches, Entropy Filtering 126.45
No Patches, Whole Scene 62.33
No Patches + GBu�ers 58.16

Table 3.10: Table 1: FID Scores of translated datasets under di�erent domain adaptation training settings

We furthermore provide translation results of two training setups to be seen in Figure 2.
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domain adaptation.

Figure 3.21: Figure 2: Translated images from �Paired Patches + Gbu�ers� (Top) and �No Patches�
(Bottom) settings
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Discussion & Conclusion

As seen on Table 1, training con�gurations where input images are crops from the image perform worse
compared to the complete scene settings. Figure 2 is visualizes how the network trained with patches barely
makes any change on the source images, except a small color adjustment. On the other hand, Figure 2
(right) shows a clear adaptation on the CARLA image to look more Cityscapes-alike.
We conclude that contradicting our expectations, using the whole image instead of local crops works

best for translating CARLA into Cityscapes. This may be due to the decrease in semantic diversity and in
color variation coming with the smaller �eld of view of the crop. Because of the lack of information, it is
possible that the source and target patches become easily indistinguishable for the discriminator, and thus
the generator does not learn a valid transfer function. We claim to use whole image scenes while training
CycleGAN based networks in our future work.
[TUM-AP3-3-07] Zhu, Jun-Yan, et al. "Unpaired image-to-image translation using cycle-consistent ad-

versarial networks." Proceedings of the IEEE international conference on computer vision. 2017.
[TUM-AP3-3-08] Li, Yunsheng, Lu Yuan, and Nuno Vasconcelos. "Bidirectional learning for domain

adaptation of semantic segmentation." Proceedings of the IEEE/CVF Conference on Computer Vision and

Pattern Recognition. 2019.
[TUM-AP3-3-09] Ho�man, Judy, et al. "Cycada: Cycle-consistent adversarial domain adaptation." Inter-

national conference on machine learning. Pmlr, 2018.
[TUM-AP3-3-10] Richter, Stephan R., Hassan Abu Al Haija, and Vladlen Koltun. "Enhancing photoreal-

ism enhancement." IEEE Transactions on Pattern Analysis and Machine Intelligence. 2022.

3.3 E3.2.3.3b: Active transfer learning through active exploration in

dynamic environments.

3.3.1 Ansätze und Dokumentation für automatische Identi�kation von Datenpunkten

mit Potenzial zur Performancesteigerung eines Algorithmus (FZI)

Introduction

In recent years, it has become apparent that approaches to autonomous driving based on machine learning
methods such as neural networks are a key component to allow for fully autonomous driving. Great e�orts
are made to construct e�cient neural networks and to collect high-quality data that is necessary to train
these networks. However, naively collecting data and adding it to the training pipeline can result and long
training times and subpar performance. Driving is a highly imbalanced process and so is data collected from
a vehicle. For example, most of the time a car goes straight, less often it takes a turn or drives a curve and
rarely something impactful (e.g. an accident) happens. Unfortunately, these rare situations are also critical
for successful and safe driving.
Manually labeling collected data with the importance of speci�c situations would be a costly solution to

this problem and furthermore rather ine�cient, since any person who labels the data has their own idea of
what an important situation entails. Thus, an automated way to either collect or extract interesting data
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is needed. We suggest making use ideas found in the area of active learning to solve this problem. Active
learning describes a general methodology that tries to �nd the data that is most helpful to model learning.
To be more speci�c, the goal is to �nd the data points that are most informative of the optimal parameters
of a model.

In our case, we want to �nd a way to create a data-e�cient self-driving agent via model-based reinforce-
ment learning. We make use of active learning in two ways: First, we explore how a prioritized experience
replay bu�er can aid in training the agent faster. The idea is that the agent will quickly learn to drive under
normal circumstances, but will fail when more complicated or critical situations occur. By choosing training
data that entails such situations more often, we expect the agent to learn more e�ciently. Second, we
plan to analyze whether it is possible to integrate the prioritization directly into the data collection process.
While the agent must drive according to general driving rules, it is free to decide where to drive to collect
interesting data.

Related Work

General Active Learning

The most common occurrence of active learning in literature is in the context of pool-based active learning.
The goal is to choose data points from a pool of data in an order that results in e�cient and fast model
learning. The main research question in this direction is which acquisition function to use to prioritize the
data points. Over time many di�erent metrics have been proposed as acquisition functions. A common
property of most acquisition functions is that most are based on the prediction uncertainty of the model
[fzi-5, fzi-7]. Thus, a model that is able to provide an estimate of its prediction uncertainty, such as Bayesian
neural networks [FZI-AL-AP3-3-2], Monte-Carlo dropout [FZI-AL-AP3-3-3], or ensembles [FZI-AL-AP3-3-
7], must be used. Furthermore, in the context of deep learning one must consider that neural networks are
trained in a batch-wise and not sample-wise fashion. Recent research has shown that the e�ectiveness of
an active learning approach can be completely negated when not taken into account [fzi-10, fzi-1].

Active learning in reinforcement learning

In o�-policy reinforcement learning, it is common to use a replay bu�er that saves the last N newest
transitions. The data from this bu�er is used to train the agent independently from its interaction with the
environment. To prioritize the data in this replay bu�er traditionally the value error of the agents` value
estimator is chosen [FZI-AL-AP3-3-4]. In our case, we use a model-based agent, and thus, we can also use
common active learning metrics such as the uncertainty of the model. Indi�erence to the pool-based active
learning setting, in reinforcement learning we need to account for the addition of new data to the bu�er and
for the fact that the bu�er is limited in size.

Very related to classical active learning is active exploration. The agent is not (only) guided by the
extrinsic reward signal provided by the environment, but instead, an additional intrinsic reward [fzi-6, fzi-12]
is used to encourage exploration of regions of the environment that are unfamiliar to the agent.
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Methods

We propose to make use of the model uncertainty as a metric for the interestingness of a sequence of
observations. Since we use a model-based reinforcement learning agent as our baseline that is constructed
purely out of neural networks, we can resort to that vast literature on uncertainty estimation for neural
networks. We decide to use an ensemble of neural latent transition functions. The model of our agent
predicts the future development of the world given past observations. The forward prediction is done in a
latent space via latent neural transition functions. When the next latent state predicted by the multiple
members of the ensemble of latent neural transition function has high variance, it can be assumed that the
model is uncertain about the future development of the world. Thus, the given data is highly informative
of the model parameters. We use uncertainty as a metric to prioritize the data while training. This means
that highly interesting data will be shown to the model more often until it has learned from it. Then
the uncertainty will decrease and subsequent the prioritization and the frequency with which the data is
selected in the training process. In contrast to traditional experience replay bu�ers, we sample (experience)
trajectories from the bu�er instead of individual transitions. This is necessary since training our model and
policy is more stable when longer sequences are used for training. Additionally, in the autonomous driving
domain, we expect a single transition or low-level driving decision to have only a small e�ect on the driving
behavior of the agent. Looking at a sequence of transitions will better represent actions and the results
thereof.

A second way to increase data e�ciency is to integrate the model into the data collection process. We
suggest to make use of the model uncertainty as a reward for policy training. Previous works have used
similar rewards for unsupervised reinforcement learning for robot control tasks. However, we still need to
respect driving rules. The agent should only choose the driving trajectory that the model is most uncertain
about if there are multiple equally good options to choose from in terms of driving performance. For this
reason, we use our standard extrinsic reward function and add the uncertainty as an intrinsic reward function
on top. We expect that with proper weighting between these rewards, the agent should not seek terminal
states excessively frequently.

Choosing the weighting beforehand is di�cult, since it is not possible to estimate driving quality from
the weighting parameter. For this reason we make use of universal value functions [FZI-AL-AP3-3-13] and
universal policies. This enables the agent to learn an arbitrary number of value functions/policies using
a single function approximator. The main idea is the parameterize the value function and policy with an
additional variable α that indicates the degree of exploration. If the agent decides to follow a purely
exploitative policy it can set α to 0. With increasing α the policy becomes more exploitative. At training
time this is enforced by calculating the overall reward as r = rexploitative + α ∗ rexplorative . The explorative
bonus reward is added on top instead of linearly interpolated, because it can be of di�erent magnitude to
the exploitative reward and make the learning unstable otherwise. While theoretically an in�nity number of
di�erent policies can be learned, in practice we learn a small, but su�cient number of policies.

Our overall architecture can be seen in �gure [FZI-AL-AP3-3-Figure-01 ]. It is based on Dreamer [fzi-11,
fzi-9] Our agent learns directly from sensor observations, but can also be trained with pre-processed bird-
eye-views. We used a CNN to encode the observations into a latent state. An ensemble of latent transition
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Figure 3.22: [FZI-AL-AP3-3-Figure-01] Overall model architecture of our agent

functions is used to predict the next latent state. To provide a learning signal, the latent states are decoded
to predict the reward at a timestep and to either reconstruct the input or to predict some auxiliary a�ordance
such as a semantic birds-eye-map. The model is used to train the policy via latent imagination which means
no decoding of the latent state is needed for policy training. At inference time the CNN and the transition
function are used to infer the current latent state from past and current observations and the policy directly
outputs the next action based on this latent state.

Experiments

Because experiments with CARLA as a simulator for driving environments are infeasible to execute for every
change in architecture or hyperparameters, we evaluate our approach in various the Deep Mind Control
Suite environments. Although these environments have less complex observation spaces, they serve as
prototypes for our later experiments in CARLA and can give indications about promising research directions
in a magnitude less time or compute resources. Additionally, we also experiment with the Super Mario Bros
environment which is visually more complex and allows for more interpretable results.

In [FZI-AL-AP3-3-Figure-02 ] we can see the return curves over 5 million environment steps for an agent
with three policies of di�erent degrees of exploration. In [FZI-AL-AP3-3-Table-01 ] the weights of the
extrinsic and intrinsic reward can be seen. Empirically, we can see that policy-0 achieves the highest returns
and policy-2 the lowest. This is what we expected, since the returns are based purely on the extrinsic rewards
and the intrinsic reward bonus pushes the policies to be sub-optimal, but more exploratory. From the training
curves we can see that the policies are similar in performance relatively. From this we conclude, that all three
policies pro�t from the collected experience and trainings steps of the other policies. Furthermore, it shows
that the resulting trajectories of each policy are di�erent. When used in the domain of autonomous driving
this enables usage of the exploratory policies to get insights into what data the agent needs to collect to
gain a better understanding about the world. Especially together with the model, it is possible to simulate
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Figure 3.23: [FZI-AL-AP3-3-Figure-02] Training curves of mean return per episode for policy with di�erent
degrees of exploration.
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rollouts with the policy and thus, visualize the trajectory and the change of the vehicle and its surroundings.

Policy index extrinsic weight intrinsic weight

0 1 0
1 1 0.5
2 1 1

Table 3.11: [FZI-AL-AP3-3-Table-01] Policy con�gurations: Multiple policies with di�erent intrinsic reward
boni are used.

Discussion & Conclusion

We were able to show that it is possible to extend our approach to multiple policies with di�erent degrees
of exploration. However, the learning became harder to tune and tended to get instable with many sets
of hyperparameters. Nevertheless, the approach is promising in solving the problem of choosing a good
weighting between intrinsic and extrinsic reward. Furthermore, it enables to visualize which data the agent
regards as important for learning, without collecting the data beforehand. This can avoid the unnecessary
cost of collecting data and then not using it because the agent has already su�ciently learned from the
data. Our next steps are to scale the approach up to a larger number of policies and more sophisticated
environments such as the CARLA simulator.
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3.3.2 Aktives Lernen durch Ausnutzung von Modellunsicherheiten (Valeo)

3.3.3 Improving Replay-Based Continual Semantic Segmentation with Smart Data

Selection (PENG) Beitrag zu E2.2.3.1

The content presented in this subchapter is originally published at https://ieeexplore.ieee.org/docu
ment/9922284, reproduction is permitted. The content is subject to IEEE copyright.

Introduction

A desiderata of many machine learning models that are subjected to a changing environment, is the abil-
ity to progressively acquire new knowledge without negatively interfering with previous knowledge. This
is especially important in constant changing environments, like automated driving in which a model for
semantic scene parsing has to be able to adapt to new unseen objects, e.g., e-scooters, or di�erent driving
situations. As it is intractable to collect representative training data that accounts for all possible driv-
ing scenarios from the beginning, a model will likely start with a limited scope of application, which will be
increased gradually over time. Only recently benchmarks for semantic segmentation were proposed to specif-
ically address the issue for class-incremental and domain-incremental semantic segmentation [13] [14] [15] [16].
A major challenge in continual learning is to overcome catastrophic forgetting, where the model forgets the
knowledge learned from the previous task while learning a new task [17], French94catastrophicforgetting}.
However, the major di�erence between the proposed benchmarks of continual semantic segmentation and
object classi�cation, is that in benchmarks for semantic segmentation it is expected that old classes will
reappear in subsequent training images for new tasks, though labeled as background. In object classi�cation
due to the nature of the task, old classes cannot reappear in future training data. In semantic segmentation
this assumption is also justi�ed in some applications, but it is unlikely to hold for every class. The choice of
benchmarks in CSS with recurring classes in the training images of subsequent task resulted in most of the
recently proposed approaches [13] [18] [15] [19] [20] being purely based on knowledge distillation, which will
under-perform in settings where classes will not reappear [16] [21]. A simple solution to solve this problem
for semantic segmentation is to replay samples from previous tasks. This has been shown to be e�ective in
class- and domain-incremental scenarios [16] [21]. However, in most cases the selection of training samples
for the replay-bu�er is done randomly. While random choice of samples has shown to be competitive with
selective replay methods [22] [23] [24] the performance of random choice can vary signi�cantly, especially when
learning in a sequence of class-unbalanced tasks. In this scenario random choice can lead to over�tting on
very few classes. Therefore, we investigate various sample selection strategies for continual learning that
will stably outperform random sample selection for the task of semantic segmentation

Related Work

The importance of the sample selection in continual learning has been discussed in di�erent literature [25]

[26] [27] [23] [28]. Replay-based methods prevalently use a random data selection [29] [30] [31]. Still several
methods deviate from this approach. The method iCaRL by Rebu� et al. [32]uses a method called herding
[33], that selects the set of images for each class whose mean feature vector is closest to the actual mean
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feature vector of the class. Aljundi et al. [23] proposed to select samples based on the diversity of the
gradients to obtain a diverse set of samples. Chaudhry et al. [34] investigated to select samples near
the decision boundary assuming these to be more representative than those far away. In contrast to the
aforementioned methods, which have been applied in object recognition, Archarya et al. [27] examined
selection methods in the �eld of object detection. In addition to class balancing strategy, methods that
store samples with the highest or lowest number of di�erent classes were also investigated. Loosely related
to continual replay-selection methods are methods of deep active learning, which aim to select the most
representative samples from a pool of unlabeled data.
These selected samples are then labeled by an oracle. Several criteria can be used for sample selection
in deep active learning: Uncertainty of the neural network as well as the diversity of the dataset that
used for training. The uncertainty of the model can be measured using entropy [35]. Beside that, Monte
Carlo dropout [36] performs random dropout of neurons during inference in order to sample the posterior
distribution of the network detection. Senser et al. [37] described the task of active learning as a core-set
selection problem, which aims to �nd a small representative subset of the whole dataset.
The selected subset represents the overall data distribution so that the model trained over the subset is
comparable from a performance perspective. Similarly, Discriminative Active Learning (DAL) [38] trained a
binary classi�er to pose the active learning problem to a binary classi�cation problem, in which the subjective
of the task becomes to make the selected data indistinguishable from the unlabeled data pool. ci

Methods

A solution to mitigate forgetting in continual learning is to replay samples from the previous tasks. However,
a continual learning algorithm is constrained to a �xed memory budget that is not growing with the number
of tasks. Therefore, rehearsal methods have to approximate the data distribution of the previous tasks
Tk−1 by selecting representative samples that are stored in the memory M . The procedure of replay-based
continual learning and the sample selection is visualized in \cref{�g:replay_training}. After training on
a task Tk−1 we use a sample selection policy to sample data from the training dataset of Tk−1 . This
policy has access to all labels and images of Tk−1 as well as the currently trained model, but cannot access
upcoming training data of Tk . The goal is to select samples to minimize forgetting of the task Tk−1 after
training on subsequent tasks. The sampled data are stored in a bu�er of a �xed size M that is added to
the training data of task Tk . If new data are added to the replay bu�er when it is at maximum capacity,
samples will be discarded by the sample selection method. Finally, a retrieval policy is used that samples
data from the memory bu�er during training. As we focus on investigating the selection policy, we use a
�xed retrieval policy in all experiments that samples data uniformly over M . Sample selection methods
can broadly be divided in two categories: data-based selection methods that select data only based on the
images and labels, and model-based sample selection that use outputs or embeddings of the segmentation
model to select useful samples.

Baseline Methods A simple and strong baseline for the sample selection policy is random sampling, in
which samples are selected and discarded randomly from the dataset if the bu�er reaches its maximum
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Figure 3.24: FIG-PEG-1: Visualization of the incremental learning process.

capacity.In our experiments on random sample selection, we divide the memory bu�er of size M evenly
between number of the already observed tasks K, so that there will be M/K samples in the bu�er for each
task. As multiple runs of random selection are expected to lead to deviating results, our goal is to develop
a method that consistently outperforms the random data selection.

Data-based Sample Selection Data-based sample selection methods select samples purely based on the
training data, without regard of the segmentation model.

Image-based sample Selection: These methods select samples based on their visual appearance, to
ensure visually complex or diverse selection of samples.
We compare three di�erent approaches, BRISQUE [39]to select high quality samples, Total Variation [40] to
select samples that are visually complex and LPIPS [41] to discard similar samples from the bu�er.
BRISQUE [39] calculates an image quality score with no reference, we calculate the quality score for every
image in the dataset and then select the sample with the lowest score.
Total Variation (TV) is often used for denoising an image, as it measures the di�erence in luminosity between
neighboring pixels. We use TV to capture more complex labels or images, containing either a lot of di�erent
classes or visually complex scenes.
The �nal approach in this category is to discard visual similar images from the bu�er using LPIPS, we
combine this approach with the selection of class balanced samples, named Div. Class-Balanced Samples.

Class-Balanced Sample Selection: To ensure that individual classes are not forgotten, they need to
be represented in the bu�er. Therefore, the class-balanced sample selection methods tries to obtain a
bu�er with a uniform distribution of classes. However, in semantic segmentation we expect that the classes
within an image are rather unbalanced, e.g., the class street in Cityscapes usually covers a large part of the
image and classes like Tra�c Light only a very small part. At the same time some classes will appear in
almost every image, e.g., Street or Car, while other classes like Train are rare. Therefore, we follow two
di�erent approaches to balance the classes in the bu�er. The �rst method, Class-Balanced Samples, selects
samples that are closest to a uniform distribution of object classes. Class balanced bu�er on the other hand
greedily selects samples to steadily move the class-distribution in the bu�er towards an uniform distribution
of classes. Ambivalent classes selects samples with the highest number of di�erent classes to maximize the
information content
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Model-based Sample Selection Model-based Sample Selection methods additionally use the model' s
outputs, embeddings or the gradients of the segmentation model as basis for the sample selection.

Loss-based Selection: selects samples based on the highest, lowest or median value of the cross-entropy
loss. The intuition is that the neural network is well adapted to frequently recurring situations in the dataset
and has lower loss values on these samples, thereby we hypothesize that samples that are representative of
the dataset distribution generally have a lower loss. On the other hand, samples with the highest loss are
expected to be not as representative for the data distribution, but might still be useful for replay due the
high information content. Finally, we also include a median loss selection, in order to avoid trivial training
samples with low loss and outliers with a high loss.

Entropy-based selection: In the entropy-based selection the prediction uncertainty is estimated using
the Shannon entropy [42]. Following the same intuition as in the loss-based selection, three methods are
implemented selecting samples with the lowest, the highest, and samples close to the average uncertainty.

Gradient Based Sample Selection (GSS): GSS selects the samples based on the diversity of the
gradients [23]. In our experiments we use the greedy variant, which assigns a score Rn to each sample
based on the maximum cosine similarity of the gradients between the current sample and a �xed number of
randomly selected bu�er samples.
The samples which have similar gradients get higher scores from GSS. Samples are added to the bu�er with
their respective scores. Once the bu�er is full, the normalized score Rn/

∑
mRm is used as the probability

that a sample is discarded. Contrary to Aljundi et al. , the available task boundaries are used and the
process is performed for each task to ensure comparability across the methods. When adding a new task,
the samples with the highest score are discarded to keep the samples with the highest divergence according
to their gradients.

Representation-based sample selection (RSS): As we noticed that less forgetting correlates with more
similar representations of the intermediate layers of the network with the previous model in the domain-
incremental setting, we also investigate RSS that chooses samples in order to approximate the learned
embedding space. Therefore, we use the embeddings of each individual sample extracted by the encoder
of the segmentation network and project them into a lower dimensional space, e.g. using UMAP [43].
Subsequently, we cluster the projected samples into M clusters using k-means clustering and select the
samples that are closest to the cluster centers. Aditionally, we save the distance of the selected samples to
the center of all projected samples of the current task, so that when a new task is added, we can discard
samples of previous tasks that are furthest from the initial center.

Experiments (implementation details, experimental results)

We evaluate the sample selection methods for CSS in a class-incremental setup and validate the perfor-
mance in a domain-incremental setup.For the experiments we follow the same training architecture and
hyperparemters as [15] [16] and use ERFNet [44] architecture, which has been pre-trained on ImageNet.
Adam optimizer is used in combination with a polynomial learning rate schedule that starts with a learning
rate of 4× 10−4 with power 0.9.
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Class-Incremental Setup As we want to focus in our experiments on the scenario in which not all classes
will reappear in the subsequent task, we adapt the Disjoint Cityscapes split proposed by [16]. In this split
Cityscapes is divided into three distinct subsets. In each of these subsets only a disjoint selection of classes
are labeled.
Furthermore, the classes truck, bus, motorcycle only appear in the images second subset, likely resulting in
decreased performance of knowledge distillation-based approaches. Finally, only using naive replay is not
su�cient for class-incremental CSS because only incomplete samples are stored in the bu�er, meaning that
only certain classes are labeled and the model is not able to distinguish between classes of di�erent subsets.
Therefore, we use replay in combination with CIL[15] in the class-incremental setting.

We report the results of the Disjoint-Cityscapes experiments in Tables below. We can already observe
that that FT performs well on the most recent tasks, but su�ers from severe forgetting on all previous tasks
leading to an overall mIoU of 3.6%.
CIL mitigates forgetting considerably on all tasks while at the same time adapting to new classes very well,
with comparable results to FT on new classes, but still being far from the accuracy of the joint model.
The replay-based methods provide stable improvements on previous tasks compared to CIL, especially on
S2 that contains classes that do not appear in S1 or S3, in which the best performing method outperforms
CIL by an absolute of 14.3% mIoU, showing that replay is required in a truly disjoint setting. However,
we also observe that using replay in the class-incremental setting leads to a drop in accuracy on the new
classes, meaning that replay might inhibit e�ectively learning new classes. Methods that aim to balance
the classes in the replay bu�er achieve the highest mIoU on S2, indicating that class-balancing is vital for
sample selection in the class incremental setting. The results of Class-Balanced Samples can be improved
further by setting a diversity constraint on the bu�er that discards too similar images using LPIPS. The
highest overall mIoU is achieved by Diversity Balanced Samples reaching the overall highest mIoU 58.7%
mIoU on S2 and 60.5% on Cityscapes test set. We note that for Memory Size 32 and 128, the method
Class-Balanced Bu�er performs better than Class-balanced samples and that both methods perform better
than the remaining methods for bu�er sizes 32, 64 and 128. Results for di�erent memory sizes are shown
in FIG-PEG-2. The performance of the most successful methods, Min. Loss and the baselines are analyzed
for each class.
Finally, FIG-PEG-3 shows that the Diversity Balanced Samples is e�ectively mitigating the bias of classes
of S2 to be miss-classi�ed as classes of the most recent task.

Domain-Incremental Setup Domain-Incremental learning is a less challenging task than class-incremental
learning [45], but as replay-based methods have shown to be very e�ective in this scenario [16], we want
to validate that the proposed approaches will also work in a setting in which only the underlying input
distribution is changing. Therefore, we establish a domain incremental setting in which the segmentation
model is �rst trained on BDD100k [46] and subsequently on Cityscapes [47]. In the domain-incremental
setting we use naive replay and the basic cross-entropy loss.

The results in the domain-incremental are visualized in the table below.
First of all, we observe that in the domain-incremental setting, forgetting is overall less severe as in the
class-incremental setting.
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Figure 3.25: FIG-PEG-2: In�uence of the Memory Size M on the mIoU [%] of di�erent sample selection
methods in the class-incremental setting.
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Figure 3.26: FIG-PEG-3: Confusion Matrix after Class-Incremental Training on 3 Tasks of Disjoint-
Cityscapes of a) Class-Incremental Learning without Replay b) Class-Incremental Learning with Class-
balanced Replay. Note the miss-classi�cation for non-reoccurring classes of task S2 for a) and the improved
accuracy after employing class-balanced replay b).
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Secondly, the choice of the sample selection method does not impact the �nal accuracy as much as in the
class-incremental setting, with the exception of Max. Loss, that performs worse than FT. The reason for the
bad performance is that Max. Loss selected almost exclusively samples of BDD100k that contain erroneous
labels, that result in a high loss. The selection by highest loss also shows that bad sample selection can
inhibit learning of the new domain severely as it drops an absolute of 2.48% mIoU compared to random
sample selection. Furthermore, class-balancing methods do not outperform random selection in the domain-
incremental setting, indicating that in this scenario class-balancing is of less importance.
On the other hand, model-based methods such as Mean Loss, Mean Entropy and Representation-based
Sample Selection (RSS) are more e�ective in the domain-incremental scenario as in the class-incremental
scenario. FIG-PEG-4 shows the CKA similarity score [48] of the intermediate representations of the model
before and after training on the second task. The results clearly indicate that the higher the CKA score
is, the better the selected memory bu�er is suited to mitigate forgetting. Therefore, a sample selection
method should take the distribution of the internal representations into account when selecting samples for
replay. FIG-PEG-5 shows that with decreasing memory size the sample selection method has a much bigger
impact on the �nal performance. Therefore, sample selection should be especially taken into account when
memory is very limited.

Solid Lines show Replay-based methods with di�erent sampling methods the dotted line shows training
without the Replay. It is apparent that Replay helps stabilize the networks internal representations and that
the correct sample strategy can further improve that e�ect which also leads to less forgetting.

Discussion & Conclusion

We evaluated di�erent sample selection methods for replay-based class- and domain-incremental semantic
segmentation. We show that current knowledge-distillation-based approaches will fail in scenarios in which
classes will not reoccur in subsequent tasks and prove that replay-based methods can mitigate forgetting in
those cases. Our evaluation further validates that sample selection has to be taken into account especially in
a truly disjoint class-incremental setting.In this setting, class-balancing sample selection methods have proven
to be the most e�ective, while methods based on loss statistics, entropy or the internal representations of the
model fail for non-reoccurring classes. On the other hand, we show that in the domain-incremental setting
methods that select samples that help to stabilize the models internal representations e.g. by approximating
the distribution of their internal representation (RSS) or by selecting samples that have a median entropy.
Finally, we observe that sample selection plays a much more important role with smaller memory sizes,
making it even more important for models trained on embedded hardware.
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Figure 3.27: FIG-PEG-4: Representational similarity (CKA) scores between activations of the di�erent
layers before and after training on the second domain-incremental Task.
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Figure 3.28: FIG-PEG-5: In�uence of the Memory Size M on the mIoU [%] of di�erent sample selection
methods in the domain-incremental setting.

3.4 E3.2.3.4c: Methods for knowledge transfer in neural networks

have been optimized, analyzed, and evaluated

3.4.1 CRAT-Pred: Vehicle Trajectory Prediction with Crystal Graph Convolutional

Neural Networks and Multi-Head Self-Attention (Mercedes-Benz AG)

We investigated how not using an HD map a�ects the task of trajectory prediction. The result is an
interaction-aware expert network for trajectory prediction.
Using this expert network, we removed agents from a trajectory prediction dataset and showed that using

this pruned dataset does not lead to a degradation of the prediction performance of a map-based model.
The work is published at IEEE ICRA2022, which is considered the world' s leading conference on robotics

and automation.
The content presented in this subchapter is originally published at https://ieeexplore.ieee.org/do

cument/9811637, reproduction is permitted. The content is subject to IEEE copyright.
Source code is publicly available: https://github.com/schmidt-ju/crat-pred
Publication possible: , Link to the o�cial IEEE Paper (the content and the images are copied):

https://ieeexplore.ieee.org/document/9811637/

Introduction

In order to make autonomous vehicles safer than human drivers, there is a strong need to predict the future
motion of vehicles participating in tra�c.
Solving this task in an appropriate manner requires methods that consider the social interactions between
these participating vehicles.
This can be illustrated by a simple thought experiment.
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Imagine two vehicles driving behind each other on a straight road.
The future trajectory of the trailing vehicle is highly dependent on the current action of the leading vehicle.
Neglecting such strong social interactions leads to inappropriate results for safe autonomous driving tasks.

With regard to this challenge, particularly machine learning-based prediction models have shown strong
performance in the past.
While earlier works relied on hand-crafted features to represent social interactions, latest work proposes
models that are based on Convolutional Neural Networks (CNN) (e.g., [35]), Graph Neural Networks (GNN)
(e.g., [36]) or the attention mechanism (e.g., [37]).
A majority of these models for vehicle prediction have one thing in common:
Their architectural design and the corresponding training process is designed for the incorporation of map
information, most commonly originating from an underlying High De�nition (HD)-map.
In reality, however, map information is not always existent, up-to-date or usable due to failed localization.
This illustrates the need for high performant, map-free prediction models.
Although this also applies to the prediction of pedestrian motion, recent work [38] has shown that even
sophisticated neural network-based models cannot signi�cantly outperform simple approaches, such as the
constant velocity model.
For vehicles, the underlying kinematic model restricts their motion and the clearly de�ned tra�c rules provide
certain constraints to their interactions.
These two aspects of vehicle prediction, together with other, yet to be investigated e�ects, for now seem
essential for learning the task with a machine learning-based approach.

In this work we propose CRAT-Pred (Crystal Attention Prediction), a map-free, interaction-aware and
multi-modal trajectory prediction model for vehicles.
CRAT-Pred is speci�cally designed to make the best possible use of the information provided by social
interactions.
For this purpose it uses the mechanisms of crystal graph convolutional neural networks [39] that originated
in the �eld of material science.
The multi-head self-attention mechanism, directly prior to the trajectory decoder, o�ers an additional way
to learn social interactions in an interpretable way.

In summary, our main contributions are:

� We propose a novel map-free trajectory prediction model for vehicles. To the best knowledge of the
authors, this model is a �rst-time combination of crystal graph convolutional neural networks and
multi-head self-attention.

� We conduct extensive experiments on the publicly available Argoverse Motion Forecasting Dataset [40]
and prove state-of-the-art performance for map-free prediction. In contrast to other approaches with
similar performance, the model requires signi�cantly less model parameters.

� We furthermore quantitatively show what has only been assumed so far: The self-attention mechanism
is able to learn social interactions between vehicles.
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Figure 3.29: MBC-PRED-AP3-4-Figure-01: Overview of CRAT-Pred: Each actor is encoded by an LSTM
(green) that shares weights between all actors. Interactions are modeled by a GNN (blue) and a multi-head
self-attention mechanism (purple). Trajectory prediction is done by multiple parallel linear residual layers
(orange and red), with the �rst one (orange) always corresponding to the most probable trajectory.

Related Work

Recent machine learning-based approaches to model social interactions for vehicle trajectory prediction can
be clustered into two distinctive categories.

Rasterization-based approaches rely on grid-based operations to model social interactions.
Deo et al. [41] continue the work of the Social-LSTM [42] and encode vehicle dynamics via a Long Short-
Term Memory (LSTM) followed by a convolutional social pooling mechanism for learning interdependencies
between vehicles.
More advanced approaches rely on the generation of a top-down Bird' s-Eye-View (BEV) image representa-
tion [35], [43], [44], [45].
The BEV representation o�ers a �exible way to not only model social interactions, but also temporal vehicle
information and even map information.
More speci�cally, di�erent types of context information can be encoded in di�erent channels of the image.
Common CNN backbones, such as ResNet [43], [44] or MobileNetV2 [44], [45], are then applied to extract
mid-level features, which can then be interpreted by a decoder.
However, the �exibility comes with a drawback.
Generating BEV representations requires rasterization and thereby leads to an unavoidable loss of information
[37].

Node-based approaches on the other hand do not rely on rasterization, but model social interactions
in a graph structure, with nodes typically representing the vehicles.
Our de�nition of node-based approaches includes GNN-based approaches [36], [46], [47] that rely on message
passing [48] and attention-based approaches [37], [49], [50], [51], [52] that rely on the attention mechanism
[53].
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Due to the �exible node structure, there are also approaches combining both groups [54], [55], [56].
The underlying graph is either fully-connected [37], [46], [50], [51], [52], [54] or dependent on the distance
between the vehicles [36], [47], [49], [55], [56].
Analogously to some of the rasterization-based approaches, recurrent encoders are commonly used to get
an encoding of the past vehicle states, thus making the temporal information available to the corresponding
nodes.

Most of the above listed state-of-the-art approaches directly incorporate map information in a uni�ed way
into the graph structure.
For instance, VectorNet [52] creates one global interaction graph with map information as additional nodes.
Another example is LaneGCN [37], which uses multiple attention mechanisms to pass information between
vehicle nodes and the features of a lane graph.
Other recent approaches aggregate information of interacting vehicles directly through the road topology,
resulting in a non-interpretable way of interaction modeling [57], [58].
Both ways to incorporate map information result in models that are tightly coupled, designed and trained
for the incorporation of map information, which limits the application to regions where this information is
available.

Mercat et al. [51] propose a prediction model that intentionally requires no map information and combines
an LSTM encoder-decoder with multiple multi-head self-attention layers.
Experiments are only carried out for highway scenarios.
Messaoud et al. [50] propose a model that combines grid-based trajectory encoding with LSTMs and multi-
head self-attention, resulting in a hybrid rasterization-node-based approach that is limited to highway sce-
narios.
Our proposed model is related to the work of Mercat et al. [51] and Messaoud et al. [50] and is therefore
speci�cally designed for map-free prediction, thus relying on making the best possible use of the information
provided by social interactions.
It shares the idea of using multi-head self-attention to model social interactions in an interpretable way.
In contrast to these approaches, however, it combines the powerful mechanisms of GNNs, including the
otherwise rare usage of features for graph edges, and multi-head self-attention, resulting in an approach not
limited to speci�c scenarios and not relying on rasterization.
We show this by benchmarking our model on a diverse, large-scale and publicly available dataset.

Other recent approaches reuse algorithms from point cloud learning [59] or utilize whole end-to-end
transformer-inspired architectures [60].

Problem Formulation

Our formulation considers the trajectory prediction problem as the task to predict the future 2D coordinates
of vehicles, given their past states and the past states of the surrounding vehicles.

In a scene with N vehicles, the available information is

Thist = {τ ti|i ∈ 1, . . . , N ; t ∈ −Th + 1, . . . , 0}, (3.28)
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where Th denotes the history horizon.
At each timestep t , vehicle i is represented by the 2D coordinates τ ti = (xti, y

t
i) .

Given this information, the trajectory prediction problem can be expressed as the task to predict

Tfut = {τ̃ li|i ∈ 1, . . . , N ; l ∈ 1, . . . , Tf}, (3.29)

with Tf being the forecasting horizon and τ̃ li = (xli, y
l
i) .

Trajectory Prediction Model

An architectural overview of our proposed trajectory prediction model with the name CRAT-Pred is given
in Fig. MBC-PRED-AP3-4-Figure-01.
The following sections provide an in-depth description of the individual components.

Input Encoder Instead of using absolute 2D coordinates, our model operates on input data, which
represents the past of each vehicle i as a series of discrete displacements

sti = (∆τ ti||bti), (3.30)

with ∆τ ti = τ ti − τ t−1
i .

Based on the input data representation of LaneGCN [37], we only consider vehicles that are observable at
t = 0 and handle vehicles that are not observed over the full history horizon Th by concatenating a binary
�ag bti .
The �ag indicates whether there was a displacement of vehicle i observed at timestep t ( bti = 1 ) or not
( ∆τ ti = (0, 0) and bti = 0 ).
For each vehicle i and each timestep t , this results in a vector sti of size 3.

Given this information, a single LSTM

hti = LSTM(ht−1
i , sti,Wenc,benc) (3.31)

with one layer and shared weights for all vehicles is then used to encode the temporal information of each
vehicle in the scene.

The hidden state hti is vector of size 128.

Interaction Module Subsequent to the encoding of the past state of each vehicle, we construct a bidi-
rectional fully-connected interaction graph, with v

(0)
i = h0

i acting as the initial node features.
In addition to that, edge features are used:
The edge from node i to node j obtains the feature vector

ei,j = τ 0
j − τ 0

i , (3.32)

which corresponds to the distance from vehicle i to vehicle j at t = 0 .
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The graph convolution operator is then de�ned as the one used by crystal graph convolutional neural
networks [39].

v
(g+1)
i = v

(g)
i +

∑
j∈N (i)

σ
(
z
(g)
i,jW

(g)
f + b

(g)
f

)
⊙ g

(
z
(g)
i,jW

(g)
s + b(g)

s

)
. (3.33)

These were originally developed for the prediction of material properties and, to the best of our knowledge,
we �rst-time apply them to the prediction of vehicles.
In contrast to many other graph convolution operators, it is designed for the incorporation of edge features,
in our case allowing the network to additionally update the node features based on the distance between
vehicles.
g ∈ 0, . . . , Lg denotes the layer of the GNN, with Lg corresponding to the total number of layers.
We use Lg = 2 , with batch normalization and ReLU as non-linearity between the layers.
Deeper GNNs, where Lg > 2 , are possible, if there is a need to model more complex interactions.
z
(g)
i,j = (v

(g)
i ||v

(g)
j ||ei,j) corresponds to the concatenation of the node features and the edge feature. σ

and g are a sigmoid and softplus function.
After the GNN, each updated node feature v

(Lg)
i holds information about a vehicle and its social context,

however, vehicles might still be required to pay attention to speci�c surrounding vehicles, depending on
their past trajectory and current position.
In order to model this, we use a scaled dot-product multi-head self-attention layer [53] and apply it to the
updated node feature matrix V(Lg) , which contains the node features v

(Lg)
i as rows, resulting in a shape

of N × 128 .
Each head h ∈ 1, . . . , Lh is de�ned as

headh = softmax

V
(Lg)
Qh

V
(Lg)T
Kh√
d

V
(Lg)
Vh

. (3.34)

V
(Lg)
Qh

,V
(Lg)
Kh

and V
(Lg)
Vh

are head h s' linear projections of the node feature matrix V(Lg) and d is a
normalization factor that corresponds to the embedding size of each head.
The result of the softmax-function is often referred to as the attention weight matrix, in this case having a
shape of N ×N and representing pairwise dependencies between vehicles.
We will later experimentally analyze the attention weights more in-depth.
Finally, the updated node feature matrix A is obtained by

A = (head1|| . . . ||headLh
)Wo +

bo
...
bo

 . (3.35)

We use Lh = 4 and d = 128
Lh

= 32 .
This means that one row ai of the feature matrix A is a vector of size 128 and corresponds to the
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interaction-aware features of vehicle i.

Output Decoder For trajectory prediction, we use a linear residual layer and apply a linear projection to
it.
Instead of directly predicting the 2D coordinates in the global coordinate frame, the output decoder predicts
the positional di�erences oli = τ̃ li − τ 0

i of vehicle i to its 2D coordinates at t=0.
Formally, the output decoder is de�ned as

oi = (ReLU(F(ai, {Wr,br}) + ai))Wdec + bdec, (3.36)

with

F = (ReLU(aiWr,2 + br,2))Wr,1 + br,1. (3.37)

Group norm is used for normalization.

Multi-modality is obtained by using k of these decoders in parallel.
Further details are given in the next section.

Training Current approaches for making multi-modal predictions use an additional classi�cation layer to
determine the probability of each individual mode.
This not only adds model complexity, but also turns the learning process into a multi-task problem, which
can result in problems regarding loss balancing and convergence.
We claim that it is indispensable to identify a vehicle' s most probable trajectory, but the probabilities of all
other modes have a subordinate role.
It should be noted, however, that this is highly dependent on the subsequent planning algorithm.

Therefore, we obtain multi-modality by �rst training the full network end-to-end with only one output
decoder, always resulting in the most optimal prediction.
The loss function used for this training step is smooth-L1 loss.
After convergence, we freeze the whole model and add k - 1 additional learnable output decoders to it.
These additional decoders are then trained with Winner-Takes-All (WTA) loss [61].
In this speci�c case, WTA means that for each sequence only the weights of the decoder with the smallest
smooth-L1 loss are optimized.

Experiments

The following sections describe the extensive evaluation of our model on the widely established Argoverse
Motion Forecasting Dataset [40].
We prove state-of-the-art performance for map-free prediction.
In addition to that, we quantitatively show that the weights resulting from the multi-head self-attention
layer are a superior indicator for the pairwise interaction of vehicles, compared to the Euclidean distance.
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Dataset The Argoverse dataset consists of 205,942 train, 39,472 validation and 78,143 test sequences
recorded in Miami and Pittsburgh, each containing trajectories of multiple vehicles sampled with 10 Hz.
The goal is to predict the future trajectory (3 seconds) of one target vehicle, while taking the past trajectories
(2 seconds) of all vehicles in a sequence into account.
Sequences in the train and validation set therefore have a length of 5 seconds, while sequences in the test
set only contain the �rst 2 seconds of motion.
While the trajectory of the target vehicle is guaranteed to be observed over the full 5 seconds, other vehicle
trajectories are possibly only partially observed during this duration.
Due to the intended map-free design of our proposed model, we do not utilize the HD-maps provided by
the dataset.

Metrics For evaluation, we follow the previous works and adopt the minimum Average Displacement Error
(minADE), the minimum Final Displacement Error (minFDE) and the Miss Rate (MR) for single- (k=1)
and multi-modal (k=6) predictions.
minADE corresponds to the minimum average Euclidean error between the predicted trajectory and the
ground-truth trajectory of the target vehicle, while considering the top k predictions.
Analogously minFDE corresponds to the minimum Euclidean error between the predicted endpoint and the
ground-truth endpoint.
MR is de�ned as the ratio of sequences where none of the predicted endpoints is closer than 2 meters to
the ground-truth endpoint.

Implementation Details During preprocessing, coordinate transformation of each sequence into a local
target vehicle coordinate frame is done.
This common preprocessing step is also performed by other approaches [37], [59] benchmarked on the
Argoverse dataset.
Therefore, the coordinates in each sequence are transformed into a coordinate frame originated at the
position of the target vehicle at t=0.
The orientation of the positive x-axis is given by the vector described by the di�erence between the position
at t=0 and t=-1.
The model is trained for 72 epochs using Adam optimizer [62] with a batch size of 32 and a weight decay

of 10-2.
The �rst 36 epochs are used to train the full network end-to-end with only one output decoder.

After 32 epochs the learning rate decays from 10-3 to 10-4.
The subsequent 36 epochs are used to train the additional learnable output decoders, with the initially
trained model weights frozen.
Learning rates and decay are applied in the same way.
Implementation is done with pytorch [63] and pytorch geometric [64].

Quantitative Results Table MBC-PRED-AP3-4-Table-01 compares our model to the map-free base-
lines [40] on the online evaluated Argoverse test set.
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Table 3.12: MBC-PRED-AP3-4-Table-01: Results on the Argoverse test set: Map-free

Table 3.13: MBC-PRED-AP3-4-Table-02: Results for map-free prediction on the Argoverse validation set

Our model outperforms all of them by a large margin.
Fig. MBC-PRED-AP3-4-Figure-02 visualizes the minADE of these map-free baselines and the minADE of
state-of-the-art models that include map information.
Our model yields competitive results even in direct comparison to the state-of-the-art models, despite solely
focusing on the social interactions and not including map information.

As already stated, most state-of-the-art models for vehicle trajectory prediction are speci�cally designed
for the incorporation of map information and cannot be used and evaluated for map-free prediction.
Nevertheless, there are a few models that can be adapted and then trained for map-free prediction.
For a more in depth performance analysis, Table MBC-PRED-AP3-4-Table-01 compares our model with the
results of other adapted current state-of-the-art models for map-free prediction on the Argoverse validation
set.
In this case, our model manages to outperform all current state-of-the-art models in minADE@k=1 and
MR@k=1 , while requiring a signi�cantly lower number of model parameters.
This is a strong indicator that our proposed model is a high performant and simultaneously e�cient method
for vehicle trajectory prediction.
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Figure 3.30: MBC-PRED-AP3-4-Figure-02: minADE@k=1 and minADE@k=6 comparison of map-free
models and models that include map information.

Qualitative Results Fig. MBC-PRED-AP3-4-Figure-03 shows qualitative results of our proposed predic-
tion model on three diverse sequences of the Argoverse validation set.
The model' s capability to make multi-modal predictions can be seen in the low-speed sequence on the right.

Self-Attention as a Score for Social Interactions Although frequently used for vehicle prediction, the
ability of self-attention to learn and describe social interactions has never been analyzed quantitatively until
now.
Therefore, we quantitatively analyze if self-attention is able to learn social interactions between vehicles.
We do so, by limiting the vehicles of the original Argoverse dataset in each sequence to a smaller subset,
only containing the target vehicle and a maximum of Ls other vehicles.
Two di�erent strategies for vehicle selection are compared:

1. Euclidean Selection: Heuristic selection of the Ls closest vehicles to the target vehicle at t=0,
measured by the Euclidean distance. Euclidean selection with a �xed range is used in some recent
approaches [36], [47].

2. Attention-based Selection: Selection of the Ls vehicles with the highest attention weights (averaged
over all heads) with respect to the target vehicle. During the forward pass of our trained prediction
model, the history of each agent and their interactions get encoded. After the last graph convolution
layer, the attention weight matrix is calculated and the attention weights of the target vehicle get
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Figure 3.31: MBC-PRED-AP3-4-Figure-03: Qualitative results of CRAT-Pred on the Argoverse validation
set for three diverse sequences. The past observed trajectory of the target vehicle is colored in blue, the
ground-truth future trajectory in green. Predictions are colored in orange and red, with orange corresponding
to the most probable future trajectory. Past trajectories of other vehicles are colored in purple. Although
not used by the prediction model, road topologies are shown with dashed lines.

extracted. The subsequent selection then takes the Ls other vehicles with the highest attention
weights

We claim that an independent trajectory prediction model should achieve a higher performance with the
subsets that contain vehicles that are more relevant (here relevance corresponds to the amount of interac-
tion) for the prediction of the target vehicle' s trajectory.
Since the attention-based selected subsets directly result from our model, an independent trajectory predic-
tion model must be used in order to evaluate this in an unbiased way.

As an independent model the publicly available state-of-the-art model LaneGCN [37] is used.
One small adaptation was required.
This adaptation limits the optimization of the model to the trajectory of the target vehicle only, instead of
all vehicles jointly.
Since the target vehicle is always located near the center of a sequence, this assures that all of the vehicles
that socially interact with the target vehicle are available.

Absolute performance di�erences for Ls ∈ {1, 3, 5, 7, 9} are plotted in Fig. MBC-PRED-AP3-4-Figure-04.
The reference value is set by LaneGCN trained and validated on the full dataset, which is averaging more
than 15 vehicles in each sequence, resulting in minADE@k=6 = 1.398 , minFDE@k=6 = 3.051 and
MR@k=6 = 0.505 .
It is observable that the attention-based selection leads to a superior performance for all cases, when
comparing it to the Euclidean selection.
Interestingly, for Ls ∈ {5, 7, 9} LaneGCN trained and validated on the attention-based selected subset results
in a lower minADE@k=6 and minFDE@k=6 than LaneGCN trained and validated on the whole dataset.

While prior publications in the �eld of trajectory prediction applied self-attention and observed an im-
provement in the performance of a prediction model, our vehicle selection experiment quantitatively con�rms
what was mainly assumed before: Self-attention is indeed able to learn social interaction between vehicles,
with the weights representing a measurable interaction score.
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Figure 3.32: MBC-PRED-AP3-4-Figure-04: Quantitative performance di�erences of LaneGCN on the Ar-
goverse validation set, trained and validated with the subset selected based on the Euclidean distance (blue)
and the attention-based selected subset (orange). Performance is measured in minADE (left), minFDE (cen-
ter) and MR (right), with the reference value given by LaneGCN trained and validated on the full dataset.
Positive performance di�erences indicate performance degradation and vice versa.

Figure 3.33: MBC-PRED-AP3-4-Figure-05: Qualitative results of LaneGCN on the Argoverse validation
set, trained and validated with the full dataset (left), the subset selected based on the Euclidean distance
(center) and the attention-based selected subset (right). Two sequences are shown and each sequence is
limited to a maximum of Ls = 5 other vehicles. The past observed trajectory of the target vehicle is colored
in blue, the ground-truth future trajectory in green. Predictions are colored in orange and red, with orange
corresponding to the most probable future trajectory. Past trajectories of other vehicles, whose selection is
done by the di�erent strategies, are colored in purple. Grey circles mark vehicles that are not selected by
the corresponding strategy.
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Fig. MBC-PRED-AP3-4-Figure-05 qualitatively shows the available vehicle data and the resulting trajec-
tory predictions on two exemplary sequences for Ls = 5 .
In Sequence 1, the attention-based selection focuses mainly on vehicles driving in front of the target vehicle.
This also re�ects the intuitive behavior of a human driver.
Even more crucially, in Sequence 2, the Euclidean selection misses out on a vehicle traveling with the same
trajectory as the target vehicle in the future.
The attention-based selection includes this vehicle, which leads to better prediction results.

Conclusion

This paper proposes a simple yet e�ective trajectory prediction model for vehicles, achieving state-of-the-art
performance without using map information.
In contrast to approaches that o�er a comparable performance, it requires signi�cantly less model parameters.
The model uses an LSTM for the temporal encoding of vehicle features and then applies a GNN and multi-
head self-attention to model social interactions.
A simple linear residual layer is then used to generate the trajectory predictions.
While multi-head self-attention does boost the model' s performance, the results of the vehicle selection

experiment indicate another key property of the self-attention mechanism:
It is able to learn social interactions and therefore rate interactions between vehicles.
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4
Results TP4

4.1 E3.2.4.1a: Selected procedures for analyzing the robustness of AI

models in open-world are optimized.

4.1.1 Anomaly Detection in Multi-Agent Tra�c Scenarios (Mercedes-Benz AG,

Pattern Recognition

This work has been published as research paper at the Conference on Robot Learning 2021:
Wiederer, Julian, et al. "Anomaly Detection in Multi-Agent Trajectories for Automated Driving." Con-

ference on Robot Learning. PMLR, 2022. url: https://proceedings.mlr.press/v164/wiederer22a.h
tml.
We introduce a method for anomaly detection in situations with multiple interacting agents. Anomalies

are rare situations with high criticality. Usually anomaly detection methods learn a representation of the
normal data during training and classify less explored regions in the representations space as anomalies.
Since anomalies lie in regions of low density, anomaly detection can be used to measure the robustness of
learned algorithms towards outlier. In the following we describe the process for anomaly detection in street
scenes with multiple actors.

Abstract

Human drivers can recognise fast abnormal driving situations to avoid accidents. Similar to humans, auto-

mated vehicles are supposed to perform anomaly detection. In this work, we propose the spatio-temporal

graph auto-encoder for learning normal driving behaviours. Our innovation is the ability to jointly learn

multiple trajectories of a dynamic number of agents. To perform anomaly detection, we �rst estimate a

density function of the learned trajectory feature representation and then detect anomalies in low-density

regions. Due to the lack of multi-agent trajectory datasets for anomaly detection in automated driving, we

introduce our dataset using a driving simulator for normal and abnormal manoeuvres. Our evaluations show

that our approach learns the relation between di�erent agents and delivers promising results compared to

the related works.

Introduction (MB-E3.2.4.1a-Section-01)

A tired and inattentive driver often breaks the driving regulations by entering, for example, the opposite lane.
This abnormal driving behaviour is usually early detected by the participating human drivers who react early
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enough to prevent harmful situations. Similar to humans, autonomous vehicles should perform anomaly
detection as part of the automated driving modules [1][2][3]. Thus, learning normal driving behaviour is
necessary for detecting anomalies. Anomaly detection is a long-developed approach in computer vision,
for instance, to spot abnormal human behaviour [4][5] or vehicle motion in tra�c [6]. In robotics, the
approach detects hardware failures of self-�ying delivery drones [7] or helps a wheeled robot to navigate
around unseen obstacles [8]. Although these approaches can be transferred to automated driving, they only
consider a single agent in a static environment. That is barely the case for autonomous vehicles, where
multiple agents in�uence each other through constant interactions. In this work, we present an approach to
detect anomalies of multi-agents based on their trajectories for autonomous vehicles.

We propose a spatio-temporal graph auto-encoder (STGAE) for trajectory embedding. Similar to the
standard auto-encoder, it learns a latent representation of multi-agent trajectories. The main innovation
of STGAE is the ability to simultaneously learn multiple trajectories for a dynamic number of agents. In a
second step, we perform kernel density estimation (KDE) on the latent representation of the STGAE. We
empirically observe that KDE captures well the distribution of the normal trajectory data. During the test
phase, we detect anomalies in low-density regions of the estimated density. To evaluate our approach, we
introduce a new dataset for multi-agent trajectory anomaly detection for automated driving. The current
automotive datasets [9][10] contain many hours of recordings, but lack anomalies due to the rareness of
abnormal driving situations, whereas anomaly detection datasets [11][12] have the required anomaly labels
but are not relevant to automotive and automated driving problems. Finally, scenario staging is often applied
in behaviour modelling [13], but it is prohibitive for driving anomalies since it will put the actors into life
danger. For these reasons, we develop a multi-agent simulation and create a dataset with normal and
abnormal manoeuvres. Then, we evaluate our method for single- and multi-agent con�gurations, including
comparisons with deep sequential auto-encoder and linear models. Moreover, we rely on the standard metrics
for anomaly detection to show that our approach delivers promising results compared to the related methods.

Related Work (MB-E3.2.4.1a-Section-02)

Multi-Agent Trajectory Modelling. Trajectory prediction is essential for automated driving [14][15].
Modelling the interaction with the environment and between the participants improves the prediction quality
[13][16]. The idea of information exchange across agents is actively studied in the literature [17][18][19].
For example, Alahi et al. [20] introduced the social-pooling layer into LSTMs to incorporate interaction
features between agents. Recently, graph neural networks (GNN) have outperformed traditional sequential
models on trajectory prediction benchmarks [21][22]. GNNs explicitly model the agents as nodes and their
connection as edges to represent the social interaction graph. Similarly, the social spatio-temporal graph
convolution neural network (ST-GCNN) [5] extracts spatial and temporal dependencies between agents.
Also, we use a related architecture to design our spatio-temporal graph auto-encoder for learning the normal
data representation.

Anomaly Detection. On image and video data, anomaly detection is a long-standing topic. Hand-
crafted and motion features were traditionally employed for anomaly detection based on probabilistic PCA
[23] or one-class SVM [24]. At the moment, deep neural networks dominate within the anomaly detection
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approaches [25][26]. The usual approach is training an auto-encoder with normal data and then measuring
the deviation of the test samples from the learned representation. For instance, Morais et al. [27] proposed
a sequential auto-encoder to encode skeleton-based human motion and considered the reconstruction error
as a measure for the detection of irregular motion patterns. Also, the variational auto-encoder (VAE) in
[28] can learn the normal data distribution from a set of raw sensor signals in combination with a long
short-term memory (LSTM) network. Unlike our work, these approaches assume a �xed number of input
streams, i.e. sensor signals, instead of a varying number of trajectories, i.e. agents. Here, we formulate the
idea of learning the normal data distribution with the spatio-temporal graph auto-encoder. Furthermore, we
estimate the normal data density function instead of relying on the reconstruction error.
Anomaly Detection in Trajectory Prediction and Control. Anomaly detection has been extensively

studied in robotics, e.g. model predictive control [29], collaborative robots [30], autonomous drones [7],
robot navigation in crowds [31] and uncertain environments [32][8]. Nevertheless, the prior work only address
the problem of single agent anomaly detection. We tackle the problem of detecting anomalies in multi-agent
trajectories.

Method (MB-E3.2.4.1a-Section-03)

Problem De�nition We study the problem of anomaly detection for multi-agent trajectories. The input
to our approach is a scene with N agent trajectories of length T , where N is dynamic over scenarios. We
describe the observed trajectory of the agent i with the agent states si = {sti}t=1T , where sti = (xti, yti)

denotes the agent location in x- and y-coordinates. Our goal is to estimate the anomaly score αt = [0, 1] ,
i.e. normal or abnormal, for each time step of an unseen scene during testing, while only showing normal
scenes during training.
We present a two-stage approach, where �rst a spatio-temporal graph convolution network auto-encoder

is trained to represent normal trajectories in the feature space.
Second, we use the latent representation to �t a probabilistic density to the normal trajectories with kernel
density estimation. Finally, we present the anomaly detection score given the estimated density. Figure
MB-E3.2.4.1a-01 provides a visualization of the two-stage training procedure. The anomaly detection during
testing is illustrated in Figure MB-E3.2.4.1a-02.
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Figure 4.1: Figure MB-E3.2.4.1a-01: Visualisation of our approach during training. We follow a two-stage
approach. In the �rst stage, we use the training set with the normal trajectories to train our spatio-temporal
graph auto-encoder (STGAE). It consists of a spatio-temporal graph encoder and a temporal convolution
network (TCN) decoder. The latent representation is denoted as Z . The auto-encoder is trained using a
bivariate loss L by comparing the input trajectories V with the predicted reconstruction V̂ . In the second

stage, we use the trained encoder to compute the latent representation of each segment in the training
set, we summarise as Zkde . From the set of feature vectors a kernel density estimation (KDE) learns an
approximation of the real density of the normal samples p̂(z) .

Figure 4.2: Figure MB-E3.2.4.1a-02: Visualisation of our approach during inference. The test set contains
both normal and abnormal behaviour. A given segment from the test set is fed into the trained spatio-
temporal graph encoder to predict a feature vector. The feature vector is mapped into the estimated density
of the KDE. Given the location in the density function, the KDE computes an anomaly score for each frame
and agent in the segment.
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Spatio-Temporal Graph Auto-Encoder We de�ne the spatio-temporal graph auto-encoder (STGAE) as
composition of the multi-agent trajectory encoder g(·) and the trajectory decoder f(·) . The encoder maps
a set of agent trajectories on the latent representation. The decoder transforms the latent representation
back to trajectories.

Trajectory Encoding. The encoder is designed as a spatio-temporal graph convolution neural network
(ST-GCNN) [33]. Given a set of N agent trajectories of length T , we de�ne the spatio-temporal graph
G = {Gt}t=1T as a set of directed spatial graphs Gt = (Vt, Et) . The spatial graphs model the multiple
agents as nodes Vt and their connectivity as edges Et to compute pairwise in�uence. The set of graph nodes
Vt = {vti}i=1N represent the agent states in terms of the relative location vti = (xti−xt−1i, yti− yt−1i)

. We de�ne the edges Et = {etij}i,j=1N to model how strong the node i in�uences node j at time step
t .
To this end, a kernel function etij = κedge(vti,vtj) [34] measures the similarity between two agents in the
same time step de�ned as

eijt =

1/∥vit − vjt∥2 , ∥vit − vjt∥2 ̸= 0

0 , otherwise.
(4.1)

The in�uence is high for similar agent states and low otherwise. In the rare case of two agents sharing
the same location, we set etij = 0 .

We de�ne the weighted adjacency matrix At ∈ RN ×N based on the connectivity parameters etij . We
follow the procedure of Kipf et al. [35] and compute the normalised graph Laplacian Ât = Dt−1

2ÃtDt−1
2

with the graph Laplacian Ãt = At + I , where I denotes the identity matrix, and the node degree matrix
Dt with diagonal entries de�ned as Dtii =

∑
j Ãtij .

As introduced by Yan et al. [33], we aggregate over neighbouring agents using spatial graph convolutions
gs(V, Â) = σ(ÂVθs) with the activation function σ(·) and the network weights θs . We denote Â and V
as the concatenation of the weighted adjacency matrices {Ât}t=1T and the node features {Vt}t=1T over
all time steps, respectively.

In dynamical systems, spatial features are not expressive enough since they ignore important temporal
relationships. To include the time dimension, we connect the same node over consecutive frames using
temporal convolutions gt(·) as introduced in [36]. We de�ne the encoder g(·) as a composite of spatial
graph convolution and temporal convolution layers.

As a result the encoder computes the latent representation Z ∈ RT ×N × Fg with the latent feature
dimension Fg .

Trajectory Decoding. Given the encoded representation, we de�ne a decoder to reconstruct the set of
input trajectories. The decoder applies multiple 2D convolution layers on the temporal dimension of the
latent features [34]. To include agent interactions, the convolutions aggregate features across agents. We
denote the decoder output as V̂ ∈ RT ×N × Ff with output feature dimension Ff .

Training. For the training, we assume that the state of agent i in time step t comes from a bi-variate
distribution, given by sti ∼ N2 (µti, σti, ρti) , where µti, σti ∈ R2 are the mean and the standard deviation
of the location, respectively, and ρti ∈ R2 is the correlation factor. We estimate the parameters of the
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bi-variate distribution with the decoder output N . We denote the estimated probability density function as
q(sti|µ̂ti, σ̂ti, ρ̂ti) and train the model to minimise the negative log-likelihood:

L = −
∑
t=1

T log (q (sti|µ̂ti, σ̂ti, ρ̂ti)) . (4.2)

Similar to other sequential models [5], our STGAE requires inputs of a �xed temporal length.
Therefore we clip each scene in the training set into smaller �xed-size segments of length T ′ using a sliding
window approach.

Kernel Density Estimation for Normal Trajectories We rely on kernel density estimation (KDE) to
approximate the probability density function of the normal trajectories from the latent feature representation
of the STGAE. The idea is based on the assumption that normal trajectories fall in high density regions and
anomalies occur in regions with lower density.
Given the trained STGAE, we encode the training segments and combine all latent representations in

the set Zkde . The KDE assumes all samples to be i.i.d. random variables drawn from an unknown true
distribution p [37]. We can approximate the true density of a new feature vector z by p̂ de�ned as

p̂(z) =
1

|Zkde|h
∑
i=1

|Zkde|κkde
(
z− zi
h

)
(4.3)

with the Gaussian Kernel [38]

κkde(x) ∝ exp
(
−||x2||2

2h2

)
. (4.4)

The kernel function κkde(x) weights the observations di�erently based on the similarity to its neighbours.
The parameter responsible for the weights of the points is the bandwidth h , which serves as smoothing. To
sum-up, Eq. MB-E3.2.4.1a-Equation-01 computes the probability density of the agent' s feature vector z .

Abnormal Trajectory Detection During the inference, we use the same sliding window approach as in
the training and get the set of all test segments. For a test segment, the STGAE encoder computes the
latent representation and the KDE from Eq. MB-E3.2.4.1a-Equation-01 estimates the density for each agent
and time step, given the latent feature vector. We take the estimated density as a measure for anomalies.
The feature decoder of the STGAE is not required during testing.
Anomaly Score. We follow a similar approach as introduced in [5] for the anomaly scoring. First, we

compute N anomaly scores αti for all agents included in the same time step, and second compute the
anomaly score αt to measure if time step t is abnormal. To score for one agent, we average the anomaly
scores of all segments where the agent occurs by:

αti =

∑
o∈So

p(zt,oi)

|So|
, (4.5)

where So are the overlapping sliding window segments in which the agent i is present and zt,oi are
the resulting feature vectors from the STGAE encoder at time step t . This results in one anomaly score
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for each agent in a speci�c time step. To identify if a time step is normal or abnormal, we compute the
anomaly score αt by taking the maximum over all agents:

αt = max(α(zti))i∈1,...,N . (4.6)

The max-operation avoids missing anomalies compared to the mean. We use αt for the calculation of
the metrics in our evaluations.

Experiments and Results (MB-E3.2.4.1a-Section-04)

We present the �rst dataset for anomaly detection in multi-agent trajectories and evaluate our method in
comparison to seven baselines.

Dataset Development To evaluate our algorithm, we propose the MAAD dataset, a dataset for multi-
agent anomaly detection based on the OpenAI Gym MultiCarRacing-v0 environment [39]. Since it was
originally released as a multi-agent racing environment for learning visual control policies [40], we adapt
it for anomaly simulation. We design the scenario of a two-lane highway shared by two vehicles, which
naturally leads to interaction, e.g. speed adjustments, lane changes or overtaking actions.
The vehicles are controlled by human players to record multiple expert trajectories. For every sequence,

we choose random initialisation of the agent starting positions to increase trajectory diversity.
In total, we create a dataset with 113 normal and 33 abnormal scenes. Beforehand, 11 di�erent types of

anomalies are de�ned in terms of breaking driving rules or careless behaviour. We de�ne the 11 anomaly sub-
classes as leave road, left spreading, aggressive overtaking, pushing aside, aggressive reeving, right spreading,
skidding, staggering, tailating, thwarting and wrong-way-driving. Each abnormal scenario is recorded three
times to incorporate more variations (see Figure MB-E3.2.4.1a-03). After all recordings, the sequences are
annotated with frame-wise labels by human experts with the ELAN annotation software [41]. We use 80
randomly selected normal sequences for training and the remaining 66 sequences to test. The sequences are
sub-sampled to 10 Hz with a segment length of T ′ = 15 time steps, which corresponds to 1.5 seconds.

Baselines Our baselines include multi-agent models as variants of our method, which explicitly model
interaction, as well as single-agent models, ignoring interaction. The baselines can be further categorised
as one-class and reconstruction methods.
Single-Agent. To examine the e�ect of interaction, we de�ne four interaction-free models, two

parameter-free and two neural network approaches. As simple parameter-free reconstruction method,
we employ the constant velocity model (CVM) from [42]. Secondly, we approximate the trajectory with
interpolation between the �rst and the last time step of the observed trajectory, we denote the model
as linear temporal interpolation (LTI ). The linear models succeed in the metrics, if the velocity pro�le of
abnormal trajectories highly deviates from the normal trajectories.
As a single-agent neural network, �rst we adapt the Seq2Seq model from [28]. It is composed of an

encoder LSTM and a decoder LSTM. The encoder computes a feature vector representing one trajectory.
After the last input is processed, the decoder tries to reconstruct the input trajectory from the feature vector.
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Figure 4.3: Figure MB-E3.2.4.1a-03: Example sequences from the proposed MAAD dataset. We show the
observed trajectory of each agent. The �rst frame shows a save overtaking manoeuvre form the normal
set. The other three frames contain abnormal actions: the blue vehicle is pushing the red vehicle aside, an
aggressive reeving action of the red vehicle and a wrong-way driver who even collides with the upcoming
tra�c.

Next, we implement an interaction-free variant of STGAE by setting At = I . This reduces the model to a
spatio-temporal auto-encoder, why we call it STAE.
Multi-Agent. Based on the proposed STGAE we evaluate three multi-agent baselines. For the �rst two

variants, we use STGAE as reconstruction method. We train one STGAE with a bi-variate loss (STGAE-
biv) and a second with classical MSE loss (STGAE-mse) on the trajectory reconstruction task. Similar to
our approach, the third variant is a one-class classi�cation method. We replace the KDE of our method
with a one-class SVM (OC-SVM), which is an adaption of the traditional SVM to one-class classi�cation.
It takes the encoder features as input and �nds a hyperplane separating the data points from the origin
while ensuring that the hyperplane has maximum distance from the origin [43]. The baseline is denoted as
STGAE+OC-SVM.

Evaluation Metrics We quantitatively evaluate our approach following the standard evaluation metrics
used in the anomaly detection literature [44], namely AUROC, AUPR-Success, AUPR-Error and FPR at 95%
TPR. The AUROC metric integrates over the area under the Receiver Operating Characteristic curve (ROC)
and results in a threshold-independent evaluation. Note that a classi�er with 50 % AUROC is equal to a
random classi�er, while 100 % is the upper limit and denotes the best possible classi�er. We use the Area
Under the Precision-Recall (AUPR) curve as our second metric. Other than AUROC, it is able to adjust
for class imbalances, which is always the case in anomaly detection, i.e.~the amount of abnormal samples
is small compared to normal samples [45]. Here, we show both AUPR metrics, the AUPR-Abnormal, where
we treat the abnormal class as positive, and the AUPR-Normal, where we treat the normal class as positive.
Additionally we show FPR-95%-TPR, the False Positive Rate (FPR) at 95% True Positive Rate (TPR). For
the one-class methods we directly apply the metrics on the output score and for the reconstruction methods
we take the mean squared error (MSE) between the given and the reconstructed trajectory as anomaly score,
following [5].

Implementation Details The CVM approximates the agent trajectories assuming the same velocity for all
time steps. The velocity is estimated given the �rst two time steps of a trajectory. For LTI the reconstruction
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error is de�ned as the distance between the ground-truth trajectory and equidistantly sampled locations on
a straight line between the beginning and the end of the trajectory.
Both, the encoder and decoder of the Seq2Seq model, are implemented with 3 stacked LSTM layers and
15 hidden features. We train the network for 1500 epochs using Adam optimiser with learning rate 0.01.
Our STGAE method is implemented as ST-GCNN encoder [34] and TCN decoder [36]. The encoder is

composed of one spatial graph convolution layer and one TCN layer, both with �ve latent features, followed
by the decoder consisting of �ve convolution layers for reconstruction. We train for 250 epochs using
Stochastic Gradient Descent and learning rate 0.01, and decay the learning rate to 0.002 after 150 epochs.
For evaluating STGAE-biv we sample 20 reconstructed trajectories from the bi-variate Gaussian distribution.
STGAE with MSE loss does not require sampling.
Both one-class classi�cation methods (OC-SVM and KDE) are implemented using a Gaussian kernel

and the best hyperparameters are selected via grid search. Note, that OC-SVM has a minor supervised
advantage, since validation of the model takes place on a holdout test set, i.e. 20 % randomly selected
from the test data. Hyperparameter tuning of γ and ν for OC-SVM is performed via grid search with
N and ν ∈ {0.01, 0.1} . The bandwidth of KDE is selected from h ∈ {2−4.5, 2−4, ..., 25} via 5-fold
cross-validation with the log-likelihood score as in [46].

Results We present our results in comparison to the baselines. Afterwards, we evaluate di�erent anomaly
types and �nally the performance stability over input sequence length and beyond pairs of agents.
Comparison with the Baselines. The comparison of our method with the baselines is presented in Table

MB-E3.2.4.1a-04. Additionally, we show the ROC curves of all approaches in Figure MB-E3.2.4.1a-05. Our
STGAE-biv+KDE outperforms both the linear and the deep methods in three out of four metrics, namely
AUROC, AUPR-Abnormal and AUPR-Normal, and is on par with STGAE-biv+OC-SVM for FPR-95%-TPR.
The second one-class classi�cation approach STGAE-biv+OC-SVM reaches similar performance and is the
best for FPR-95%-TPR, but cannot reach the high-score in the remaining metrics. Considering the ROC
curves, both one-class methods have a similar course with slight advantages for our method using KDE for
anomaly detection. In general, the one-class methods are more stable over multiple runs. Our approach has
practical advantage over the baselines as it remains superior even in consideration of the standard deviation
of all other models.
Overall, besides STGAE-biv, the multi-agent models show higher accuracy compared to methods consid-

ering each agent individually. This indicates that some manoeuvres are only anomalous in the context of
other tra�c participants and could be considered as normal if the agent is alone on the street. This is also
the reason for the performance drop for STGAE-biv, if the adjacency matrix At is reduced to the identity
matrix, i.e. no feature aggregation over neighbours. The linear models perform competitively, which gives
rise to the di�erence between normal and abnormal lying in the degree of linearity of the trajectories. We
empirically observe that Seq2Seq can not di�erentiate between normal and abnormal trajectories for most
experiments, because it fails to learn the sequential dependencies. Overall, our approach can detect most
of the anomalies compared to the baselines. In practice, high detection rates directly support the decision
making process. Once an anomaly is detected the automated vehicle can react or pass the control to the
human driver.
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Figure 4.4: Figure MB-E3.2.4.1a-04: Comparison of the proposed method with the baselines on the pro-
posed MAAD dataset using four metrics: AURC, AUPR-Abnormal, AUPR-Normal and FPR-95%-TPR. We
di�erentiate between single- and multi-agent and further categorise into reconstruction and one-class clas-
si�cation methods. Highest scores are written in bold. For the trained models we provide the mean and
standard deviation of ten runs. Note, CVM and LTI are deterministic with zero standard deviation.

Figure 4.5: Figure MB-E3.2.4.1a-05: The ROC curves of the single-agent models (dashed lines) and the
multi-agent models (solid lines).
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Figure 4.6: Figure MB-E3.2.4.1a-06: AUROC on di�erent types of anomalies. We di�erentiate between
non-interactive and interactive anomalies. The multi-agent models reach high-scores in both interaction and
non-interaction anomalies. Highest scores are written in bold.

Detection Score on Anomaly Types. Table MB-E3.2.4.1a-06 shows the evaluation of the eleven
anomaly types. To compute the ROC curve for an anomaly type, we consider this anomaly as positive
and ignore all frames labelled with another anomaly category. Our method outperforms the others in four
of the eleven classes and is competitive for the remaining ones. In particular, we signi�cantly outperform
the single-agent baselines on the aggressive overtaking category. We argue that it requires interaction
modelling to distinguish the aggressive from a normal manoeuvre. Overall, the wrong-way-driving category
leaves space for improvement. Including absolute coordinates in addition to velocity could help to learn more
meaningful interaction features. Some abnormal trajectories can be detected without caring about interac-
tion. This is when the linear models show their bene�ts, see left spreading or thwarting for LTI and CVM,
respectively. The left spreading action is highly non-linear, such that the LTI model fails to approximate
correctly what results in high anomaly scores. Similar, thwarting results through strong braking, which is not
following the constant velocity assumption of CVM. Again, STGAE-mse is the best reconstruction method
and outperforms on three sub-classes, however with the downside of a computational expensive trajectory
decoder.

Ablation Study on Observed Sequence Length. Figure MB-E3.2.4.1a-07 shows the in�uence of
di�erent segment length T ′ ∈ {4, 8, 10, 15, 20, 30, 40} on the recognition performance. For the comparison
we re-train all models on di�erent segment length. Although we see a correlation between STGAE-biv and
our method, our results remain stable for a large interval. As reported before, we reach the best performance
for T ′ = 15 . The performance of the linear models decreases for higher input length, which means that
linear models are good trajectory approximators only for short sequences. In general, the reconstruction
methods drop in performance for longer sequences. Both, CVM and LTI have peaks at 0.8 seconds, however
our method remains the best overall with 88.34 % AUROC.

Ablation Study on Scalability Beyond Pairs of Agents. The proposed MAAD dataset includes diverse
interactive anomalies between pairs of agents. However, the proposed model is �exible to the number of
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Figure 4.7: Figure MB-E3.2.4.1a-07: AUROC metric over the segment length. Our method is more stable
for various segment lengths.

agents in a scene and can process more than two agents without adaption. We evaluate the recognition
performance for a highway with higher tra�c density on two models. In detail, we compare Our approach
with the performance of STGAE-biv. Both models are trained on the original MAAD training set with two
agents in each scene. For testing we create three ablation test sets with N = 2, N = 3 and N = 4 agents,
see examples in Figure MB-E3.2.4.1a-08. The results are shown in Table MB-E3.2.4.1a-09. As before,
our approach reaches higher scores compared to the reconstruction method. Interestingly, the metrics of
the reconstruction method vary intensively with the number of agents. This indicates that once trained on
two agents the reconstruction is confused by the features from the additional agents. It looks di�erent for
our method. Even though we see a small performance decrease with an increasing number of agents, our
method is more stable and can reliably detect anomalies even on highways with higher tra�c density.

Code (MB-E3.2.4.1a-Section-05)

To motivate research in the area of anomaly detection in multi-agent behavior we provide the dataset
presented in this work as well as the code for the simulation, the model and the evaluation publicly available
on github. Find the project website on github.

Conclusion (MB-E3.2.4.1a-Section-06)

We presented the spatio-temporal graph auto-encoder for trajectory representation learning. Our main
contribution is the ability to simultaneously learn multiple trajectories for a dynamic number of agents.
Our model learns normal driving behaviour for performing afterwards anomaly detection. To this end, we
performed kernel density estimation on the latent representation of the model. During testing, we detect
anomalies in low-density regions of the estimated density. Due to the lack of datasets for multi-agent
trajectory anomaly detection for automated driving, we presented a synthetic multi-agent dataset with
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Figure 4.8: Figure MB-E3.2.4.1a-08: Example sequences of the test set with four agents. We add two
additional vehicles to the original dataset, i.e. the green and turquoise cars. Note that we do not add
additional anomalies but keep the original ones. In the �rst two scenarios, all vehicles behave normally
following the driving rules. The third scene shows abnormal behavior, where the blue vehicle is required to
initiate an evasive manoeuvre after the red car rapidly changes into the left lane. In the last scene, the red
car is a wrong-way driver and is even about to collide with the oncoming blue vehicle.

Figure 4.9: Figure MB-E3.2.4.1a-09: Comparison of STGAE-biv and our method on test sets with two,
three, and four agents on the highway. Other than the reconstruction method, our one-class approach
remains more stable in all metrics with increasing tra�c density.
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normal and abnormal manoeuvres. In our evaluations, we compared our approach with several baselines
to show superior performance. Although our study is on driving trajectories, our approach can learn joint
feature spaces in other multi-agent domains like verbal and non-verbal communication, sports or human-
robot interaction. This would be a future work direction.

4.1.2 Robustness Analysis of Deep Neural Networks (Ulm University)

Introduction (UUlm-E3.2.4.1a-Section-01)

Deep neural networks have been established for use in many di�erent applications in recent years. However,
they are not trustworthy for use in safety-critical applications, such as autonomous driving, due to their
lack of robustness to unknown neural network inputs. Our two research goals for robustness analysis for
autonomous driving are to develop methods for detecting non-normal poses and to develop end-to-end
learning methods for anomaly detection in human motion. In this context, we estimate the reliability of
deep neural networks for pose estimation.

Related Work (UUlm-E3.2.4.1a-Section-02)

In general, a distinction between epistemic and aleatoric uncertainty can be made. While epistemic uncer-
tainty arises from model weights and is reducible with more training data, aleatoric uncertainty is due to
noise in the input data [47].
Bootstrapped ensembles [48] and Monte Carlo (MC) Dropout [49] estimate the epistemic uncertainty by
modeling the distribution over parameters. For bootstrapped ensembles, this is achieved by training multi-
ple models, sampling initial weights from a speci�ed distribution, while for MC Dropout dropout layers are
applied during training and inference. The depth and uncertainty estimates are obtained by sampling from
the model distribution and computing the mean and variance, respectively. Since model re-training is not
always feasible, Mi et al. [50] explore di�erent training-free strategies to generate a distribution over the
model output by data augmentation, inference-time dropout, and additive noise in intermediate network lay-
ers. Another simple post hoc uncertainty estimation technique is image �ipping post-processing, proposed
by Godard et al. [51] for depth estimation, and serves as a simple baseline to obtain the variance over two
outputs as an uncertainty measure.

Method (UUlm-E3.2.4.1a-Section-03)

The reliability of the prediction of a deep neural network is to be estimated in order to assess whether the
prediction can be trusted. Therefore, an already trained neural network is analyzed for pose estimation. In
pose estimation, the network receives an image x ∈ Rw × h× 3 with width w and height h as input and is
supposed to determine K joint points. For this, current approaches predict K heatmaps h ∈ Rw′ × h′ × 1

, which indicate the location reliability of the k -th joint. The exact position of the respective joint is then
given by the position of the heatmap entry with maximum con�dence: pk(xk, yk) = argmax(hk) . Our
goal is to estimate the con�dence ck or the uncertainty uk for each of the k joints.
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Di�erent methods are applied to estimate the reliability of pose prediction. The �rst approach is the
sum of all heatmap entries: ck =

∑
i=1w′

∑
j=1 h′hij . The second approach is the maximum con�dence:

ck = max(hk) .
Moreover, a post-processing step that measures the consistency between the prediction on the input x

and a reference input x′ , that is the horizontally �ipped counter part, is used as measure of uncertainty.
The post-processing step is implemented for the heatmaps and for the jpint locations. The horizontal �ip
operation is de�ned as T (·) . For the heatmaps, the uncertainty is then de�ned as ck = |hk − T (h′k)|
, where h′ is the prediction on the �ipped input image x′ = T (x) . In case of the joint location, the
uncertainty is de�ned as the the Eucliden distance between the joint prediction on the input image and
its �ipped counter part: ck =

√
(xk − ak)2 + (yk − bk)2 , where T (p′)(ak, bk) is the predcition on the

�ipped image.
In addition, we implement the two uncertainty estimation approaches MCDropout [49] and Infer-

Dropout [50]. While MCDropout applies dropout during training and inference, Infer-Dropout only uses
dropout during inference. In both cases, we apply dropout at the penultimate layer with a dropout
probability of 0.25. During inference we sample the prediction of 8 forward passes and obtain the uncer-
tainty measure as variance over the predictions with µ(hk) = 1

N

∑
i=1Nµi(hk,i) and uk = σ2(hk) =

1
N

∑
i=1N(µi(hk,i)− µ(hk))2 + σi2(hk,i) .

Experiments (UUlm-E3.2.4.1a-Section-04)

To evaluate the con�dence estimation, Pose-HRNet [52] and Pose-ResNet [53] are used as a neural network
for pose estimation. The network is trained on the MPII Human Pose [54] dataset.
The distance of the predicted position is used as a criterion for evaluating whether the con�dence estimate

corresponds to the actual error. If the distance is smaller than 0.5, the prediction counts as a good estimate.
If, on the other hand, the distance is greater than 0.5, the estimate is judged to be inadequate. With this
classi�cation, reliability estimation can be seen as a binary classi�cation problem. Good joint point predictions
are considered positive, while insu�cient predictions count as negative. To evaluate the con�dence of an
entire pose, we de�ne estimates with 70% correct joint predictions as correct pose estimates. Thus, as
metrics, the Area Under the Receiver Operating Curve (AUROC), the Area Under the Precision-Recall
Curve (AUPR-Success), the Area Under the Precision-Recall Curve with insu�cient predictions as positives
(AUPR-Error) and the False Positive Rate (FPR) at 95% True Positive Rate (TPR) (FPR-95) can be
calculated.

Method AUROC ↑ AUPR-Success ↑ AUPR-Error ↑ FPR-95 ↓

Maximum
Con�-
dence

87.98 98.71 53.82 48.03

Heatmap
Sum

71.07 95.79 28.53 72.49
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Method AUROC ↑ AUPR-Success ↑ AUPR-Error ↑ FPR-95 ↓

Post-
processing
Heatmap

76.53 97.20 19.87 75.55

Post-
processing
Joints

73.91 96.60 28.91 69.87

Infer-
Dropout

78.99 97.51 38.46 62.01

MCDropout 79.13 97.29 40.08 60.34

Table 4.1: Table (UUlm-E.3.2.4.1a-01) Con�dence estimation results for Pose-HRNet trained on MPII.

Method AUROC ↑ AUPR-Success ↑ AUPR-Error ↑ FPR-95 ↓

Maximum
Con�-
dence

89.01 98.39 63.57 42.18

Heatmap
Sum

83.63 97.56 46.94 58.16

Post-
processing
Heatmap

80.93 97.17 35.09 64.63

Post-
processing
Joints

74.66 95.35 32.56 70.41

Infer-
Dropout

79.52 95.87 48.14 54.76

MCDropout 83.19 97.31 49.18 57.59

Table 4.2: Table (UUlm-E.3.2.4.1a-02) Con�dence estimation results for Pose-ResNet trained on MPII.

Overall the maximum con�dence performs best as a measure of con�dence for the detection of untrust-
worthy predictions.

Discussion & Conclusion (UUlm-E3.2.4.1a-Section-05)

In the described method, we implement an approach for the estimation of con�dence / uncertainty of a
pose estimation model. As a next step, attention approaches and gradients are investigated to determine
the con�dence. The approaches will be used to detect non-con�dent pose predictions.
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Code (UUlm-E3.2.4.1a-Section-06)

Since we analyse pre-trained models, the implemented methods can be reproduced using the formulas from
our method section UUlm-E3.2.4.1a-Section-03.
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4.1.3 Criticality-Based Black-Box Adversarial Attacks: Adversarial Environment

(DLR, Institute of Systems Engineering for Future Mobility)

Introduction (DLR-E3.2.4.1a-Section-01)

In the context of driving manoeuvres for automated driving (AD) functions, we face the challenge to
synthesise and analyse a preselection of risk-minimising manoeuvres prior to their application in potentially
critical tra�c situations, e.g. minimal risk manoeuvres [55]. Given the complexity of possible manoeuvres
�due to AD functions being complex systems operating in open contexts�, these manoeuvres need to be
analysed by way of automation. One of the core aspects of generating such driving strategies is certainly
to estimate and bound the risk of collisions or other fatal events associated with given or potentially
possible actions. However, such critical events tend to be extremely rare in the real world, speaking of
probabilities of order 10e-6 per vehicle kilometre driven, or much less for well-engineered driving functions
[56]. Consequently, one has to increase the probability of rare, critical events arti�cially when analysing the
robustness of agents in order to improve the quanti�cation of risks and in a second step to retrain the agent.
This, in turn, is intended to result in manoeuvres that mitigate these critical events.

To this end, we consider the combined system of an automated vehicle (AV) and the environment within
which the driving function is intended to operate (operational design domain). This setup is identi�ed
with a discrete-time Markov decision process (MDP) in which an agent (here: the AV) interacts with its
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environment by choosing certain actions in states for which it receives rewards [57]. Solving the corresponding
Markov decision problem translates to assigning (near )optimal actions or distributions over actions to every
state. The resulting strategy is referred to as policy for which research has o�ered a variety of generating
approaches so far (e.g., [58]).

We de�ne robustness of a given (�xed) or generated MDP policy regarding safety, i.e., how well the agent
mitigates critical events, while taking into account its liveness, i.e., that it does something eventually to reach
its goals. Analysing the robustness of a given policy requires to identify actions and/or states that lead to
critical situations in order to quantify and assess the associated risk (probability and severity). As these events
are typically very rare, we have to increase their occurrence arti�cially to improve risk assessment. More
precisely, we propose a simulation-based methodology for robustness assessment, referred to as criticality-
based black-box adversarial attacks. The crucial idea is to learn about the (black-box) criticality of a given
policy w.r.t. safety/liveness by running simulations and, based on this, to apply optimisation techniques to
modify the MDP environment by small perturbations, i.e., deltas, that increase the criticality signi�cantly.
Here, we have to distinguish carefully between approaches that modify static components of the environment
(e.g., vehicle types or initial velocities/distances) and those modifying the transition probabilities of dynamic
components (e.g., other tra�c participants). By this, we aim to assess the robustness of a given policy with
high e�ectiveness and e�ciency.

Related Work (DLR-E3.2.4.1a-Section-02)

O' Kelly et al. [59] propose a risk-based simulation framework for end-to-end testing (safety validation)
of AVs via rare event simulation. Given a speci�c vision/non-vision policy of an ego AV (perception and
control pipeline), their goal is to estimate e�ciently the probability of critical events, i.e., accidents and near
accidents, in a tra�c scenario by intelligent simulation. More precisely, they employ importance sampling
(see, e.g., [60]) combined with the cross entropy method to modify the AV' s environment in order to
increase the occurrence frequency of particularly critical events. Hereby, the driving behaviour of the non-
ego vehicles in the scenario, implemented and trained as parameterized policy models, is modi�ed, as well
as the probability distributions for initial positions and velocities of all vehicles. Instead of a criticality
function, the authors utilize a so-called safety measure that assesses the overall safety of a simulation run
and acts as feedback function to the risk-based framework. The authors demonstrate their framework on a
speci�c highway scenario and two di�erent ego policies for which they can accelerate the system evaluation
notably compared to naïve Monte Carlo simulation (random sampling). In contrast to this, our proposed
methodology is intended to incorporate techniques from the domain of optimistic/stochastic optimisation
and other rare event simulation methods for e�cient probability evaluation. Apart from that, we aim to
modify the environment only by deltas, i.e., small perturbations that lead to signi�cantly more critical
situations, very similar to the idea of adversarial attacks.

There are several further approaches that, in a broader sense, use rare event simulation for the safety vali-
dation of safety-critical systems. In general, we can identify two types of modi�cation within the approaches:
(i) modi�cations of dynamic transitions in the model (i.e., actions of the ego agent and/or transitions in
the environment), and (ii) those regarding the static parts in a scenario. Several recent works exist that
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are related to our proposed methodology. We note, however, that some approaches modify both static and
dynamic components at the same time. In addition, it is crucial to distinguish carefully between di�erent
problem statements.

A commonly faced problem statement in literature is to modify the action probabilities in the MDP in
order to observe critical situations more frequently, which has been done in an importance sampling style in
[61], for instance. That is, the probabilities for actions within a policy of an agent are altered in a way that
critical events occur more often in a given scenario, which shall result in a risk assessment with increased
quality of the probability estimates (statistical model checking). Further work in the automotive context
w.r.t. modifying di�erent action parameters for statistical model checking has been conducted by Zhao
et al. [62][63]. They use importance sampling combined with the cross entropy method in car-following
manoeuvres to estimate the probability of the event that the distance between the ego vehicle and a following
car undercuts a certain minimal distance. In the latter work, they vary the acceleration of an ego-vehicle
(action parameter), while in the other the distance between a human-driven vehicle (HV) and an AV are
varied as well as the velocities (action parameters), and by this the time-to-collision (TTC). These works may
serve as a basis for the development of our methodology that will incorporate several (other) techniques as
proposed earlier. In particular, we intend to carefully distinguish between the di�erent sources of randomness
that appear in the above-stated works.

In addition, approaches for statistical model checking exist that modify the static and dynamic parts of
the environment only, rather than the agent' s policy itself. In this regard, one may modify the transition

probabilities in the environment model in the sense of (plausible) adversarial agents, see e.g. [64][65][66],
or static components of the environment as it has been done, e.g. in [67]. Although the latter work is
not particularly suited for MDPs, the problem statement therein leads to a nested optimisation problem
that can be tackled with several stochastic optimisation techniques which we also consider to apply in the
context of the methodology. The approaches in [64] and [65] resemble ours, however, we isolate explicitly
e�ects of static parameters instead of considering entire adversarial trajectories and allow for more complex
constraints w.r.t. initial states.

For our methods, we utilize a criticality function. It is a black box in the sense that, although it has
a closed-form representation as a mapping from the scenario onto the real line, the resulting criticality
from a speci�c initial state and speci�c behaviour policies is completely opaque. Motivated by techniques
from statistical model checking which approximate the unknown criticality function by a surrogate like in
[68], we essentially craft black-box adversarial attacks which have been introduced in [69]. Our approach
to approximate the criticality function by a surrogate by querying the criticality value for sophisticatedly
chosen points parallels this approach to train a surrogate network based on selected input points fed into
the unknown victim network and its outputs as in the usual black-box adversarial attacks.

Method (DLR-E3.2.4.1a-Section-03)

Method description: CB3A2 (DLR-E3.2.4.1a-Subsection-03.1) We propose a simulation-based
methodology referred to as criticality-based black-box adversarial attacks (CB3A2) to analyse the robust-
ness of a given policy w.r.t. safety/liveness. This requires to identify actions and/or states that lead to
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Figure 4.10: Figure DLR-E3.2.4.1a-01: A generic setting in a Markov decision process (MDP).

critical situations in order to quantify and assess the associated risk (probability and severity). As these
critical events are typically very rare, we have to increase their occurrence arti�cially to improve risk assess-
ment. The crucial idea is to learn about the criticality of a given policy by running simulations and, based
on this, to apply optimisation techniques to modify the environment by small perturbations, i.e., deltas,
that increase the criticality signi�cantly. By this, we mimic the idea of adversarial attacks [70][71].

To this end, we consider the combined system of an automated (ego) vehicle (AV) and the environment
within the driving function is intended to operate (operational design domain). Formally, this setup is
identi�ed with a discrete-time Markov decision process (MDP) which can be regarded as a Markov chain
(set of states S and transition probability model T ), extended by (i) a set of actions A the agent (AV) can
choose from to allow for decision making, and (ii) rewards associated with actions (or states) to motivate
e�ective and e�cient decisions [57]. We assume the process to have the Markov property. That is, rewards
and states in the next discrete time step are determined according to the transition probability model which
depends only on the current state and last chosen action as depicted in Figure DLR-E3.2.4.1a-01. Solving
the corresponding Markov decision problem translates to assigning (near-)optimal actions or distributions
over actions to every state, i.e., a policy π : S → A . An agent's policy (e.g., parameterized πθ with
some parameter θ ∈ Θ ) aims at maximising the expected sum of rewards (expected return) for a given
planning horizon. In this result track, we assume a su�ciently well trained (or generated) MDP policy to
be already given whose robustness is to be analysed, whereas in Track 4.1b we aim at synthesising a policy
that becomes more and more robust.

The methodology of CB3A2 generally works as follows.

As a crucial prerequisite for CB3A2, we require a criticality function κ to be given. This can be
regarded as a (yet) user-de�ned, numerical feedback function assessing the criticality of the ego's policy
w.r.t safety/liveness for every simulation run of the combined system [agent+environment]. A typical choice
for assessing safety in a tra�c scenario could be the reciprocal minimal TTC. One may also incorporate
other standard criticality metrics and concepts such as the responsibility-sensitive safety (RSS) [72] in order
to account for responsibilities regarding critical situations.

In addition, let us note that we do not consider classical adversarial attacks here (in the sense of perception
attacks, e.g., on images or LiDAR point clouds). Instead, we are interested in identifying critical behaviour of
the agent, i.e., weaknesses of its policy, based on the assumption that it perceives its environment su�ciently

288



4.1 E3.2.4.1a: Selected procedures for analyzing the robustness of AI models in open-world are optimized.

well such that states can be accessed exactly.

The basic sub-steps of the methodology are:

� Systematising tra�c scenarios: In general, we follow the de�nition and classi�cation of scenarios
according to [73]. It is however necessary to distinguish carefully between modi�cations of the static
and the dynamic parts of a scenario in order to formulate corresponding attacks precisely. In line with
existing scenario systemisation approaches, we de�ne:

� Def. Static features of a scenario are features which cannot actively react to (changes of) the
states.

� Based on this, we are able to formulate attacks on (static) states and (dynamic) transitions.
In this work, we focus on state-CB3A2 (see Section DLR-E3.2.4.1a-Subsection-03.2) and leave
transition-CB3A2 as future work. (transition-CB32A: Given the static features, this approach
aims at modifying the features corresponding to transition probabilities in the environment. It can
be interpreted as having some adversarial agents whose behaviour should increase the criticality
for the ego vehicle by changing the transition probabilities.)

� Generating critical events:

� Problem formulisation: As for static environment parameters, we follow the argumentation of
[74] that one should start from existing realistic scenarios in order to create new ones in order
to avoid generating roads, vehicle types, the intentions of the tra�c participants, etc.. [75]
emphasize that, in contrast to falsi�cation sampling, adversarial samples are generated in the
neighbourhood of existing points instead of from the whole space. As for dynamic features, i.e.,
adversarial agents, [76] also propose to prune these scenarios to the relevant time steps, i.e., the
time steps where collisions can occur while [77] suggest strategically-timed attacks which appear
at selected time steps such that they are most e�ective.
An initial formulisation of our problem is

max
△

(κ(PS(st+△))− λ ∥ △ ∥0), (4.7)

with the state st ∈ S at a certain time step 0 ≤ t ≤ T and some projection PS that
guarantees that st+△ ∈ S for a modi�cation △ . λ is a penalty parameter and the criticality
function κ : H → R assigns a real number to a trajectory τ = (s0, a0, s1, ..., snT ) ∈ H .

� � How to measure the distance of di�erent tra�c scenarios with regard to modi�cations:

We choose the l0 -norm ∥ · ∥0 as distance metric for modi�cations of a scenario. This enables a
uni�ed distance between scenarios in the sense that a scenario in which one component has been
modi�ed (disregarding which and to which extent) gets a distance to the base scenario of 1. In
addition, this circumvents the issue that certain modi�cations are just not quanti�able/scalable
(e.g., changing the vehicle type from car to tractor).
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� Reducing the parameter space: According to [78], even after a suitable discretisation of the pa-
rameters, one still would have around 1023 possible parameter con�gurations for a standard driving
scenario (cut-in). Therefore, one should only focus on parameters which have been identi�ed as
relevant and discretise them. However, a too coarse discretisation would lead to let errors become
unrecognisable. [79] identify criticality phenomena (relevant in�uencing factors) and explain the un-
derlying causalities to get a catalogue of abstract scenarios and representative instances as well as an
abstraction of the criticality phenomena. Since one cannot cover the test space covering all possible
tra�c situations and in�uencing factors by traditional distance-based statistical approaches (dilemma
of completeness), it is necessary to condense the search space. It is suggested to aim at identify-
ing relevant features in advance, either data- or expert-driven, in order to reduce the search space
to a manageable size. We believe that especially for static parameters, a lot of information that a
real-world scenario would provide is not or not signi�cantly relevant, e.g. the landscape, the sky or
buildings (note that we do not consider perception in this work for which the landscape clearly would
be relevant, e.g., shadowing e�ects of trees, etc.).

� Formulating (valid) attacks: When formulating attacks, we apparently have to preserve the validity
of a scenario w.r.t. static and dynamic aspects, respectively, as to verify the agent' s safety. Regard-
ing the static parameters, we assume that the validity of a scenario can be represented by algebraic
constraints so that we can sample from the valid subset of the state space

Sval = {s ∈ S | gk(s) ≤ 0 ∀k = 1, . . . ,K, hk ′(s) = 0 ∀k′ = 1, . . . ,K ′} (4.8)

for some functions gk , hk ′ . Then, in order to obtain valid parameter samples, we propose
a rejection-type strategy, i.e. sampling parameters uniformly from the state space S and only
accepting the realisation if the constraints de�ned via gk , hk ′ are satis�ed.

Method description: state-CB3A2 (DLR-E3.2.4.1a-Subsection-03.2) Based on the de�nition of
static features (see Section DLR-E3.2.4.1a-Subsection-03.1), we propose the method of adversarial attacks
on states, called state-CB3A2, as described by Algorithm DLR-E3.2.4.1a-04 (see Section DLR-E3.2.4.1a-
Section-05). In the following, we provide further details regarding inputs and steps in the algorithm.

� The inputs for state-CB3A2 comprise:

� A trained policy model π : S → A (deterministic) or π : S×A→ [0, 1] (probabilistic) assigning
actions and/or distributions over actions to all states;

� Constraint functions gk and hk ′ that describe the valid subset of the state space Sval as de�ned
in Section DLR-E3.2.4.1a-Subsection-03.1;

� A density g of the uniform distribution G on the state space S with supp(G) = S ;

� A prede�ned criticality function κ : H → R assigning real values to trajectories τ =

(s0, a0, s1, ..., snT ) ∈ H that re�ect their criticality.
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� The basic steps in state-CB3A2 that need further explanation are:

� Learn approximant κ̂ψ of κ : As we do not have a closed-form representation of the
criticality function at hand (it is a black box in the sense stated earlier), we have to approximate
it sophisticatedly by a surrogate κ̂ψ ( ψ a [potentially sparse] parameter vector) in order
to perform state attacks that lead to critical situations. For this, we can draw on standard
approaches from statistical model checking (SMC) such as importance sampling, as for example
done in [80] and [81]. In addition, one may combine this with data-driven approaches that detect
the relevant parameters like Kriging with variable selection [82][83], Boosting [84], Lasso [85] or
Stability Selection [86].

� Generate l0 -constrained adversarial attacks around the training data: In the framework
of state-CB3A2, we propose to apply existing strategies for l0 -constrained adversarial attacks
from [87] and [88]. Starting with an existing sample, here a real driving scenario, we perturb
this scenario by altering its static features while the perturbation △ is l0 -constrained. That
is, we can modify only few components of the static feature vector as to maximise the agent'
s criticality. This parallels the concept of sparse adversarial attacks on images formulated in
[87]. They suggest to compute iteratively a l2 -solution, i.e., a solution for the optimisation
problem corresponding to the attacks, where the magnitude of the perturbation is evaluated
in the Euclidean distance, and compute the gradient there. The product of the respective
component of the gradient and the solution is computed and only the pixels that correspond to
the largest absolute values are kept. This procedure is repeated until no solution can be found
or only a small number of pixels remains. As an alternative, one could also apply a genetic
algorithm (di�erential evolution) to solve the l0 -constrained optimisation problem as suggested
in [88].

Experiments (DLR-E3.2.4.1a-Section-04)

Implementation details: occlusion scenario (DLR-E3.2.4.1a-Subsection-04.1) Consider a scenario
of two vehicles driving on a straight lane where the ego vehicle (agent) follows a leading vehicle. The leading
vehicle has to perform an emergency brake due to an object, e.g. a ball, suddenly thrown onto the street,
while the ego agent does not perceive the object due to occlusion by an obstacle (see Figure DLR-E3.2.4.1a-
02). For assessing the robustness of the ego agent' s policy, the time step and the speed might be the most
relevant variables, as well as the safety distance and the maximal deceleration of both vehicles.

Physical knowledge constraints clearly appear as ranges for the acceleration and the speed of the object.
World knowledge can enter as a prescribed safety distance. (For instance, it would not make sense to let
both vehicles drive at high speed but only having a narrow distance at the initial time step combined with
the object appearing at the initial time step t0 - such a scenario should not happen and therefore would
not be realistic.) Note that this component is a static one since the object movement only depends on the
time step in which it is thrown (by letting the throwing velocity be �xed).

We consider modifying the following static components:
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Figure 4.11: Figure DLR-E3.2.4.1a-02: Formal visualisation of the occlusion scenario.

1. time step t⋆ > t0 in which the object (e.g., ball) appears;

2. maximum acceleration of the leading vehicle;

3. initial speed (more precisely: we assume constant velocities that equal the maximum allowed speed
which may be 50, 20, 30, . . . km/h);

4. initial distance d of vehicles (here we have a constraint since it cannot be arbitrarily small while the
lower bound depends on the velocities);

5. [optional] dynamic properties that worsen the braking behaviour like wet or icy roads provided that
the braking distance can be computed exactly;

6. [optional] reaction time or maximum deceleration of the ego.

The criticality metric is chosen as proportional to the velocity di�erence of the leading and the ego vehicle
with which the collision happens, denoted by dv , and may take some value if there is a near-collision
(minimal distance d after stopping is very small). Concretely, it is de�ned as

κ(τ) = (−d) + (dv)2, (4.9)

where τ = (s0, a0, s1, ..., snT ) ∈ H is a trajectory representing a concrete scenario,

We expect that the criticality will be higher the larger the maximum deceleration of the leading vehicle
in comparison with that of the ego vehicle is, or the larger the di�erence of the reaction time of the ego
vehicle and that of the leading vehicle is.

292



4.1 E3.2.4.1a: Selected procedures for analyzing the robustness of AI models in open-world are optimized.

Figure 4.12: Figure DLR-E3.2.4.1a-03: Scenes from the occlusion scenario, implemented in VTD (as seen
from ego vehicle perspective): (i) the occluded pedestrian walking on the street (left), (ii) a near-collision of
the ego vehicle with the leading vehicle (which in turn does not hit the pedestrian) (centre), (iii) a collision
of the ego vehicle with the leading vehicle due to the occlusion (yet manually triggered) (right).

Experimental results (DLR-E3.2.4.1a-Subsection-04.2) As the outlined work has only been taken up
later than at the project start, the running example is under implementation and hence concrete experimental
results are pending. At the point of writing, we have set up the occlusion example described in Section
DLR-E3.2.4.1a-Subsection-04.1in a simulation environment (VIRES Virtual Test Drive (VTD)) in order to
apply and evaluate the state-CB3A2 on it. Figure DLR-E3.2.4.1a-03 depicts some scenes yet implemented
in VTD.
Currently, we are working on correctly evaluating simulated scenarios w.r.t. a criticality function κ as

described in the respective section. Next steps include applying a regression (e.g., via Kriging or a NN) to
approximate the criticality function with an approximant κ̂ψ , and subsequently implementing, applying and
evaluating state-CB3A2 (see Algorithm DLR-E3.2.4.1a-04) on the occlusion example.

Code (DLR-E3.2.4.1a-Section-05)

The following pseudocode (see Algorithm DLR-E3.2.4.1a-04) describes our initially formulated method of
adversarial state attacks (state-CB3A2) to identify critical behaviour of (already trained) agents. For details
regarding notation and steps in the algorithm, see Section DLR-E3.2.4.1a-Subsection-03.1.
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Figure 4.13: Algorithm DLR-E3.2.4.1a-04: Criticality-based black-box adversarial state attacks (
state-CB3A2).
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Discussion & Conclusion (DLR-E3.2.4.1a-Section-06)

At the point of writing, we have designed a general concept for criticality-based black-box adversarial attacks
(CB3A2) and worked out an approach for state attacks, called state-CB3A2, as described in Section DLR-
E3.2.4.1a-Subsection-03.2. A thorough development of the running example "occlusion scenario" is yet to
be conducted, and hence evaluation can be discussed as soon as further concrete steps are made.
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4.1.4 A Benchmark and a Baseline for Robust Multi-view Depth Estimation (Uni

Freiburg)

This work has been published as research paper at the International Conference on 3D Vision 2022: and is
available athttps://www.computer.org/csdl/proceedings-article/3dv/2022/567000a637/1KYsu
5zjWne, reproduction is permitted. The content is subject to IEEE copyright.
https://arxiv.org/abs/2209.06681

The content presented in this subchapter is originally published at

Introduction (UFbg-E3.2.4.1a-Section-01)

In recent years, approaches based on deep learning have emerged for multi-view depth estimation. They
are employed either in a depth-from-video setting with images from a video with small and incremental but
unknown camera motion [89][90][91], or a multi-view stereo setting with unstructured but calibrated image
collections [92] [93] [94]. Usually, at the core of these approaches are deep networks that correlate learned
features from multiple images and learn to decode the obtained cost volume to an estimated depth map.
This design, in principle, allows the network to base its estimates on the motion parallax, which should
enable good generalization across domains and consistent predictions for di�erent scene scales. However,
approaches are often evaluated only on data similar to their training domain. Furthermore, evaluation is
predominantly done only up to a relative scene scale: in depth-from-video, predictions are aligned to ground
truth depths based on the median values; in multi-view stereo, models are supplied with minimum and
maximum depth values and predict relative values within this range.
We introduce a benchmark based on existing datasets to evaluate multi-view depth models regarding

generalization across domains. Moreover, as speci�c cases like small camera motion, occlusions, or texture-
less regions are potentially problematic, it is bene�cial if a model comes with a measure of its uncertainty,
which should be aligned with the depth prediction error. In particular, the Robust MVD Benchmark (1)
evaluates estimated depth maps on data from di�erent domains in a zero-shot fashion and (2) evaluates
uncertainties with the Area Under Sparsi�cation Curve metric. Further, it (3) includes evaluation in an
absolute setting where ground truth camera poses are given to the model and evaluation is done against
ground truth depths at their correct scale. As the scale is provided through the poses, evaluation is done
without a given depth range and without alignment. This setting is relevant in practice, e.g. in robotics or
multi-camera setups where camera poses are known.
We evaluate the depth and uncertainty estimates of recent models in their original relative depth-from-

video or multi-view-stereo settings, as well as in the absolute depth estimation setting described above. We
�nd that (1) almost all models have imbalanced performances across domains, (2) uncertainties show only
limited alignment with the prediction error, and (3) models mostly perform well on a relative scale, but
cannot be directly applied to estimate depths with their correct scale across datasets. We attribute the
problems at an absolute scale to out-of-distribution statistics in the correlation cost volume: depth-from-
video models learn to use only the cost volume scores corresponding to absolute depth values seen during
training; multi-view stereo models over�t to the cost volume distributions within the given minimum and
maximum depth values and hence require a su�ciently accurate depth range to be known.
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Related Work (UFbg-E3.2.4.1a-Section-02)

Depth-from-video: In depth-from-video, depth maps are estimated from consecutive images of a video.
Typically, it is assumed that the camera intrinsics are known, but not the camera motion. Hence, the
task usually also comprises estimating the camera motion between images. DeMoN [89] was the �rst deep
learning based approach for this task. DeMoN consists of a single network, which estimates depth and
camera motion jointly from a pair of consecutive images.

Later approaches are DeepTAM [90] and DeepV2D [91], which both process more than two frames,
and estimate depth and camera motion with separate mapping and tracking modules, that are applied
alternatingly. In such approaches, the mapping and tracking module typically over�t to the scene scale seen
during training. Applying the models to scenes at a di�erent scale requires aligning predictions to the scene
scale based on additional information. Furthermore, our studies show that the mapping modules of such
approaches do not generalize across scale, i.e. it is not generally possible to input ground truth camera
poses at real-world scale and obtain absolute depth. We argue that this is a shortcoming, as the concept of
mapping motion parallaxes to depths given camera motion is independent of the scale.

Multi-view stereo: In multi-view stereo, the task is to estimate the 3D geometry of an observed scene
from an unstructured set of multiple images with known intrinsics and camera poses. Here, we focus on
depth maps as a 3D geometry representation. DeepMVS [92] was the �rst deep network based approach
for this task. DeepMVS brings the keyview in correspondence with source views with a correlation layer
that samples patches from source images based on candidate depth values and compares them to patches
from the key image. The resulting view-wise matching features are fused by max-pooling. MVSNet [93]
takes a similar approach, but compares source views and the keyview in a learned feature space, and fuses
multi-view information based on the variance across source views. Many follow up works build upon this
concept. R-MVSNet [93] reduces memory consumption by recurrent application. CVP-MVSNet [95] and
CAS-MVSNet correlate in a coarse-to-�ne fashion to reduce computational constraints and enable higher
output resolutions. Vis-MVSNet [96] improves fusion of multi-view information with a late-fusion strategy
based on predicted uncertainties. Regarding di�erent scene scales, all these approaches require the minimum
and maximum depth value of the observed scene as input and predict depths relative to this range. Our
studies show that these approaches have problems in a more general setting where ground truth poses are
given, but the depth range of the observed scene is unknown.

Benchmarks and datasets: Learned depth-from-video approaches are mostly evaluated on KITTI [97]
and ScanNet [98]. KITTI is a benchmark suite for key tasks in vision-based autonomous driving, including
depth estimation. ScanNet is a dataset for 3D scene understanding with annotated RGB-D videos of
indoor scenes that were acquired at scale with an elaborate capturing framework. Learned multi-view stereo
approaches are mostly evaluated on DTU [99], ETH3D [100], and Tanks And Temples [101]. DTU consists
of 80 scenes, each showing a tabletop object that was captured with a camera and a structured light scanner
mounted on a robot arm. Tanks And Temples consists of real-world scenes that were captured indoors and
outdoors with a high resolution video camera and an industrial laser scanner. Likewise, the ETH3D high-
resolution multi-view stereo benchmark consists of images of diverse indoor and outdoor scenes, captured
with a high resolution DSLR camera and an industrial laser scanner. Training is often done on the same
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datasets, namely on KITTI, ScanNet, and DTU. Additionally, some approaches train on BlendedMVS [102],
which is designed speci�cally for large diversity to improve generalization. In this work, we additionally
train on the FlyingThings3D dataset [103], which has been shown to enable good generalization in other
matching-based tasks like disparity [103] and optical �ow estimation [104].

Robust Multi-View Depth Benchmark (UFbg-E3.2.4.1a-Section-03)

In this work, we aim to evaluate multi-view depth models regarding robust depth estimation on arbitrary
real-world data. To re�ect this, we propose the Robust Multi-View Depth (MVD) Benchmark based on the
following four key considerations:

1. Depth estimation performance should be independent of the target domain. As a proxy, test sets
are de�ned from diverse existing datasets and evaluation is done in a zero-shot cross-dataset setting
without �ne-tuning.

2. Estimated uncertainty measures should be aligned with the depth estimation error. This is evaluated
with the Area Under Sparsi�cation Curve metric [105].

3. The benchmark should allow a evaluation in di�erent multi-view depth estimation settings i.e. depth-
from-video, multi-view stereo and absolute scale depth estimation. To this end, the benchmark allows
di�erent input modalities and an optional alignment between predicted and ground truth depths.

4. The evaluation should not be a�ected by the selection of source views. For this, a procedure to �nd
and evaluate with a quasi-optimal set of source views is used.

The test sets of the Robust MVD Benchmark are de�ned based on the KITTI, ScanNet, DTU, ETH3D
and Tanks And Temples datasets, as they are common for multi-view stereo and depth-from-video evaluation
and cover diverse domains and scene scales.

Evaluation settings: The benchmark allows evaluation in three di�erent settings, namely depth-from-
video, multi-view stereo and absolute scale depth estimation. In the depth-from-video setting, models are
applied without ground truth poses and predicted depths are aligned to the ground truth based on the ratio
of the median ground truth depth and the median predicted depth. In the multi-view stereo setting, models
are provided with ground truth poses and the ground truth depth range, i.e. the minimum and maximum
depth values of the ground truth depth map. Evaluation is done without alignment. Both previous settings
evaluate depth estimations on a relative scale, i.e. up to an unknown scale factor or within a given depth
range. In contrast to this, the third setting evaluates depth estimation on an absolute scale. Here, the
models are provided with ground truth camera poses and the task is to estimate depth maps at absolute
real-world scale. Evaluation is done without alignment.

Depth estimation metrics: Results are reported per test set for the Absolute Relative Error (rel) and
the Inlier Ratio (τ) with a threshold of 1.25 [106]. The Absolute Relative Error indicates the average relative
deviation of predicted depth values from ground truth depth values in percent. The Inlier Ratio indicates
the percentage of pixels with correct predictions, where a prediction is considered correct if it has an error
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below 25%. In addition to results on individual test sets, average metrics and model runtimes are reported
over all test sets.

Uncertainty estimation metrics: Results for the estimated uncertainty are reported with commonly
used Sparsi�cation Error Curves and the Area Under Sparsi�cation Curve metric. For the Sparsi�cation
Error Curves, the most erroneous pixels are gradually excluded from the error metric based on actual pixel
errors (oracle uncertainty) versus estimated pixel uncertainties. The Sparsi�cation Error Curve then is the
di�erence of the oracle-based and uncertainty-based error reduction. The AUSE is the area under the
Sparsi�cation Error Curve. An AUSE of 0 is optimal and indicates perfect alignment between estimated
uncertainties and actual errors.

Evaluated models: We evaluate the Colmap [107], DeMoN [89], DeepTAM [90], DeepV2D [91],
MVSNet [93], CVP-MVSNet [95], and Vis-MVSNet [96] models on the proposed benchmark. This choice
re�ects seminal works that lay ground for later improvements, as well as works that represent the current
state of the art. For all models, we use the original provided code and weights, except for MVSNet where
we use the PyTorch implementation from Xiaoyang Guo, as it gave better performance than the original
Tensor�ow version. We additionally evaluate a MVSNet that we re-trained with plane sweep sampling in
inverse depth space. For DeepV2D, we evaluate the KITTI and ScanNet models. Note that we intentionally
not re-train models on a speci�c uniform dataset, as the objective of the benchmark is generalization across
diverse test sets, independent of the training data.

Robust Multi-View Depth Benchmark Results (UFbg-E3.2.4.1a-Section-04)

In Tab. UFbg-E.3.2.4.1a-01, we report results of evaluated methods on the proposed Robust MVD Bench-
mark. We report results up to a relative scale in the depth-from-video and multi-view stereo settings, as
well as on an absolute scale.

Additionally, in Fig UFbg-E3.2.4.1a-01, we plot performances of the evaluated models for di�erent numbers
of source views. In an ideal curve, the error would decrease with additional source views and converge to a
minimal value when more views do not contain additional information.

Additionally, in Fig. UFbg-E3.2.4.1a-02, we plot sparsi�cation error curves and report quantitative re-
sults in Tab. UFbg-E.3.2.4.1a-02 for evaluated models that predict a measure of their depth prediction
uncertainty.

Discussion & Conclusion (UFbg-E3.2.4.1a-Section-05)

In the following, we discuss the results of the the evaluated multi-view depth models on the Robust MVD
Benchmark from Tab. UFbg-E.3.2.4.1a-01 .

Classical approaches: For a comparison to classical approaches, we report results of Colmap on the
benchmark. The results of applying Colmap with default parameters cannot be directly compared to those
of learned methods, as Colmap estimates depth maps at a lower density (in average only 54% of the
pixels have valid depth predictions) and we compute the metrics only for pixels with a valid prediction. We
additionally report results for Colmap without �ltering, which results in dense predictions but lower accuracy.
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Table 4.5: Table UFbg-E.3.2.4.1a-01 Quantitative results for the evaluated multi-view depth models on the
Robust MVD Benchmark. Results are reported for the Absolute Relative Error (rel) and Inlier Ratio (τ) with
a threshold of 1.25 on each test set and as averages across all test sets. Additionally, the average runtime
of each model across all test sets is reported. Results in parentheses denote that the model was trained on
data from the same domain. Bold denotes best results among models that were not trained on data from
the same domain.

Table 4.6: Table UFbg-E.3.2.4.1a-02:
Evaluation of estimated uncertainties with the Area Under Sparsi�cation Error Curve (AUSE). An AUSE of

0 means optimal alignment of uncertainties and errors.
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Figure 4.14: Figure UFbg-E3.2.4.1a-01:
E�ect of the number of source views on the performance of evaluated methods. Each plot shows the

average Absolute Relative Error across all test sets relative to the quasi-optimal performance of each

model (Tab. UFbg-E.3.2.4.1a-01). The shaded area indicates the standard deviation across test sets.

Figure 4.15: Figure UFbg-E3.2.4.1a-02:
Evaluation of estimated uncertainty measures. Lower curves indicate better alignment between estimated

uncertainties and actual errors. The area under the curves is the Area Under Sparsi�cation Curve metric,

as reported in Tab. UFbg-E.3.2.4.1a-02.
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Evaluation up to a relative scale: We report results in the depth-from-video and multi-view stereo
settings. The evaluation is done up to a relative scale, as common in literature. It shows that all models
perform signi�cantly better on the training domain.
Evaluation on an absolute scale: We provide results of the evaluated models in the absolute scale

depth estimation setting. For DeepV2D and DeepTAM, we only use the mapping module and input ground
truth poses. For MVSNet-based models, we assume an unknown depth range and instead provide a default
range of 0.2m to 100m. This covers the range of all test sets and simulates real-world applications with no
information except poses. In this setting, all evaluated models perform signi�cantly worse. Depth-from-video
models perform worse on datasets with a di�erent depth range than the training data (DeepV2D-ScanNet
on KITTI). Multi-view stereo models perform worse on datasets where the depth di�ers from the given
default depth range (MVSNet on DTU). Most evaluated models internally build and decode a cost volume,
which is computed in a plane sweep stereo fashion by correlating source views with the keyview for speci�c
(inverse) depth values. We attribute the performance decrease to out-of-distribution cost volume statistics.
Depth-from-video models learn to use only the cost volume scores corresponding to absolute depth values
seen during training. Multi-view stereo models over�t to the cost volume distribution within the provided
depth range. In practice, this means that existing depth-from-video models cannot be generally used with
known ground truth camera poses. Multi-view stereo models in turn require a su�ciently accurate depth
range of the observed scene to be known. Even though this depth range can be obtained by running
structure-from-motion, this comes at the cost of increased runtime and complexity.
Conclusion: We presented the Robust MVD Benchmark to evaluate the robustness of multi-view depth

estimation models on di�erent data domains and in the di�erent depth-from video, multi-view stereo, and
absolute scale settings. We found that existing methods have imbalanced performance across domains and
cannot be directly applied to arbitrary real-world scenes for estimating depths with their correct scale from
given camera poses. Together with the benchmark, we provide a robust baseline method in result track B
(UFbg-E3.2.4.1b-Section-01) that can serve as a solid basis for future work.

Code (UFbg-E3.2.4.1a.-Section-06)

We provide code for the proposed benchmark at https://github.com/robustmvd/robustmvd .
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Abstract

Hierarchical Novelty Detection (HND) refers to assigning labels to objects in a hierarchical category space,
where non-leaf labeling represents a novelty detection of that category. By labeling a novel instance in at
least one abstract category, more informed decisions can be made by an automated driving (AD) function,
resulting in a safer behavior in novel situations. Current approaches are mainly composed of di�erent
architectures based on Convolutional Neural Networks (CNNs). Capsule Networks (CNs) were introduced as
an alternative to CNNs that expand their capacity in tasks that were previously challenging. We explore the
hierarchical nature of CNs and propose a novel approach for hierarchical novelty detection using a uni�ed CN
architecture. As a proof-of-concept, we evaluate it on a novelty detection task based on the Fashion-MNIST
dataset. We de�ne a misclassi�cation matrix for evaluation of the performance based on a semantically
sensible scenario for this dataset. The results show that our method outperforms the main CNN-based
methods in the current literature in this task while also giving more �exibility for task-speci�c tuning and
has the potential to reach state-of-the-art status in more complex HND use cases within the AD domain.

Introduction

The Object Classi�cation domain, such as many other classi�cation domains, can be organized in a hierar-
chical label structure, such as a category tree or a directed acyclic graph. Hierarchical Classi�cation (HC)
consists of methods that leverage such category structure and are usually subdivided based on whether or
not the algorithm can classify instances at the nodes in intermediary levels of the hierarchy. Intermediary
predictions indicate the presence of a novel class relative to the taxonomy used in training, and have the
advantage over simple Novelty Detection [1] frameworks by being more informative due to the hierarchical
information it provides. In the context of automated driving, being able to derive extra information about
a novel object instance is highly desirable, given that the vehicle will make potentially life-critical control
decisions based on the information it receives about the objects within �eld-of-view.

Most state-of-the-art classi�ers for computer vision tasks are currently based on deep Convolutional Neural
Networks [1], [2], [3], [4], [5], which is also the case for hierarchical classi�cation algorithms [6], [7], [8].
CNNs have allowed for impressive results in these domains, but are also limited, e.g. having di�culties in
generalizing for unseen viewpoints [9]. The convolution and pooling operations allow for the identi�cation
of learned patterns with translational invariance, but would fail to correctly classify objects after undergoing
rotations, or other more complex spatial transformations, if the corresponding geometry was not present in
the training set. That increases the demand for large datasets, which can be a challenge in the autonomous
driving space, due to high costs and time required for the data acquisition and labeling in combination with
a highly diverse environment.

Hinton et al. argue in [10] that the pooling operation performed in CNNs results in the loss of relevant
locality information, and that the architecture could be improved by removing these operations and replacing
scalar-output neurons with vectorial neuron capsules whose corresponding manifold can be trained to encap-
sulate instantiation parameters and become truly equivariant to spatial transformations of the entity. Later
in [9] the Capsule Networks algorithm is introduced, providing a proof-of-concept of exactly that, outper-
forming CNNs on the highly overlapping digits task and being able to e�ectively represent and manipulate
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spatial parameters with the capsules vectorial output.

Besides the potential for a more informative vectorial output, the Capsule Network architecture has the
interesting property of containing an intrinsically hierarchical relationship between its internal semantic layers.
In the design proposed in [9], the primary capsules encode low-level shapes, which are then used to agree on
higher-order patterns in the classi�cation capsules. This work proposes and investigates the hypothesis that
this intrinsic hierarchical structure renders CN-based architectures especially well suited for the task of HND
in Object Classi�cation, based on the assumption that the hierarchical structures in the classi�cation space
can be mapped to a hierarchical semantic structure in the geometric space, and that the semantic layers of
the CNs would be better suited to capture this structure. We de�ne a novel architecture called HND-CN that
adapts the Capsule Network to perform a hierarchical novelty detection task, and explore three variations
of the architecture design. As a proof-of-concept, we implement the architecture on a two-layer object
hierarchy based on the Fashion-MNIST dataset. We de�ne a point-based misclassi�cation matrix evaluation
metric that rewards or punishes the network for every classi�cation, taking into account the information gain
of the novelty detection. The results are shown to signi�cantly outperform two standard approaches.

Related Work

Hierarchical Classi�cation and Novelty Detection Yang et al. describe in [11] a tradeo� between
classi�cation and Out-of-Distribution (OOD) Detection. That tradeo� is resolved by hierarchy-based OOD
approaches, given that the novelty detection and the classi�cation are performed at once. Deng et al. frame
the problem in [12] as an accuracy-speci�city tradeo� and introduce the DARTS (Dual Accuracy Reward

Tradeo� Search) algorithm. The concept of exploring hierarchical classi�cation at intermediary levels of the
hierarchy is referred to as Non-Mandatory Leaf Node Prediction by [12]. Inferring more informative novelty
information by means of HC has been framed as Hierarchical Novelty Detection by [13] and [14].

The two main approaches in the literature of non-mandatory leaf node prediction hierarchical classi�ers
are referred to as top-down (or local classi�er approach) [15], [16], [6] and big-bang (or global classi�er
approach) [17], [13], [18], described in-depth by [12], [19]. The top-down approach consists of multiple
binary classi�ers corresponding to each class in the hierarchy, and a step-wise classi�cation process starting
from the top of the category structure, i.e. the least informative class. The classi�cation process moves
downwards towards the leaf nodes by selecting the most likely class(es) in each layer and iterating the process
in the sub-classes of the selected classes, with the possibility of stopping at an intermediary layer when a
halting criteria is met. The big-bang method (also referred to as �atten method by [14]) consists of a single
global classi�er with nodes corresponding to every class and subclass in the hierarchy, including all leaf and
non-leaf nodes. Relabeling strategies are required to provide training data for the non-leaf classes.

Capsule Networks CNs have been employed on a few domains with impressive results. In the visual
recognition �eld, the pose generalization was further tested by [20] on the smallNORB dataset [21] by
employing a Capsule Network architecture with a capsule routing based on the EM-algorithm [22], and
reached state-of-the-art with signi�cantly less complexity than the CNN counterparts. CapsNets were shown
by [23] to be more robust than CNN-based models against adversarial attacks, being able to detect instances
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of FGSM [24], BIM [25], PGD [26] and CW [27]. The Graph Capsule Network model (GCAPS-CNN)
proposed by [28] is shown to outperform the state-of-the-art Graph Convolutional Neural Networks (GCNN)
in the task of graph classi�cation, and the Hierarchical Graph Capsule Networks (HGCN) from [29] goes
a step further by extracting the hierarchical graph relationships and also outperforms w.r.t most standard
evaluation metrics.

In the �eld of text classi�cation, Capsule Networks have been investigated for Multi-Task learning by
[30], and have shown signi�cant improvements in the transferring of single-label to multi-label classi�cations
in the works of Zhao et al. [31], and Peng et al. [32] which take it a step further by introducing an
Attentional Graph Capsule Recurrent Neural Network that improves the performance in Multi-Label text
classi�cation while learning representations of the hierarchical taxonomic relationships between words. CNs
were successfully implemented by [33] in the task of Hierarchical Multi-Label Classi�cation, showing an
improvement in the identi�cation and combination of classes with similar features. In the �eld of sentiment
analysis, [34] proposes a capsule model based on Recurrent Neural Networks and reaches state-of-the-art
sentiment classi�cation accuracy without requiring instance representation design.

These works show that the potential for improvements in hierarchical classi�cation tasks by using Capsule
Networks has been identi�ed by many researchers, and is actively being pursued in many academic �elds.
To the best of our knowledge, the usage of Capsule Networks in the task of hierarchical novelty detection
in visual object recognition is yet to be explored.

Methodology

The object classi�cation domain for the implementation with the HND-CN method is de�ned in a hierarchical
manner, and each class in every layer is assigned to its own vectorial capsule, where the length of the capsule
indicates the probability of the entity being represented by that class, and each dimension of the vector
encodes instantiation parameters of the entity. The primary capsules are extracted via convolution operations
and represent low-level multi-dimensional feature patterns, and the subsequent classi�cation capsules are
calculated iteratively via the routing-by-agreement algorithm [9], where the best feature patterns from the
prior capsules form a geometrical hypothesis cluster for the entity in the subsequent capsule. The squashing
function [9] maps the capsule outputs to a probability space.

This work introduces two di�erent architecture versions for the HND-CN approach, namely the �at version
and the nested version. The nested HND-CN algorithm resembles in structure the object hierarchy from the
dataset, where each layer in the architecture after the primary capsule layer corresponds to an abstraction
layer in the hierarchy. It employs separate routing operations for each capsule layer, in a sequential fashion:
the primary capsules are used to calculate the �rst capsules, which are subsequently used as input for the
routing operation that calculates the following capsules, implying the hypothesis that the multi-dimensional
encoding of a classi�cation capsule contains geometric information to inform the encoding of a subsequent
classi�cation capsule. In the �at HND-CN architecture, both the leaf capsules and the parent capsules
are routed from the same set of primary capsules, albeit independently, in two separate routing operations.
Conceptually, the basic feature substrate extracted by means of convolutions serves to inform the higher-
order semantic hypothesis in both leaf and parent capsules. A con�gurable con�dence threshold is used to
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Figure 4.16: Figure DLR-E3.2.4.1b-01: Graphic representation of the loss value extraction from the classi�-
cation capsules on the left, in the case of a hierarchy consisting of two abstraction layers, a parent layer (in
blue) and a leaf layer (in green). During training, the capsules are masked by the truth-value of that hierar-
chical layer corresponding to the entity, indicated in darker color. Only the vector predicting the truth-value
gets passed through the reconstruction network, which is the same for both capsules and consists of two
dense layers and a reconstruction output layer.

decide in favor of the leaf or parent classi�cation.

The network is trained using a dataset labeled following a multiple-cause model. The labels from all
classi�cation layers are concatenated into one single vector, implying that multiple latent instances can be
responsible for the input, similar to binary sparse coding [35]. The classi�cation loss is calculated with the
margin loss function proposed by [9] by comparing the multiple-cause label with the concatenated length
vectors extracted from the classi�cation capsules. As a further regularization technique, all capsule layers
pass through a reconstruction network, and a reconstruction loss for each instance is calculated by means of
mean-squared error (Figure DLR-E3.2.4.1b-01). The total loss Lt corresponds to the weighted sum of the
multiple-cause classi�cation loss L1 with the reconstruction losses L2 to L(N+1) , with N corresponding
to the number of layers in the hierarchy, and βk to the sum weights:

Lt =
∑
k=1

N + 1βkLk. (4.10)
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Experiments

Implementation The HND-CN implementation developed for this work is adapted from [36]. Three
versions of the HND-CN architecture are experimented with, being one �at implementation and two versions
of the nested implementation; one in a top-down manner, i.e. with the progression of the hierarchy in the
architecture starting from the parent layer and moving into the leaf layer; and a second one in a bottom-

up manner, where the leaf layer appears �rst, being followed by the parent layer. To the best of our
knowledge, a hierarchical novelty detection system with a bottom-up arrangement has not yet been explored
in the literature. The three architectures are depicted in Figure DLR-E3.2.4.1b-02. For each architecture
style, a random walk hyperparameter optimization is performed, testing di�erent combinations of capsule
dimensions, reconstruction weights, data augmentation and convolution parameters.

Dataset The Fashion-MNIST [37] dataset used in [36] is a good choice for evaluating this proof-of-concept
given that it is one of the simplest datasets containing a categorical space that can easily be relabeled into a
hierarchical problem. The given classes are set to be leaf classes, and an additional parent layer is built in a
semantically sensible manner (Figure DLR-E3.2.4.1b-03). Three of the given leaf classes are removed from
the training set to compose the set of novel classes, that will only appear during testing. The remaining
classes are referred to as available classes. The choice of classes to be excluded from the training set is such
so that novel classes have a �rst-order semantical relationship to other available classes in the hierarchy,
meaning that they belong to the same set of parent classes as the available dataset. The test set is comprised
of 75% novel objects, in order to evaluate the performance mainly with respect to the novelty detection
aspect.

Evaluation The topic of evaluation in hierarchical classi�cation is not trivial, and is discussed in greater
length by [12]. We de�ne an evaluation metric based on a misclassi�cation matrix, a standard type of
evaluation metric where each possible classi�cation is assigned to a speci�c value, forming a matrix of
values that can be tuned for each application. We map our matrix to positive or negative values (points),
and the percentage of points obtained relative to the total amount of obtainable points constitutes the
evaluation metric. Our matrix is tuned to disincentivize misclassi�cations of parent classes and non-sibling
leaf classes, as well as to incentivize a classi�cation at a parent layer over a misclassi�cation at a sibling
layer. The truth-table for the point system logic (Table DLR-E3.2.4.1b-04) indicates the points awarded for
either a correct or incorrect instance classi�cation at each level of the hierarchy. The misclassi�cation at
the leaf layer is di�erentiated between a sibling and a non-sibling, i.e. if the predicted class belongs to the
same parent as the truth-value class or not.

parent layer leaf layer

incorrect classi�cation -1 is sibling: 0
is not sibling: -1

correct classi�cation 1 2
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parent layer leaf layer

Table 4.8: Table DLR-E3.2.4.1b-04: Truth-table

By using a misclassi�cation matrix, knowledge about critical and uncritical misclassi�cations can be
directly encoded into the evaluation metric. Optimizing the con�dence threshold to such a metric may
prove to be crucial for the safe operation of an AD function. This is a major bene�t over simpler metrics
like the distance-based metric.

Baselines The HND-CN architecture versions are benchmarked against the two main approaches in the
non-mandatory leaf-node hierarchical classi�cation literature, namely the previously mentioned top-down

and the big-bang methods, applied as follows.
top-down
The top-down method is applied by means of a two-step classi�cation process. The parent layer classi�-

cation is performed by means of a single CNN �at classi�er with a four-dimensional softmax output layer
corresponding to each parent node, which is trained with the available dataset. The leaf layer classi�cation
consists of one CNN-based binary classi�er network for each of the subclasses of the parent node classi�ed
in the parent layer. Each binary classi�er is trained with a 50/50 split between the target leaf class and a
mixture of all other leaf classes. If any of the softmax output values of the binary classi�ers is greater than
a predetermined con�dence threshold value, the classi�cation is performed at the leaf layer, by choosing the
class that corresponds to the highest softmax output. If that is not the case, the classi�cation is performed
at the previously identi�ed parent node. The con�dence threshold is tuned by interval sampling and the
hyperparameter space in a random walk manner to �nd the best evaluation result, including parameters
such as length and dimensionality of leaf CNN architecture, activation functions and learning rate decay.
big-bang
The big-bang method is applied as a CNN-based classi�er with an 11-dimensional softmax output corre-

sponding to the seven available leaf classes as well as the four parent classes. The classi�er is trained by
means of a data relabeling strategy [14]. At each epoch, a random set of classes is relabeled from the leaf
class to the parent class, in order to represent a novel instance of the parent class. Any number of classes
as well as any class can be relabeled at every epoch during training. The hypothesis is that this alternating
label system provides a crude sense of novelty for the parent classi�cation nodes, which in practice leads to
a quite erratic training. The hyperparameter space of the classi�er is also tuned in a random walk manner
to �nd the best results on the evaluation metric.

Results An 11-step random-walk was performed, leading to slightly di�erent optimal hyperparameter
results for each architecture version (Table DLR-E3.2.4.1b-05), in line with expectations that di�erent
designs would yield di�erent geometrical mapping functions, that would likely be characterized by slightly
di�erent hyperparameter values.
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Figure 4.17: Figure DLR-E3.2.4.1b-02: Graphic comparison between the �at (top) and two versions of the
nested HND-CN architectures, one being arranged in a top-down manner (bottom), where the hierarchy
progresses from the lower resolution classes to the higher ones, and another in a bottom-up fashion, with the
architecture starting with the leaf classes and progressing upwards towards the parent layer. All three types
of architecture correspond to the same object hierarchy consisting of two abstraction layers, a parent layer
(indicated in blue) and a leaf layer (in green). The routing operations are color coded to the corresponding
abstraction layer.
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Figure 4.18: Figure DLR-E3.2.4.1b-03: Hierarchy-tree representation of the restructured class system for
the HND-CN dataset implementation of the Fashion-MNIST dataset. The classes in the layer above are the
parent nodes, and the leaf nodes below correspond to subclasses of a speci�c parent node when a direct
connection to that parent node can be made, without passing through another parent node in between.
Classes that share a parent node are sibling classes, and are expected to be semantically related. The classes
indicated with the red color are novel classes, and do not belong to the training set.

HND-CN

�at

Capsule Dim:
Weights βk :
Convolution 1:
Convolution 2:
LR, LR Decay:
Data augment (SF):
Optimizer

L: 64, P: 16
(1, 0.392/2, 0.392/2)
k=9, s=1, p=v, a=relu
k=9, s=2, p=v, a=relu
(0.001, 0.9)
yes (0.1)
Adam

HND-CN

top-down

Capsule Dim:
Weights βk :
Convolution 1:
Convolution 2:
LR, LR Decay:
Data augment (SF):
Optimizer

L: 32, P: 32
(1, 0.3, 0.1)
k=3, s=1, p=s, a=relu
k=9, s=2, p=v, a=relu
(0.001, 0.9)
no
Adam

HND-CN

bottom-up

Capsule Dim:
Weights βk :
Convolution 1:
Convolution 2:
LR, LR Decay:
Data augment (SF):
Optimizer

L: 64, P: 128
(1, 0.1, 0.3)
k=9, s=1, p=s, a=relu
k=3, s=2, p=v, a=relu
(0.001, 0.9)
yes (0.1)
Nadam

Table 4.9: Table DLR-E3.2.4.1b-05: HND-CN Hyperparameter Table
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The comparison between the experimental results for all versions of the HND-CN architecture and the
literature baselines is presented in Table DLR-E3.2.4.1b-06, with results reported in percentage values. Row
(2) represents the point-based evaluation of the algorithms on the test set in their best recorded run at the
optimal threshold value, while the same metric obtained on the training set can be seen in row (1). Rows
(3) to (6) give further insights into the best test run: (3) shows the performance on the evaluation metric
only at the leaf layer, while row (4) shows the accuracy of the classi�cation on the parent layer. (5) and
(6) show the fractions of classi�cations performed at leaf and parent layers respectively. The spread of the
evaluation values for the HND architecture can be visualized in Figure DLR-E3.2.4.1b-07.

HND-CN
�at

HND-CN
top-down

HND-CN
bottom-up

top-
down

big-
bang

train score(1) 97.34 96.71 97.10 87.07 49.06
test score(2) 86.53 85.79 84.58 78.58 76.63
leaf score(3) 50.06 48.77 41.58 15.45 1.64
parent acc.(4) 99.42 98.96 99.17 97.93 98.66
#leaf pred.(5) 16.25 15.41 13.64 5.60 2.48
#parent pred.(6) 83.75 84.59 86.36 94.40 97.51

Table 4.10: Table DLR-E3.2.4.1b-06: Experimental Results

The HND-CN classi�ers are signi�cantly more optimistic towards leaf predictions when compared to the
baselines and make use of that to obtain a higher score, indicating that the HND-CN architectures are able
to �nd better generalization patterns for the leaf classes. As a result, all HND-CN versions outperform the
main CNN-based baselines in the proposed experimental setting. The �at HND-CN version outperforms
all other approaches, and has the advantage of being easier to implement and expand to more complex
hierarchies. However, the nested versions have higher median values throughout the random-walk, leaving
open the interpretation for further optimization.

Conclusion & Future Work

In this work, we propose a concept to map an object hierarchy to a CN-based architecture for HND. Our
results proves that the HND-CN concept holds the potential to achieve state-of-the-art performance in
hierarchical novelty detection tasks for object classi�cation. We also propose a bottom-up strategy for HND
based on the hierarchical nature of Capsule Networks, which may open up a new �eld of research in the HC
and HND community.
For future work, it is desired to apply the HND-CN framework to more complex datasets with larger

hierarchies, especially in the safety-critical automotive domain. Here, adequate misclassi�cation matrices
that represent causes for potential critical situations would be derived. Further optimization of the accuracy-
speci�city trade-o� [12] and the hyperparameter space could be valuable. Further benchmarks could also
contain di�erent approaches from literature, such as DARTS [12], HD-CNN [7] or Binary Sparse Coding
[35].
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Figure 4.19: Figure DLR-E3.2.4.1b-07: Comparison between the values from all runs of the 11-step hy-
perparameter optimization on the three di�erent versions of the HND-CN architecture. The �at HND-CN
architecture obtained the highest evaluation score out of all runs, but had a lower median value during the
random-walk hyperparameter optimization.
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4.2.2 Policy Synthesis via Symbolic Importance Sampling (DLR, Institute of Systems

Engineering for Future Mobility)

Introduction (DLR2-E3.2.4.1b-Section-01)

In the context of driving manoeuvres for automated driving (AD) functions, we face the challenge to
synthesise and analyse a preselection of risk-minimising manoeuvres prior to their application in potentially
critical tra�c situations, e.g. minimal risk manoeuvres [38]. Given the complexity of possible manoeuvres
�due to AD functions being complex systems operating in open contexts�, these manoeuvres need to be
synthesised by way of automation. One of the core aspects of generating such driving strategies is certainly
to estimate and bound the risk of collisions or other fatal events associated with given or potentially
possible actions. However, such critical events tend to be extremely rare in the real world, speaking of
probabilities of order 10e-6 per vehicle kilometre driven, or much less for well-engineered driving functions
[39]. Consequently, one has to increase the probability of rare, critical events arti�cially within the process
of policy synthesis in order to improve the quanti�cation of risks. This, in turn, is intended to result in
manoeuvres that mitigate these critical events.

To this end, we consider the combined system of an automated vehicle (AV) and the environment within
the driving function is intended to operate (operational design domain). This setup is identi�ed with a
discrete-timeMarkov decision process (MDP) in which an agent (here: the AV) interacts with its environment
by choosing certain actions in states for which it receives rewards [40]. Solving the corresponding Markov
decision problem translates to assigning (near )optimal actions or distributions over actions to every state.
The resulting strategy is referred to as policy for which research has o�ered a variety of generating approaches
so far. Due to the above-mentioned complexity of the given problem, we consider mainly approaches from

315



4 Results TP4

the domain of reinforcement learning (RL) in order to bypass the necessity of a given exact transition
probability model by simulation [41].

We de�ne robustness of an MDP policy regarding safety, i.e., how well the agent mitigates critical events,
while taking into account its liveness, i.e., that it does something eventually to reach its goals. Synthesising
a robust policy (from scratch) or improving the robustness of a given base policy requires to e�ciently
and e�ectively identify actions and/or states that lead to critical situations in order to estimate associated
risks (probability and severity) and mitigate them within the process of policy synthesis. However, as
stated above, the rarity and uncertainty of high risks pose the challenge that such rare critical events will
probably not occur when sampling the model according to real-world probability distributions. For this
reason, we propose a sampling-based methodology for policy synthesis that comprises a "lifting" of the
concept of importance sampling (IS) [42]. In essence, we aim to modify the MDP environment by adjusting
its transition probabilities according to a (di�erent) proposal distribution to make rare critical events much
more likely within the sampling process while optimising risk estimation. In this resulting modi�ed MDP, we
then synthesise policies that are (near-)optimal in the original MDP by tracking the transition modi�cations
when generating a policy.

Related Work (DLR2-E3.2.4.1b-Section-02)

In the works of Hanna et al. [43] and Metelli et al. [44][45], IS is used in the context of o�-policy policy
evaluation and -optimisation, respectively. The aim is to estimate (and optimise, resp.) the performance of
a target policy πT given samples collected with a behavioural policy πB . The respective works apply IS to
generate samples of state-action trajectories induced by a policy πB according to a behavioural (proposal)
distribution, and IS-weighting is used to infer estimates of the target policy πT . In [43], the behavioural
policy πB is assumed to be given in advance, whereas the policy search in [44], which is restricted to
parametric policies, samples parameters for di�erent behavioural policies. Both approaches di�er from the
proposed methodology in the sense that IS there concerns the modi�cation of distributions over (state-
action) trajectories induced by di�erent policies, i.e., the modi�cation of probability spaces for actions, in
contrast to the modi�cation of state transitions as in our proposed work. In [45], Metelli et al. extend their
work on policy optimisation via IS by incorporating two advanced variance reduction techniques (per-decision
IS and multiple IS).

According to the authors, Legay et al. [46] have been the �rst to apply IS for the purpose of statistical
model checking (SMC) of nondeterministic systems modelled as MDP, for which (extremal) reward properties
are rare events. Their approach is based on the fact that SMC requires transforming an MDP into a discrete-
time Markov chain that can be executed by stochastic simulation such that the veri�cation problem turns
into one of �nding optimal schedulers, i.e., policies. Thus, IS is used to increase the chance of �nding such
optimal schedulers when the property of interest has low probability. Besides that, Legay et al. present
an algorithm to �nd schedulers that approximately maximise (or minimise) expected rewards by iteratively
re�ning an initial set of randomly selected schedulers. However, in contrast to the proposed work, they do
not "lift" the concept of IS for constructive policy synthesis, but apply IS in the classical sense to improve
the estimation of rare properties given a �xed scheduler (cf. [46], Section 4).
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The concept of MDPs can be extended by considering partially observable MDPs (POMDPs) to re�ect
uncertainties, e.g., due to the agent' s inability to perceive its state exactly. Instead of particular states
the agent has only access to beliefs, which correspond to distributions over possible states. Luo et al. [47]
developed the planning algorithm IS-DESPOT that applies IS to a state-of-the-art sampling-based online
POMDP algorithm. Although the proposed work focuses on o�ine policy synthesis for (fully observable)
MDPs, IS-DESPOT incorporates similar aspects such as modifying the executed model (w.r.t. state tran-
sitions) via IS within the simulation process while approximating the value function of a policy including
importance weights.

Method (DLR2-E3.2.4.1b-Section-03)

Method description: Policy Synthesis via Importance Sampling (DLR2-E3.2.4.1b-Subsection-03.1)

In this track, we propose a sampling-based methodology for policy synthesis that comprises a "lifting" of the
importance sampling (IS) concept [42] to obtain an MDP policy that becomes more and more robust w.r.t.
safety/liveness. In essence, we aim to modify the MDP environment by adjusting its transition probabilities
according to a (di�erent) proposal distribution to make rare critical events more likely within the sampling
process while optimising risk estimation, and by this to synthesise policies that are (near-)optimal in the
original MDP.
To this end, we consider the combined system of an automated (ego) vehicle (AV) and the environment

within the driving function is intended to operate (operational design domain). For the purpose of this
work, we identify this setup with a �nite-state discrete-time Markov decision process (MDP) [40]. It can be
regarded as a Markov chain (set of states and transition probability model) extended by (i) actions the agent
(AV) can choose from to allow for decision making, and (ii) rewards associated with actions (or states) to
motivate e�ective and e�cient decisions. More formally, let M = (S,A, P,R, γ,D) be an MDP, where

� S is a �nite set of states,

� A denotes a possibly in�nite set of actions A : S → 2A (for the agent), where A(s) is the set of
actions allowed in state s ,

� P : S ×A× Sß[0, 1] is a transition model of the system, where P (s, a, s′) = P (s′|s, a) = P (st+1 =

s′|st = s, at = a) is a transition probability at any discrete time t (stationary w.r.t. time), based
on the Markovian assumption that the probability of the next state is only dependent on the current
state and action,

� R : S ×A× R→ [0, 1] is a (probabilistic) reward model, where rt ∼ R(st, at) is the reward at time
t and the mean is denoted by R̄(s, a) ; we assume bounded rewards, i.e., R(s, a) ∈ [−Rmax, Rmax]
with Rmax < +∞ for all (s, a) ,

� γ ∈ [0, 1] is a discount rate used to calculate a long-term return if an in�nite planning horizon H is
considered; here: γ = 1 due to �nite planning/trajectory horizon H <∞ ,

� D is the distribution of the initial state s0 .
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The agent starts in an initial state s0 ∈ S . At each time step t , an action at ∈ A(st) is taken by
the agent. Then, the system makes a transition to st+1 ∼ P (st, at) and the agent receives an immediate
reward rt ∼ R(st, at) .
Typically, the goal of the agent is to maximize the discounted sum of rewards over the planning horizon H
, referred to as the return:

∑
t=0H − 1γtrt . The return for the process depends on both the stochastic

transitions and rewards, as well as the actions taken by the agent. The agent' s selection of actions is
modelled as a (probabilistic) strategy or policy on an MDP:

π : S ×A → [0, 1] , (4.11)

where, for a given state s , π(·|s) is the probability mass function (of a discrete probability distribution)
over all possible actions A(s) .

Solving the MDP translates to �nding a (near-)optimal policy π by assigning (near-)optimal actions or
distributions over actions to every state s ∈ S as to maximise the expected return. Research has o�ered
a variety of policy generating/optimising approaches so far. Due to the above-mentioned complexity of
the given problem, we restrict ourselves to approaches from the domain of reinforcement learning (RL),
more precisely: approximate dynamic programming (ADP), in order to bypass the necessity of a given exact
transition/reward probability model by simulation [41]. That is, we generate batches of trajectories in the
MDP and from these batches try to generate a policy that optimises the expected (trajectory) return (cf.
[44]).

More precisely, we consider trajectories τ ∈ T in the MDP of the form

τ = (sτ,0, aτ,0, ..., sτ,H−1, aτ,H−1, sτ,H), (4.12)

in which we can identify the actions taken by the agent as well as the observed states, hence the occurred
transitions (sτ,t, aτ,t, sτ,t+1) . Then, the trajectory return is de�ned as

R(τ) =
∑
t=0

H − 1R(sτ,t, aτ,t) (4.13)

for a given initial state s0 and taken actions aτ,t . The value of a given policy π is assessed by its expected
(trajectory) return

Eτ∼p(·|π)[R(τ)] =
∫
T
p(τ |π)R(τ) dτ (1) (4.14)

which is to be optimised, where the trajectory density function under policy π is given by

p(τ |π) = D(s0)
∏
t=0

H − 1π(aτ,t|sτ,t)P (sτ,t+1|sτ,taτ,t). (4.15)

With the above given notation, we can describe the general methodology of policy synthesis via importance
sampling (see Figure DLR2-E.3.2.4.1b-01):
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� Goal: Synthesise a risk-minimising policy π⋆ that results in a (near-)optimal expected return in a
given MDP M 1O:

π⋆ = argmaxπ∈ΠEτ∼p(·|π)[R(τ)]. (4.16)

� Instead of generating trajectories in the original MDP M , we �rst modify the transition probability
model P so that rare, critical states that lead to extreme negative rewards (i.e., risks) occur more likely
2O. That is, we assign more probability mass to potentially safety-critical regions (so-called importance
weighting). Within the scope of the proposed methodology, we assume that these modi�cations are
given by a "friendly demon" that lets, e.g., other tra�c participants act slightly more incautious or
even aggressive. Let Q denote the resulting modi�ed transition probability model and M ′ denote the
structurally equal MDP comprising Q instead of P .

� In M ′ we generate a batch of trajectories {τ1, ..., τN} by applying a default policy π0 (e.g., from
previous iterations of the methodology). This batch is used to �nd or synthesise a policy π′ that is
(near-)optimal in the modi�ed model M ′ , e.g. by utilising some standard RL algorithm 3O

� As the expected (trajectory) return of the resulting policy π′ in M ′ will not be the same as in the
original MDP M , we have to re-weight it in an IS-style 4O:

Êτ∼p(·|π′)P/Q[R(τ)] =
1

N

∑
j=1

NR(τj)
p(τj |π′)
q(τj |π′)

, (4.17)

where the proposal trajectory density function q is induced by the modi�ed transition model Q

q(τ |π) = D(s0)
∏
t=0

H − 1π(aτ,t|sτ,t)Q(sτ,t+1|sτ,taτ,t). (4.18)

In particular, we assume that we can evaluate P and Q at least for all transitions that occur in
the trajectories.

� However, there are crucial interactions between probability transitions and generated policies. Chang-
ing probabilities in the model will lead to a di�erent sampling process and thus to a di�erent policy,
and vice versa. Hence, we have to synthesise directly a robust policy π⋆ for the original model M by
sampling in the modi�ed model M ′ and accounting for the importance weighting in the policy values.
This direct way is represented by the question mark "?" in Figure DLR2-E.3.2.4.1b-01.

By this, we have particularly answered the following research question:

How to evaluate a given policy with respect to its optimality in the original MDP, based on a

batch of trajectories generated in the modi�ed MDP?

To be more precise, given a batch {τ1, ..., τN} of trajectories generated in a modi�ed (w.r.t. transition
probabilities) but structurally equal MDP M ′ by applying a given policy π′ therein, its optimality regarding
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Figure 4.20: Figure DLR2-E.3.2.4.1b-01: Policy synthesis via importance sampling (IS) to obtain risk-
minimising policy π in MDP M.

the original MDP M can be assessed by its IS-weighted empirical expected (trajectory) return

Êτ∼p(·|π′)P/Q[R(τ)] =
1

N

∑
j=1

NR(τj)
p(τj |π′)
q(τj |π′)

. (4.19)

In a second step, we can now elaborate on how to synthesise a (near-)optimal policy in the original MDP
M , given a modi�ed but structurally equal MDP M ′ . A concrete approach to this has been drafted and
is presented in the subsequent section.

Method description: PS-SIS (DLR2-E3.2.4.1b-Subsection-03.2) Inspired by an existing work on
parameter synthesis for probabilistic hybrid systems [48], we propose an initial conceptual draft for policy
synthesis via symbolic importance sampling, or PS-SIS for short.
For this, we restrict our attention to the common class of parametric policies πθ ∈ {πθ : θ ∈ Θ ⊆ Rp} (cf.
[44][45]). That is, the goal of policy synthesis is to �nd an optimal (feasible) parameter instance θ⋆ ∈ Θ

that maximises the expected (trajectory) return. We choose the approach to iterate over concrete parameter
instances θi , starting with some possibly given default policy πθ0 , until some convergence w.r.t. policy
optimality is achieved or the simulation budget is used up.

The proposed conceptual draft for PS-SIS is the following:

� Input: Proposal transition model Q , parameter domain constraint ϕ , some design goal C [This
design goal captures speci�cations/constraints on the policy w.r.t. reward optimality (similar to that
in [48]). For instance, C can be the requirement that the expected (trajectory) return of the policy
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has to exceed a certain threshold γ .], signi�cance level δ , number of samples N , max. number of
iterations I ;

� Start with some (possibly given) default policy πθ0 or draw θ0 uniformly from the parameter space Θ

; Set initial empirical constraint system ϕ̂0 ← ϕ ;

� While i ≤ I

� Set q ← q(·|πθi) = D(s0)
∏
πθi(·|·)Q(·|·, ·) ;

� Generate a set of N trajectories S = {τ1, ..., τN} in the modi�ed MDP (using Q as transition
model) by applying the current policy πθi ;

� Analyse with statistical model checking (SMC) whether C is satis�ed for the current batch S
obtained;

* If true, a parameterisation θi is found satisfying C with probability ≥ 1− δ ;

* Else, we do symbolic importance sampling : add the current batch of trajectories S to the
empirical constraint system, e.g. in the sense

ϕ̂i+1 :

 1

M

M∑
j=1

R(τj)
p
(
τj |πθi+1

)
q(τj |πθk)

+
1

N

N∑
j=M+1

R(τj)
p
(
τj |πθi+1

)
q(τj |πθi)

 > γ, (4.20)

where πθk are the policies with which former trajectory batches have been realised and R(τ) is
an exemplary (trajectory) return function;

� Then, we utilise satis�ability modulo theory (SMT) to �nd a parameterisation θi+1 that satis�es the
current empirical constraint system ϕ̂i+1 ;

� If unsatis�able, return "unsat" (original system is unsatis�able, i.e., no policy parameterisation exists
that ful�ls the design goal C with probability ≥ 1− δ );

� Else: i← i+ 1 ;

� Output: When the iteration budget is reached without having identi�ed a suitable parameter instance
θ , return "unknown" as result (or the parameter instance θi that yielded the best empirical expected
return so far � this depends on the use case).

Experiments (DLR2-E3.2.4.1b-Section-04)

Implementation details (DLR2-E3.2.4.1b-Subsection-04.1) As to apply and evaluate PS-SIS in a
proof-of-concept manner, we are currently developing a formal minimal MDP example. For this, we consider
the canonical Grid World MDP (see, e.g., [49]) and modify it such that its complexity w.r.t. state space/ac-
tion space is notably increased and the bad end state " −1 " is arti�cially rare and more critical compared
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Figure 4.21: Figure DLR2-E.3.2.4.1b-02: Formal demonstrator Grid World "Extreme": the canonical Grid
World (left) is extended by increasing its complexity and by making the bad state arti�cially rare and more
critical (right).

to the base Grid World (see Figure DLR2-E3.2.4.1b-02). Increasing the MDP' s complexity makes exact
solving of it infeasible so that we can showcase the advantages of our sample-based approach.

In more detail, we formulate Grid World "Extreme" as follows:

� An agent is moving around in a grid from cell to cell. Its overall goal is to reach the good end state
(=GOAL) " +1 " without crossing the bad end state " −1000 ". Further, it shall optimise the trade-
o� between the number of steps/actions to reach the goal (time constraint) and the accumulated
travelled-cells-per-step (energy optimisation) spent to do so;

� States: A state s of the agent is represented by the Cartesian coordinates (x, y) of the grid cell
occupied by the agent (see Figure DLR2-E.3.2.4.1b-02); walls and obstacles (in the middle of the
grid) are not a state; end states are the GOAL " +1 " and the rare critical state " −1000 ";

� Actions: In every state s , the agent may move one or two cells to N/E/S/W per time step t ,
i.e. at ∈ {N,E, S,W} × {1, 2} ;

� Transition probability model : as in the original Grid World, the transition probabilities are charac-
terised by

P (s, a, s′) =


0.8 for s′ = state in straight direction of a, coming from s

0.1 for s′ = state to the left/right instead

0 else,

(4.21)

where the agent bounces back o� the walls/obstacles, i.e. moves in the opposite direction if
the succeeding state s′ would be a wall/obstacle;
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� Additionally, in order to make the bad state " −1000 " arti�cially rare, we modify the transition model
around it so that it becomes way less unlikely to reach; e.g. for states around the bad state (gray area
in Figure DLR2-E.3.2.4.1b-02) and actions towards the bad state (e.g. being left of " −1000 " and
then choosing to move right), the transition model could be modi�ed such that it is less likely to end
up in the bad state;

� Rewards: To re�ect the above-described goals of the agent, we consider several (trajectory) return
properties R(τ) which we �rst track and sort lexicographically to allow for use-case-speci�c sorting
w.r.t. policy optimality:

� GOAL reaching return: Rgoal (τ) ∈ {0, 1,−1000} (to be maximised)

� Time costs: Rtime (τ) = −t , where t is the number of time steps/actions taken to reach an
end state (constrained)

� Energy costs: Renergy (τ) = −e , where e is the energy/travelled cells spent to reach an end
state (unconstrained; to be minimised).

As to have parametric policies as target policy class (in particular: having non-deterministic, probabilistic
policies), we are currently following the approach to approximate the distribution function with auxiliary
functions. That is, for the eight possible actions a ∈ {N,E, S,W}×{1, 2} in a state s = (x, y) , we de�ne
eight functions fi(x, y), i = 1, . . . , 8 de�ned in parameters θji ∈ R+, j = 1, ..., 6 , where

fi(x, y) = θi1x2 + θi2y2 + θi3xy + θi4x+ θi5y + θi6, (4.22)

which we normalize by applying the softmax function σ to the vector of fi ' s in order to get a well-de�ned
discrete probability density function, i.e.

f̃i(x, y) ∈ (0, 1) and
∑
i

f̃i(x, y) = 1 for all (x, y). (4.23)

Then, we obtain a parameterised probabilistic policy πθ via

πθ(a|s) = πθ(a|(x, y)) =



f̃1(x, y), for a = (N, 1)

f̃2(x, y), for a = (N, 2)

f̃3(x, y), for a = (E, 1)

f̃4(x, y), for a = (E, 2)

f̃5(x, y), for a = (S, 1)

f̃6(x, y), for a = (S, 2)

f̃7(x, y), for a = (W, 1)

f̃8(x, y), for a = (W, 2),

(4.24)

where θ = (θij)ij , i = 1, ..., 8, j = 1, ..., 6 , represents the matrix of instantiated factors θij .
Consequently, the goal of policy synthesis is now to �nd a parameterisation θ⋆ for πθ that leads to an

optimal empirical expected return (de�ned via Rgoal (τ) , Rtime (τ) and Renergy (τ) ).
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Experimental results (DLR2-E3.2.4.1b-Subsection-04.2) As the outlined work has only been taken
up later than at the project start, the self-crafted running example is yet under implementation, and thus
concrete experimental results are pending. At the point of writing, we are planning to further implement
Grid World "Extreme" based on the MiniGrid environment from OpenAI Gym [50] in order to apply and
evaluate our method PS-SIS on it.

Code (DLR2-E3.2.4.1b-Section-05)

The following pseudocode captures the PS-SIS approach as explained in Section DLR2-E3.2.4.1b-Subsection-
03.2:

Figure 4.22: Algorithm DLR2-E.3.2.4.1b-03: Policy synthesis via symbolic importance sampling (
PS-SIS).

Comments on Algorithm DLR2-E.3.2.4.1b-03:

� Regarding (*): Analyze with SMC whether C is satis�ed for the current batch of trajectories S ob-
tained by applying current policy πθi (with con�dence/probability ≥ 1− δ ). This is to double-check
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the current parameterization in order to avoid over-�tting w.r.t. the empirical constraint system (see
[48], p. 10). C is a design goal (just as in [48]) in the form of a constraint on the expected returns, i.e.

[
R1 7→ Eτ∼p(·|πθ)[R1(τ)], . . . , Rn 7→ Eτ∼p(·|πθ)[Rn(τ)]

]
|= C, (4.25)

where R1, . . . , Rn : T → R are return (or reward) functions de�ned on the space of trajectories
T , and Eτ∼p(·|πθ)[Ri(τ)] is the expected return as de�ned in Equation (1) and depends on θ ;
for instance, C can be the requirement that the expected (trajectory) return exceeds a certain
threshold γ .

� Regarding (**): Here is where symbolic importance sampling happens, i.e., the empirical constraint
system for a parameterization θi+1 is extended by terms coming from the current sample batch S ,
i.e. we have terms like:

ϕ̂i+1 :

 1

M

M∑
j=1

R(τj)
p(τj |πθi+1

)

q(τj |πθk)
+

1

N

M+N∑
j=M+1

R(τj)
p(τj |πθi+1

)

q(τj |πθi)

 > γ, (4.26)

where πθk are the policies with which former sample batches have been realized (induced by
parametrizations θ0, . . . , θi−1 ) and R(τ) is an exemplary return/reward function. It remains to
investigate the notation in [48] regarding the question whether or not this should include the
constraint C as well, or if this already provided (indirectly via η(S) ).

� Regarding (***): An "Unsat" result would mean that the original constraint system comprising ϕ
and C is unsatis�able with probability ≥ 1 − δ , i.e. that no admissible policy parameterisation πθ
exists that ful�lls the return goal. However, if a policy is needed that optimises the returns as much
as possible, the parameter instance θi that yielded the best empirical expected return so far can be
returned. This depends on the use case of the policy to be optimised.

� Regarding (****): As outlined earlier, we can either return "Unknown" as result or the parameter
instance θi that yielded the best empirical expected return so far. Again, this is a matter of which
kind of policy is required in the given use case.

Discussion & Conclusion (DLR2-E3.2.4.1b-Section-06)

At the point of writing, we have conceptualized the �rst step of the targeted incremental methodology
("How to evaluate a given policy with respect to its optimality in the original MDP, based on a batch of
trajectories generated in the modi�ed MDP?") as described in Section DLR2-E3.2.4.1b-Subsection-03.1.
Further, a conceptual design for the synthesis of parametric policies with symbolic importance sampling
(PS-SIS) could be developed, based on an existing work on parameter synthesis for probabilistic hybrid
systems. It is described in Section DLR2-E3.2.4.1b-Subsection-03.2 and by Algorithm DLR2-E.3.2.4.1b-03.
A thorough development of the running example Grid World "Extreme" (see Section DLR2-E3.2.4.1b-
Subsection-04.1) is yet to be conducted and can be discussed as soon as further concrete steps are made.
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Introduction (UFbg-E3.2.4.1b-Section-01)

In recent years, approaches based on deep learning have emerged for multi-view depth estimation. They
are employed either in a depth-from-video setting with images from a video with small and incremental but
unknown camera motion [51][52][53], or a multi-view stereo setting with unstructured but calibrated image
collections [54] [55] [56]. Usually, at the core of these approaches are deep networks that correlate learned
features from multiple images and learn to decode the obtained cost volume to an estimated depth map.
This design, in principle, allows the network to base its estimates on the motion parallax, which should
enable good generalization across domains and consistent predictions for di�erent scene scales. However, in
our evaluation within the Robust MVD Benchmark (result track A Fbg-E3.2.4.1a-Section-01), we �nd that:
(1) almost all models have imbalanced performances across domains, (2) uncertainties show only limited
alignment with the prediction error, and (3) models mostly perform well on a relative scale, but cannot be
directly applied to estimate depths with their correct scale across datasets.

The problems in depth estimation at absolute real-world scale limit practical application: depth-from-
video models can not be used with absolute ground truth camera poses and multi-view stereo models
require knowledge about the observed scene or running structure-from-motion beforehand to obtain minimum
and maximum depth values. To resolve this, we build a simple baseline model for robust cross-domain,
scale-agnostic multi-view depth estimation. The model is mostly based on existing components, such as
the DispNet architecture [57] and trained on the BlendedMVS dataset [58] and a static version of the
FlyingThings3D dataset [57]. We only add scale augmentation as a new component to randomize across
scales during training. This plain model achieves what the use of motion parallax promises: it generalizes
across domains and scales.

Related Work (UFbg-E3.2.4.1b-Section-02)

Depth-from-video: In depth-from-video, depth maps are estimated from consecutive images of a video.
Typically, it is assumed that the camera intrinsics are known, but not the camera motion. Hence, the
task usually also comprises estimating the camera motion between images. DeMoN [51] was the �rst deep
learning based approach for this task. DeMoN consists of a single network, which estimates depth and
camera motion jointly from a pair of consecutive images.

Later approaches are DeepTAM [52] and DeepV2D [53], which both process more than two frames,
and estimate depth and camera motion with separate mapping and tracking modules, that are applied
alternatingly. In such approaches, the mapping and tracking module typically over�t to the scene scale seen
during training. Applying the models to scenes at a di�erent scale requires aligning predictions to the scene
scale based on additional information. Furthermore, our studies show that the mapping modules of such
approaches do not generalize across scale, i.e. it is not generally possible to input ground truth camera
poses at real-world scale and obtain absolute depth. We argue that this is a shortcoming, as the concept of
mapping motion parallaxes to depths given camera motion is independent of the scale.

Multi-view stereo: In multi-view stereo, the task is to estimate the 3D geometry of an observed scene
from an unstructured set of multiple images with known intrinsics and camera poses. Here, we focus on
depth maps as a 3D geometry representation. DeepMVS [54] was the �rst deep network based approach
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for this task. DeepMVS brings the keyview in correspondence with source views with a correlation layer
that samples patches from source images based on candidate depth values and compares them to patches
from the key image. The resulting view-wise matching features are fused by max-pooling. MVSNet [55]
takes a similar approach, but compares source views and the keyview in a learned feature space, and fuses
multi-view information based on the variance across source views. Many follow up works build upon this
concept. R-MVSNet [55] reduces memory consumption by recurrent application. CVP-MVSNet [59] and
CAS-MVSNet [60] correlate in a coarse-to-�ne fashion to reduce computational constraints and enable higher
output resolutions. Vis-MVSNet [61] improves fusion of multi-view information with a late-fusion strategy
based on predicted uncertainties. Regarding di�erent scene scales, all these approaches require the minimum
and maximum depth value of the observed scene as input and predict depths relative to this range. Our
studies show that these approaches have problems in a more general setting where ground truth poses are
given, but the depth range of the observed scene is unknown.

Benchmarks and datasets: Learned depth-from-video approaches are mostly evaluated on KITTI [62]
and ScanNet [63]. KITTI is a benchmark suite for key tasks in vision-based autonomous driving, including
depth estimation. ScanNet is a dataset for 3D scene understanding with annotated RGB-D videos of
indoor scenes that were acquired at scale with an elaborate capturing framework. Learned multi-view stereo
approaches are mostly evaluated on DTU [64], ETH3D [65], and Tanks And Temples [66]. DTU consists of
80 scenes, each showing a tabletop object that was captured with a camera and a structured light scanner
mounted on a robot arm. Tanks And Temples consists of real-world scenes that were captured indoors and
outdoors with a high resolution video camera and an industrial laser scanner. Likewise, the ETH3D high-
resolution multi-view stereo benchmark consists of images of diverse indoor and outdoor scenes, captured
with a high resolution DSLR camera and an industrial laser scanner. Training is often done on the same
datasets, namely on KITTI, ScanNet, and DTU. Additionally, some approaches train on BlendedMVS [58],
which is designed speci�cally for large diversity to improve generalization. In this work, we additionally
train on the FlyingThings3D dataset [57], which has been shown to enable good generalization in other
matching-based tasks like disparity [57] and optical �ow estimation [67].

Robust MVD Baseline Model (UFbg-E3.2.4.1b-Section-03)

In the following, we describe the Robust MVD Baseline Model, which is designed speci�cally as a baseline
for robust depth estimation across domains and scene scales and can serve as baseline for evaluation on
the proposed benchmark. The model is mostly based on existing components and we provide ablation
studies for individual components in Tab. UFbg-E.3.2.4.1b-02. In the �rst experiments, we apply the base
model in dual-view mode, using only a single source view. This factors out e�ects from the multi-view cost
volume fusion and allows for an isolated evaluation of e�ects from data augmentation, training dataset,
model architecture, and uncertainty estimation. Following this, we evaluate di�erent strategies for fusing
multi-view information.

Model Architecture: The model builds on the simple DispNet network architecture, but is adapted
to the given multi-view setting with non-recti�ed images. The architecture is illustrated in Fig. UFbg-
E.3.2.4.1b-01.

331



4 Results TP4

Figure 4.23: Figure UFbg-E.3.2.4.1b-01: The model consists of a siamese encoder network, a plane sweep

correlation that correlates source views with the keyview, a fusion module, and a decoder that predicts

inverse depths and uncertainties.

Data Augmentation: Standard photometric and spatial augmentations are applied uniformly to all
views. Additionally, to prevent the model from over�tting to the depth distribution of the training data,
we introduce a novel data augmentation strategy that we term scale augmentation. Scale augmentation
re-scales ground truth translations during training before feeding them to the model. Likewise, the ground
truth inverse depth map is scaled with the inverse scaling factor. To choose the scaling factor, a histogram of
the depth values that were seen during previous training iterations, is maintained. The size of the histogram
bins increases logarithmically, as consistent performance across the full depth range requires training for
smaller depth values at a �ner resolution. Scaling factors are then computed as the ratio of the depth label
of the histogram bin with the lowest count and the median ground truth depth value of the current sample.
Scale augmentation is a key component for enabling the model to generalize across di�erent scene scales.

Training Data: The model is jointly trained on a static version of the existing FlyingThings3D dataset,
that we term StaticThings, and on the existing BlendedMVS dataset. StaticThings is similar to FlyingTh-
ings3D: it contains 2250 train and 600 test sequences with 10 frames per sequence, showing randomly placed
ShapeNet objects in front of random Flickr backgrounds. However, in StaticThings, all objects are static,
and only the camera moves. The advantage of using this randomized synthetic dataset is that it reduces the
possibility of a model to over�t to domain-speci�c priors. Joint training on StaticThings and BlendedMVS
performs quantitatively on par with training solely on BlendedMVS, but results in more accurate object
boundaries, as shown in Fig. UFbg-E.3.2.4.1b-02.

Uncertainty Estimation: Instead of predicting a point estimate of the inverse depth map, the model
predicts parameters of a Laplace distribution, as in [68]. For this, an additional output channel is added to
the network such that one channel encodes the predicted location parameter and the other the predicted
scale parameter. Training is then done by minimizing the negative log likelihood. Predicted uncertainties
are shown qualitatively in Fig. UFbg-E.3.2.4.1b-03.

Multi-view fusion: We evaluate two strategies for multi-view fusion, namely averaging of cost volumes
from multiple source views, and weighted averaging with learned weights, e.g. as in [69]. For the weighted
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Figure 4.24: Figure UFbg-E.3.2.4.1b-02: E�ect of the training dataset: the �rst row shows keyview images

(KITTI and ScanNet), and the second predicted inverse depth maps. (a) Model trained on BlendedMVS.

(b) Model trained jointly on BlendedMVS+StaticThings3D.

averaging, a small 2D convolutional network with two layers is applied with shared weights to all view-wise
cost volumes and outputs pixel-wise weights for each view. We conduct multi-view training with an eraser
data augmentation, where regions in source views are randomly replaced with the mean color. The model
with learned weights is the Robust MVD Baseline model.

Robust MVD Baseline Model Results (UFbg-E3.2.4.1b-Section-04)

We �rst evaluate the Robust MVD Baseline Model on the Robust MVD Benchmark and compare with the
current state of the art. The benchmark evaluates depth estimation performance on the KITTI, ScanNet,
DTU, ETH3D and Tanks And Temples datasets in a zero-shot cross-dataset setting. Results are reported per
test set for the Absolute Relative Error (rel) and the Inlier Ratio (τ) with a threshold of 1.25. We compare
with the Colmap [70], DeMoN [51], DeepTAM [52], DeepV2D [53], MVSNet [55], CVP-MVSNet [59], and
Vis-MVSNet [61] models. This choice re�ects seminal works that lay ground for later improvements, as
well as works that represent the current state of the art. For more details on the Robust MVD Benchmark,
see result track A (UFbg-E3.2.4.1a-Section-01). The results of the evaluation of the Robust MVD Baseline
Model are provided in Tab. UFbg-E.3.2.4.1b-01.

In addition to the comparison to the state-of-the-art, we provide ablation studies for individual components
of the Robust MVD Baseline Model in Tab. UFbg-E.3.2.4.1b-02.

Finally, qualitative results of the Robust MVD Baseline Model are provided in Fig. UFbg-E.3.2.4.1b-02
and Fig. UFbg-E.3.2.4.1b-03.
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Figure 4.25: Figure UFbg-E.3.2.4.1b-03: Uncertainty estimation: the �rst row shows keyview images, the

second predicted inverse depth maps, and the third predicted uncertainty maps (red is uncertain). The

model outputs high uncertainties for problematic cases e.g. (a) moving objects, (b) textureless regions, (c)

windows, or (d) �ne structures.
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Table 4.12: Table UFbg-E.3.2.4.1b-01: Quantitative results of the Robust MVD Baseline Model on the

Robust MVD Benchmark. We compare with state-of-the-art depth-from-video and multi-view stereo models.

Results are reported for the Absolute Relative Error (rel) and Inlier Ratio (τ) with a threshold of 1.25 on

each test set and as averages across all test sets. Additionally, the average runtime of each model across

all test sets is reported. Results in parentheses denote that the model was trained on data from the same

domain. Bold denotes best results among models that were not trained on data from the same domain.
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Table 4.13: Table UFbg-E.3.2.4.1b-02: Ablation studies for the Robust MVD Baseline model. a) Scale

augmentation is essential for generalization across scene scales. b) Joint training on StaticThings3D and

BlendedMVS gives best performance. c) A DispNet architecture performs better than a MVSNet architec-

ture. d)Predicting parameters of a Laplace distribution instead of point estimates improves performance. e)

Multi-view fusion via weighted averaging with learned weights work slightly better than simple averaging.

The last model is the Robust MVD Baseline model.
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Discussion & Conclusion (UFbg-E3.2.4.1b-Section-05)

We presented the Robust MVD Baseline Model for robust multi-view depth estimation across domains.
In contrast to existing methods, it shows more balanced performance across domains and can be directly
applied to arbitrary real-world scenes for estimating depths with their correct scale from given camera poses.
Together with the benchmark, the Robust MVD Baseline Model can serve as a solid basis for future work.

Code (UFbg-E3.2.4.1b.-Section-06)

We provide code for the proposed Robust MVD Baseline Model at https://github.com/robustmvd/rob
ustmvd .
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