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Use-Case in Delta Learning
In AP3.3 we focus on changing traffic 
situations and environment conditions. The 
main goal is to find training samples that 
contribute most to learning good driving 
behaviour. A fully learned approach is 
explored that predicts the future (fig. 3) 
development of the world based on (pre-
processed) sensor data and plans according 
to it using a learned driving policy. The 
assumption behind this approach is that 
driving is a highly unbalanced problem. For 
example most of the time a car will go straight, 
so a lot of collected data will only represent 
going straight. However, for more difficult 
problems such as handling an intersection less 
data is collected. Using active learning we can 
either select data that is more relevant to the 
learning problem or guide the data collection.

Technical Problem
Technologically, there are two subproblems
namely environment modelling and trajectory 
generation that can be analysed separately or 
combined. For both we want to find the 
situations that are most helpful to learn good 
behaviour. We model the problem as a 
reinforcement learning task that requires an 
agent that not only finds a good driving policy 
but can also make suggestions which part of 
the collected data is most interesting or 
where to drive next to collect fresh data.

Technical Solution
Model-based reinforcement learning 
approaches allow to naturally divide the 
overall driving task into prediction and 
control. We train a probabilistic graphical 
model that predicts the future development 
of the world in a compact latent space and 
then train a control policy on top. The control 
policy is modified in such a way that it aims to 
drive where the agent expects novelty. The 
novelty estimation is based on the epistemic 
uncertainty of the neural networks the 
compromise the agent. We train an ensemble 
of neural networks and use the variation 
between the predictions as an estimator for 
the uncertainty. For example if the control 
policy is unsure where to continue the current 
trajectory we expect to enter a situation that 
is interesting for behaviour learning.

Evaluation
We evaluate our agent in the CARLA simulator 
with which we are able to generate data that 
incorporates the interaction between the 
agent and the environment. The overall 
evaluation metric is the learning speed since 
we expect an intelligent agent to learn faster 
when it chooses to drive where it learns to 
most. Finally, common metrics such as 
number of collision and time without collision 
are used to evaluate the agent.

For more information contact: 
joseph@fzi.de

Figure 2: The agent aims to drive according to some
performance metric (e.g. distance without collision), 
but additionally also tries to maximize the novelty of
the driven trajectories. In other words, the agent
tries to find interesting situations.

Figure 1: Situations for which the agent has not yet 
seen enough data are especially important for the 
learning system.

Figure 3: Example of sensor
reconstruction (green bar) 
and prediction of different 
possible future sensor
observations (red bar).
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