
KI Delta Learning is a project of the KI Familie. It was initiated and
developed by the VDA Leitinitiative autonomous and connected driving and
is funded by the Federal Ministry for Economic Affairs and Energy.

KI Familie

Partners External partners

@KI_Familiewww.ki-deltalearning.de

Contrastive Learning and Self-Training for
Unsupervised Domain Adaptation in Semantic
Segmentation

Robert Marsden, Alexander Bartler, Mario 
Döbler, Bin Yang

WP 2.1
WP 2.3

Se
ns

or
s

Use-Case in Delta Learning
Although semantic image segmentation 
provides a deeper understanding of a scene, 
the required pixel-level annotation is time 
consuming and costly. Since updating the 
camera generation may result in a 
discrepancy between the previous training 
domain and the current test domain, tedious 
annotation must be repeated. To reduce the 
overhead caused by manual annotation, we 
focus on unsupervised domain adaptation.

Technical Problem
For independent and identically distributed 
samples, one can observe that pixels of the 
same class cluster in the feature space. 
However, if the samples are not from the 
same domain, the previous observation is 
usually no longer true. In this case, features of 
the same class but different domains may be 
located in various regions of the feature 
space. This situation is also depicted on the 
left side of Figure 1, where the source and 
target domain do not cluster. In such a case, 
the performance of the segmentation network 
may decrease drastically.

Technical Solution
We propose CLST – a combination of
contrastive learning (CL) and self-training (ST), 
to mitigate the discrepancy between two
domains. Unlike most previous approaches 
based on self-training, we do not use a 
confidence threshold to filter out uncertain 
predictions. Instead, we extract the predictive 
tendency of the model for a given sample over 
time by relying on a memory-efficient 
temporal ensemble. To further align both 
domains, we project the feature maps f into a 
projection space (Figure 2a). By using the 
target pseudo-labels, we then compute class-
wise target mean projections m (Figure 2b) 
and align them with global source prototypes 
using a contrastive loss.

Evaluation
We evaluate our method on two common 
benchmarks for unsupervised domain 
adaptation: SYNTHIA to Cityscapes and 
GTA5 to Cityscapes. The results in terms of 
mean-intersection-over-union (mIoU) are 
shown in Table 1.

For more information contact: 
robert.marsden@iss.uni-stuttgart.de

Figure 2: a) Architecture, b) Calculation of class-
wise mean projections.

Figure 1: Left: before adaptation, right: after 
aligning category-wise centroids across domains.

Table 1: mIoU on the Cityscapes validation set for a) SYNTHIA to Cityscapes and b) GTA5 to Cityscapes.
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