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Method Base LSQ SAT DQ FracBits

Precitions uniform uniform uniform mixed mixed

# additional learnable 
parameters / layer 0 1 1 2 2

Accuracy in % 93.11 92.91 93.21 93.23 91.68

Size in Megabyte 1.07 0.14 0.20 0.30 0.12

# of Giga Bitops 41.52 1.09 1.66 3.75 0.60

Table 1: Comparison table of the four different quantization approaches to the baseline 32 bit floating 
point model (Base).
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Use-Case in Delta Learning
In working package 4.2 the challenges of 
applying neural networks to embedded 
hardware are investigated. Especially 
automotive hardware is quite constrained 
compared to consumer hardware or even 
computing clusters of big online companies. 

There are several approaches to face these 
issue of constrained hardware namely neural 
network pruning, quantization, tensor 
compression and NAS (Neural Architecture 
Search). In this work Valeo focuses mainly on 
quantization approaches which promises 
smaller network size and faster execution 
time.

Technical Problem
The major problem for the usage of neural 
networks in actual automotive hardware are 
the hardware constraints. Usually it shall be 
small, with low power consumption and of 
course as cheap as possible.
To reach this targets the players in the 
automotive industry fall back on hardware 
with a small amount of memory and 
computing power compared to consumer 
hardware and sometimes even on hardware 
which only supports integer arithmetic.

Technical Solution
To face the hardware restrictions and still be 
able to use state of the art networks on the 
constraint hardware Valeo investigates four 
different quantization approaches. Two of 
them with uniform bit precision named 
“Learned step size quantization” (LSQ) and 
“Scaled-Adjusted Training” (SAT) and two 
more with mixed bit precision which are 
called “Differentiable  Quantization” (DQ) 
and “Fractional Bit-Width” (FracBits).

Valeo applied all approaches on Resnet20 
trained with the Cifar10 dataset to reach the 
maximal compatibility. For the 
differentiation the total number of bit 
operations, the resulting network sizes in 
bytes and the accuracies on the validation 
dataset were evaluated.

Evaluation
The results of the comparison are shown in 
table 1. All the investigated approaches are 
learned quantizations and therefore 
additional parameters have to be learned. It 
can be seen that with all four approaches it 
is possible to drastically reduce the memory 
footprint and the number of bit operations 
while still maintaining the baseline accuracy 
or even outperform it. 
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